RDF with Jena
Introduction

The Semantic Web is essentially a metadata management system.  We may use metadata to describe everything: entities have sets of properties and relationships to various other classes.  Languages such as RDF, RDFS, and DAML provide the markup tags that can be used to express (or assert) these relationships.  In other reports in this series, we have reviewed the basic elements of these languages and have constructed simple example ontologies.

Creating and manipulating large scale ontologies is a task best left to various tools, and this of course is one of the goals in creating standard metadata languages.  We may classify these tools into two sets: turnkey products and API/library implementations.  Turnkey solutions include downloadable products such as OntoMat and Protégé, which can be used immediately to visually author metadata.  

It is often desirable to build entirely new applications for manipulating Semantic Web metadata.  Instead of turnkey tools, we desire general purpose APIs and libraries that we can include in our own programs that we can use to construct our own applications.  Jena represents one such API for Java.
RDF Creation

The Resource Description Framework (RDF) is a standard (technically a W3C Recommendation) for describing resources, which we can think of as anything we can identify. 

The examples will be about people. They use an RDF representation of VCARDS which is defined in W3C (1). RDF is best thought of in the form of node and arc diagrams. 

The resource is shown as an ellipse and is identified by a Uniform Resource Identifier (URI). They have properties. A property is represented by an arc, labeled with the name of a property. The name of a property is also a URI, but as URI's are rather long and cumbersome, the diagram shows it in XML qname form. The part before the ':' is called a namespace prefix and represents a namespace. The part after the ':' is called a local name and represents a name in that namespace. Properties are usually represented in this qname form when written as RDF XML and it is convenient shorthand for representing them in diagrams and in text.   Strictly, however, properties are identified by a URI. The nsprefix:localname form is a shorthand for the URI of the namespace concatenated with the localname.

Each property has a value. Here, the value is a literal, which for now we can think of as strings of characters. Literals are shown in rectangles.

Jena is a Java API which can be used to create and manipulate RDF graphs. Jena has object classes to represent graphs, resources, properties and literals. The interfaces representing resources, properties and literals are called Resource, Property and Literal respectively. In Jena, a graph is called a model and is represented by the Model interface.

The code to create a model is simple:

    // some definitions

    static String personURI    = "http://foo.com/staff/Michael";

    static String fullName     = "Michael Fox";

     // create an empty graph

      Model model = new ModelMem();

     // create the resource

        Resource michaelFox= model.createResource(personURI);

      // add the property

       michaelFox.addProperty(VCARD.FN, fullName);

The RDF output file will be as follow:     

<rdf:RDF

  xmlns:rdf='http://www.w3.org/1999/02/22-rdf-syntax-ns#'

  xmlns:vcard='http://www.w3.org/2001/vcard-rdf/3.0#'

 >

  <rdf:Description rdf:about='http://foo.com/staff/Michael'>

    <vcard:FN>Michael Fox</vcard:FN>

  </rdf:Description>

</rdf:RDF>

It begins with some constant definitions and then creates an empty model. ModelMem is a class which implements the Model interface and holds all its data in main memory.  

The Michael Fox resource is then created and a property added to it. The property is provided by a "constant" class VCARD which holds objects representing all the definitions in the VCARD schema. Jena provides constant classes for other well known schemas, such as RDF and RDF schema themselves, Dublin Core and DAML.

Now let’s add some more detail to the vcard, exploring some more features of RDF and Jena.

       String personURI    = "http://foo.com/staff/Michael";

       String givenName    = "Michael";

       String familyName   = "Fox";

       String fullName     = givenName + " " + familyName;

       String other ="Mike";

       String prefix ="Dr";

       // create an empty graph

       Model model = new ModelMem();

       // create the resource

       //   and add the properties cascading style

       Resource michaelFox = model.createResource(personURI)

                    .addProperty(VCARD.FN, fullName)

                    .addProperty(VCARD.N,

                                 model.createResource()

                                      .addProperty(VCARD.Given, givenName)

                                      .addProperty(VCARD.Family, familyName)

                                      .addProperty(VCARD.Other, other)

                                      .addProperty(VCARD.Prefix, prefix));

The output  will be:

<rdf:RDF

  xmlns:rdf='http://www.w3.org/1999/02/22-rdf-syntax-ns#'

  xmlns:vcard='http://www.w3.org/2001/vcard-rdf/3.0#'

 >

  <rdf:Description rdf:nodeID='A0'>

    <vcard:Given>Michael</vcard:Given>

    <vcard:Family>Fox</vcard:Family>

    <vcard:Other>Mike</vcard:Other>

    <vcard:Prefix>Dr</vcard:Prefix>

  </rdf:Description>

  <rdf:Description rdf:about='http://foo.com/staff/Michael'>

    <vcard:FN>Michael Fox</vcard:FN>

    <vcard:N rdf:nodeID='A0'/>

  </rdf:Description>

</rdf:RDF>

Here we have added a new property, vcard:N to represent the structure of Michael Fox's name. Note that the vcard:N property takes a resource as its value. Here, it is a blank Node.

Statements

A statement is sometimes called a triple, because of its three parts. An RDF graph is represented as a set of statements. Each call of addProperty added another statement. The Jena model interface defines a listStatements() method which returns an iterator. Each time the next method of the iterator is called it returns a Jena object of type Statement. The Statement interface provides accessor methods to subject, predicate and objects of a statement.

// list the statements in the graph

StmtIterator iter = model.listStatements();

// print out the predicate, subject and object of each statement

while (iter.hasNext()) {

    Statement stmt      = iter.next();         // get next statement

    Resource  subject   = stmt.getSubject();   // get the subject

    Property  predicate = stmt.getPredicate(); // get the predicate

    RDFNode   object    = stmt.getObject();    // get the object

    System.out.print(subject.toString());

    System.out.print(" " + predicate.toString() + " ");

    if (object instanceof Resource) {

       System.out.print(object.toString());

    } else {

        // object is a literal

        System.out.print(" \"" + object.toString() + "\");

    }

    System.out.println(" .");

} 

Since the object of a statement can be either a resource or a literal, the getObject() method returns an object typed as RDFNode, which is a common superclass of both Resource and Literal. The underlying object is of the appropriate type, so the code uses instanceof to determine which and processes it accordingly.

When run, this program will produce following output:

anon:f62373:f6436ca2a6:-7fff http://www.w3.org/2001/vcard-rdf/3.0#Given  "Michael" .

http://foo.com/staff/Michael http://www.w3.org/2001/vcard-rdf/3.0#N anon:f62373:f6436ca2a6:-7fff .

anon:f62373:f6436ca2a6:-7fff http://www.w3.org/2001/vcard-rdf/3.0#Family  "Fox" .

anon:f62373:f6436ca2a6:-7fff http://www.w3.org/2001/vcard-rdf/3.0#Prefix  "Dr" .

anon:f62373:f6436ca2a6:-7fff http://www.w3.org/2001/vcard-rdf/3.0#Other  "Mike" .

http://foo.com/staff/Michael http://www.w3.org/2001/vcard-rdf/3.0#FN  "Michael Fox" .

If you look carefully, you will see that each line consists of three fields representing the subject, predicate and object of each statement. There are four statements. The "anon:f62373:f6436ca2a6:-7fff " is an internal identifier generated by Jena. It is not a URI and should not be confused with one. It is simply an internal label used by the Jena implementation.

Writing RDF

Jena has methods for reading and writing RDF as XML. These can be used to save an RDF model to a file and later, read it back in again.

// now write the model in XML form to a file

model.write(new PrintWriter(System.out));

The RDF specifications specify how to represent RDF as an XML.  The RDF XML syntax is quite complex. RDF is usually embedded in an <rdf:RDF> element. The element is optional if there are other ways of knowing that some XML is RDF, but it is usually present. The RDF element defines the two namespaces used in the document. There is an <rdf:Description> element which describes the resource whose URI is "http://foo.com/staff/Michael". If the rdf:about attribute was missing, this element would represent a blank node.

The <vcard:FN> element describes a property of the resource. The property name is the "FN" in the vcard namespace. RDF converts this to a URI reference by concatenating the URI reference for the namespace prefix and "FN", the local name part of the name. This gives a URI reference of  "http://www.w3.org/2001/vcard-rdf/3.0#FN". The value of the property is the literal "Michael Fox".

The <vcard:N> element is a resource. In this case the resource is represented by a relative URI reference. RDF converts this to an absolute URI reference by concatenating it with the base URI of the current document.

There is an error in this RDF XML. The RDF/XML syntax is not capable of representing all RDF graphs; for example it cannot represent a blank node which is the object of two statements. The 'dumb' writer we used to write this RDF/XML makes no attempt to write correctly the subset of graphs which can be written correctly. It gives a URI to each blank node, making it no longer blank.

Jena has an extensible interface which allows new writers for different serialization languages for RDF to be easily plugged in. The above call invoked the standard 'dumb' writer. Jena also includes a more sophisticated RDF/XML writer which can be invoked by specifying another argument to the write() method call:

// now write the model in XML form to a file

model.write(new PrintWriter(System.out), "RDF/XML-ABBREV");

<rdf:RDF

    xmlns:rdf='http://www.w3.org/1999/02/22-rdf-syntax-ns#'

    xmlns:RDFNsId1='http://www.w3.org/2001/vcard-rdf/3.0#'>

    <rdf:Description rdf:about='http://foo.com/staff/Michael'>

        <RDFNsId1:FN>Michael Fox</RDFNsId1:FN>

        <RDFNsId1:N

             RDFNsId1:Given='Michael'

             RDFNsId1:Family='Fox'

             RDFNsId1:Other='Mike'

             RDFNsId1:Prefix='Dr'/>

    </rdf:Description>

</rdf:RDF>

This writer, the so called PrettyWriter, takes advantage of features of the RDF/XML abbreviated syntax to write a graph more compactly. It is also able to preserve blank nodes where that is possible. It is however, not suitable for writing very large graphs, as its performance is unlikely to be acceptable. To write large files and preserve blank nodes, write in N-Triples format:

// now write the model in XML form to a file

model.write(new PrintWriter(System.out), "N-TRIPLE");

_:Af62373X3aXf64377bd20X3aXX2dX7fff <http://www.w3.org/2001/vcard-rdf/3.0#Family> "Fox" .

_:Af62373X3aXf64377bd20X3aXX2dX7fff <http://www.w3.org/2001/vcard-rdf/3.0#Given> "Michael" .

<http://foo.com/staff/Michael> <http://www.w3.org/2001/vcard-rdf/3.0#N> _:Af62373X3aXf64377bd20X3aXX2dX7fff .

_:Af62373X3aXf64377bd20X3aXX2dX7fff <http://www.w3.org/2001/vcard-rdf/3.0#Prefix> "Dr" .

_:Af62373X3aXf64377bd20X3aXX2dX7fff <http://www.w3.org/2001/vcard-rdf/3.0#Other> "Mike" .

<http://foo.com/staff/Michael> <http://www.w3.org/2001/vcard-rdf/3.0#FN> "Michael Fox" .

Reading RDF

The following code will read it in and write it out. 

Model model = new ModelMem();

      // Read from an input stream

      InputStream is = new BufferedInputStream(

          new FileInputStream(

          "/home/byildiz/Research/jbproject2/jena/computeResource.rdf"));

      // read the RDF/XML file

      model.read(new InputStreamReader(is), "");

      Resource NS1 = model.getResource("http://protege.stanford.edu/computeResource");

      System.out.println("NS1 " + NS1);

          /*  // retrieve the value of the N property

            Resource name = (Resource) NS1.getProperty()

                                            .getObject();

            // retrieve the given name property

            String fullName = NS1.getProperty(contact)

                                   .getString();

      // write it to standard out

      model.write(new PrintWriter(System.out));

The second argument to the read() method call is the URI which will be used for resolving relative URI's. As there are no relative URI references in the test file, it is can be empty.

Input RDF File, which was created by Protégé :
<?xml version='1.0' encoding='ISO-8859-1'?>

<!DOCTYPE rdf:RDF [


 <!ENTITY rdf 'http://www.w3.org/1999/02/22-rdf-syntax-ns#'>


 <!ENTITY a 'http://protege.stanford.edu/system#'>


 <!ENTITY computeResource 'http://protege.stanford.edu/computeResource#'>


 <!ENTITY rdfs 'http://www.w3.org/TR/1999/PR-rdf-schema-19990303#'>

]>

<rdf:RDF xmlns:rdf="&rdf;"


 xmlns:computeResource="&computeResource;"


 xmlns:a="&a;"


 xmlns:rdfs="&rdfs;">

<a:_pal_constraint rdf:about="&computeResource;KB_9895_00019"


 rdfs:label="KB_9895_00019"/>

<a:_pal_constraint rdf:about="&computeResource;computeResource_00020"


 a:_pal_name="compres1"


 rdfs:label="compres1"/>

<a:_pal_constraint rdf:about="&computeResource;computeResource_00021"


 a:_pal_name="compres2"


 rdfs:label="compres2"/>

<computeResource:computeResourceStatic rdf:about="&computeResource;computeResource_00022"


 computeResource:contact="byildiz"


 computeResource:cpuSpeedGHz="1.7"


 computeResource:cpusPerNode="1"


 computeResource:description="linux machine"


 computeResource:hostName="machine1.ucs.indiana.edu"


 computeResource:infoURL="http://machine1.ucs.indiana.edu"


 computeResource:ipAddress="156.56.*.*"


 computeResource:machineKey="machine1"


 computeResource:machineName="machine1"


 computeResource:manufacturer="dell"


 computeResource:memoryGB="1"


 computeResource:model="8100"


 computeResource:numNodes="1"


 computeResource:organization="ptl"


 computeResource:os="linux"


 computeResource:peakPerformanceGFLOPS="1000"


 computeResource:scratchDiskGB="100"


 computeResource:site="machine1.ucs.indiana.edu"


 rdfs:label="1.7"/>

<computeResource:computeResourceStatic rdf:about="&computeResource;computeResource_00023"


 computeResource:contact="byildiz"


 computeResource:cpuSpeedGHz="2"


 computeResource:cpusPerNode="2"


 computeResource:description="server"


 computeResource:hostName="machine2.ucs.indiana.edu"


 computeResource:infoURL="machine2.ucs.indiana.edu"


 computeResource:ipAddress="156.56.*.*"


 computeResource:machineKey="darya"


 computeResource:machineName="machine2"


 computeResource:manufacturer="dell"


 computeResource:memoryGB="1"


 computeResource:model="1000"


 computeResource:organization="ptl"


 computeResource:os="sun sparc"


 computeResource:peakPerformanceGFLOPS="1500"


 computeResource:scratchDiskGB="200"


 computeResource:site="machine1.ucs.indiana.edu"


 rdfs:label="2"/>

</rdf:RDF>

The output of the RDF file, which is read and print out screen :

NS1 http://protege.stanford.edu/computeResource

<rdf:RDF

  xmlns:rdf='http://www.w3.org/1999/02/22-rdf-syntax-ns#'

  xmlns:NS0='http://www.w3.org/TR/1999/PR-rdf-schema-19990303#'

  xmlns:NS1='http://protege.stanford.edu/computeResource#'

  xmlns:NS2='http://protege.stanford.edu/system#'

 >

  <rdf:Description rdf:about='http://protege.stanford.edu/computeResource#computeResource_00023'>

    <rdf:type rdf:resource='http://protege.stanford.edu/computeResource#computeResourceStatic'/>

    <NS1:contact>byildiz</NS1:contact>

    <NS1:cpuSpeedGHz>2</NS1:cpuSpeedGHz>

    <NS1:cpusPerNode>2</NS1:cpusPerNode>

    <NS1:description>server</NS1:description>

    <NS1:hostName>machine2.ucs.indiana.edu</NS1:hostName>

    <NS1:infoURL>machine2.ucs.indiana.edu</NS1:infoURL>

    <NS1:ipAddress>156.56.*.*</NS1:ipAddress>

    <NS1:machineKey>darya</NS1:machineKey>

    <NS1:machineName>machine2</NS1:machineName>

    <NS1:manufacturer>dell</NS1:manufacturer>

    <NS1:memoryGB>1</NS1:memoryGB>

    <NS1:model>1000</NS1:model>

    <NS1:organization>ptl</NS1:organization>

    <NS1:os>sun sparc</NS1:os>

    <NS1:peakPerformanceGFLOPS>1500</NS1:peakPerformanceGFLOPS>

    <NS1:scratchDiskGB>200</NS1:scratchDiskGB>

    <NS1:site>machine1.ucs.indiana.edu</NS1:site>

    <NS0:label>2</NS0:label>

  </rdf:Description>

  <rdf:Description rdf:about='http://protege.stanford.edu/computeResource#computeResource_00021'>

    <rdf:type rdf:resource='http://protege.stanford.edu/system#_pal_constraint'/>

    <NS2:_pal_name>compres2</NS2:_pal_name>

    <NS0:label>compres2</NS0:label>

  </rdf:Description>

  <rdf:Description rdf:about='http://protege.stanford.edu/computeResource#KB_9895_00019'>

    <rdf:type rdf:resource='http://protege.stanford.edu/system#_pal_constraint'/>

    <NS0:label>KB_9895_00019</NS0:label>

  </rdf:Description>

  <rdf:Description rdf:about='http://protege.stanford.edu/computeResource#computeResource_00020'>

    <rdf:type rdf:resource='http://protege.stanford.edu/system#_pal_constraint'/>

    <NS2:_pal_name>compres1</NS2:_pal_name>

    <NS0:label>compres1</NS0:label>

  </rdf:Description>

  <rdf:Description rdf:about='http://protege.stanford.edu/computeResource#computeResource_00022'>

    <rdf:type rdf:resource='http://protege.stanford.edu/computeResource#computeResourceStatic'/>

    <NS1:contact>byildiz</NS1:contact>

    <NS1:cpuSpeedGHz>1.7</NS1:cpuSpeedGHz>

    <NS1:cpusPerNode>1</NS1:cpusPerNode>

    <NS1:description>linux machine</NS1:description>

    <NS1:hostName>machine1.ucs.indiana.edu</NS1:hostName>

    <NS1:infoURL>http://machine1.ucs.indiana.edu</NS1:infoURL>

    <NS1:ipAddress>156.56.*.*</NS1:ipAddress>

    <NS1:machineKey>machine1</NS1:machineKey>

    <NS1:machineName>machine1</NS1:machineName>

    <NS1:manufacturer>dell</NS1:manufacturer>

    <NS1:memoryGB>1</NS1:memoryGB>

    <NS1:model>8100</NS1:model>

    <NS1:numNodes>1</NS1:numNodes>

    <NS1:organization>ptl</NS1:organization>

    <NS1:os>linux</NS1:os>

    <NS1:peakPerformanceGFLOPS>1000</NS1:peakPerformanceGFLOPS>

    <NS1:scratchDiskGB>100</NS1:scratchDiskGB>

    <NS1:site>machine1.ucs.indiana.edu</NS1:site>

    <NS0:label>1.7</NS0:label>

  </rdf:Description>

</rdf:RDF>
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