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Introduction

This informational white paper discusses plans and priorities for delivering secure, browser based access to the signal image processing and related communities in the DOD High Performance Computing Modernization Program.  

Computing portals provide ubiquitous access to HPCMP resources.  Portals are often viewed as a means of providing a common look and feel to multiple resources spread across multiple computing centers.  Typical services include job submission, file management, and job monitoring.  These are important services that we intend to support in the SIP portal, and an important initial step will be to reuse (updating as necessary) previously developed secure services from past PET portal projects to support SIP applications.

Looking forward, we may go beyond the portal basic services in at least two important ways:

1. Portals also need to support communities of code developers who wish to provide a management environment for different versions of their codes for both personal use and distribution to user communities.  Such developers tend to frequently change their codes and need a tracking system to manage both code versions and data produced by this code.
2. Extensive portal data and metadata needs to be maintained for users and shared between groups.  As a simple example, users must keep track of the information needed to organize and reproduce simulation results.  For application developers that need to support many different changes in codes, this requires that the code changes themselves be part of the metadata, and the data itself needs to be stamped so that it is known which version of the code generated the data.  In a group scenario, portal data sharing is useful for keeping track of validation runs and performance tests.
The remainder of this paper reviews the scope of the project, building from basic services to more interesting advanced features such as outlined above.  We start with some usage scenarios to make the discussion of services concrete.
Usage Scenarios

(To be debated)

1. Novice user securely logs into the portal, sees info on machines and applications that he/she can access, launches an application, monitors it, is notified when it is complete, and downloads the data and/or generated images.
2. Novice user (emboldened from #1), uses the portal as a guide for launching a parallel application.

3. User sets up and runs an entire suite of applications: a parameter space study or a benchmark test on several different platforms.  Portal services keep track of the metadata in each case so that the user can recover and review results (perhaps with organized reports) afterwards.

4. A portal user can add his or her application to the portal.  This can be done through a “GUI for GUIs”: a user interface building wizard.  This would initially support applications already installed on particular hosts that the user can access; that is, installation of a code is not a portal service. Applications deployed in this manner are initially for the user only.

5. The user in #4 publishes his or her application so that it is available to all other users.
6. The user in #4 changes the application, so changes are noted in human readable form and the portal maintains a version tracking service for both the code and the data it generates.

7. An application developer uses the GUI Wizard to create a new application that combines two other, coarsely linked applications (say, a preprocessor followed by a solver).
8. A portal application developer uses portal services to upload codes and compile them on the remote HPC environment, in his or her own account.  The user tweaks the compilation process through a portal interface until it is correct.  For example, if missing a particular environment setting (user needs to modify LD_LIBRARY_PATH), this may be done. 

9. The portal maintains a code downloading service: users who want the source or executables for particular versions and platforms may download them.  The fact that the codes can be executed on particular machines through the portal provides some verification that the binaries will work on that platform.

Portal Architecture and Security

(To be written).  We will use secure services developed for Gateway.  We will use Jetspeed to manage portal components.  Users log in over SSL and run kinit on the portal server, get a ticket on the server that is managed by the portal account.  The user can then run remote applications using rsh/ssh.

Portal Services and Development Priorities

The usage scenarios described are intended to provide some idea of the services that are required.  We cannot support all cases initially, so it is important to list and prioritize the required service developments.

Basic Services

These are intended to be inherited from previous projects.  User profile services need to be redesigned. 
1. Authentication and ticket management

2. Secure remote procedure execution

3. Remote file management, uploads, downloads
4. Job monitoring through browser pages of queuing systems

5. User profile services: what machines can the user access?  What are his/her home directories on various machines?  What is his/her email address?  
6. Initial user metadata services: track user interactions with the portal as sessions.

These services should by themselves provide a useable portal.  However, we should not underestimate the importance of thorough usage and testing.

Intermediate Services

These are Round 2 services, which need to be designed and written.  This list is kept small, includes only those services that we intend to develop initially, within the next 6 months.
1. GUI Wizard Version 1: allow users to create their own personal portal applications.

2. Initial Code tracking service: a user can maintain multiple versions of the same code, has a simple, comment-based change notation system, can track multiple versions of the data.  

3. Code packaging/download service.

Advanced Services

Round 3 services.  These are speculative:  we should really at this point be driven by user requirements and priorities.

1. Data archive sharing: a user can share selections from his/her metadata with others.  For example, a user may want to publish results from a test validation suite.

2. GUI Wizard Version 2:  the initial wizard is coupled to upload and compilation services so that applications may be deployed on particular hosts through the portal.

3. Simple “data flow” code linking service

4. Group access controls for applications, data, etc.  Initially the portal assumes two permission levels: user and world.  Add group access in between.  Groups may be defined by both users and portal admins.

5. Smart directory listings, or “MyContext” service: users can put data all over the place, need a virtual folder system that can organize their data, codes, stuff on multiple machines (backend and desktop).

Rough Development Plan
A portal with the basic services and selected applications (matlab scripts) is under development.

1. January: demos
2. March: select user testing
3. June: class
Intermediate portal development:

1. Jan: complete initial GUI wizard

2. March: complete code tracking service

3. June: update portal to include GUI wizard and code tracking.

