Exploring Coupling Methodologies 
for the Development of Cross-Scale Tools

This document provides an overview of the necessary features for the computational support environment for the coupling of components within the Complex Coupling project of NASA ESTO-AIST (Complexity Computational Environments: Data Assimilation SERVO Grid, Andrea Donnellan, PI).

The Complex Coupling project is building a new environment (the Complexity Computational Environment, CCE) that provides a rich set of links between newly available resources of NASA Earth observing systems, high-performance simulations, automated data mining, and more traditional tools to enable the most complete understanding of earthquake hazard. This environment will also include a browser-based Problem Solving Environment (PSE), and tools to manage the coordination of data communication and computational load among distributed components. A key guiding feature of the design is the need for environmental support for defining and using interfaces between components that address different scales
 of the earthquake process, which can range from continental scales down to grains of sand, indicating the need for special data operations such as filtering and parameterization. Another is that we intend to couple processes that may reside on widely distributed systems, raising issues of communication bandwidth, latency, and job scheduling on systems with differing capacity.

Here, the term coupling will refer primarily to the interaction of applications running on separate machines by means of signals and data transfer.  We support broad generality: the applications may be computationally trivial, such as data reformatting, or high-performance applications on massively parallel supercomputers.  The applications may reside on machines in the same room, or across continents.  Examples include automated database retrieval based  on user constraints, streaming data from a sensor, pattern analysis (such as RDAHMM) or geophysical models incorporated into data assimilation systems.  Other levels of coupling, such as models joined on a single machine or within a program, are not within the scope of this exploration, except as example applications that may be joined at this higher level.
In this overview, we will begin with a description of the high-level design of the CCE as currently developed.  Then we consider some broad issues with respect to temporal scales and latency requirements, data sources, models, and types of coupling.  Then we will describe components of this environment within categories of data sources, pattern informatics, and multiscale modeling.  Next we will list interacting cross-scale processes that are essential to creating a powerful system that will meet the project goals, noting special considerations that will drive the environment design.  We will tabulate the data types, applications and coupling scenarios considered, giving estimates of their expected needs from the CCE. In the conclusion we list some of the open issues that require resolution in the design and implementation phases of the CCE. 

CCE Basic Architecture

The CCE’s basic strategy is to couple “real” data sources (either sensor networks or archived data sources) and hierarchically arranged models into a distributed data flow system.  Our coupling methodologies are governed by the data and models.  A sample system is shown in Figure 1. 
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Figure 1 A more complete architecture.

In Figure 2, we illustrate a hypothetical data-model-model scenario.  
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Figure 2 A hypothetcal CCE application.  See text for edtails.
The figure’s components (data sources, linked models, computing resources) are distributed across several host machines.  The components are Web services, or else are wrapped by web services.  Communications (at least control messages) are encoded in SOAP, and all services expose WSDL descriptions of their interfaces.  Arrows indicate over-the-wire connections.


As we will describe below, the model implies several different types of communication: pushed data, pulled data, remote invocation, and remote event notification.

Database Archives
: Typically, these are FTP and HTTP sites, online databases, etc.  This is “cooked” data that has been curated by some group and made suitable for publication.  Often this data requires some additional processing: it may require reformatting into a standard format (or an alternative standard).  Wherever possible, we will use OpenGIS standard formats (usually GML, the Geography Markup Language), since this will allow us to take advantage of related OpenGIS services.  

In addition to reformatting, the data often must be inserted into XML and/or relational databases.  This allows the data to not only be downloaded, but also intelligently queried and filtered with XPath and/or SQL queries.  Archived data is typically pulled by the model/simulation code.  

For data assimilation services, the disadvantage of using data archives is that their data may not be kept with sufficient granularity:  GPS data sites, for example, typically include daily averages. 

Sensor Data: Sensor data is “live” real-time or nearly real-time data directly acquired from sensor devices.  This type of data source differs importantly from archived data.  First, the data is streaming, so time stamping data messages to keep them coherent is important; second, data is pushed (rather than pulled) by the sensor sources; third, the data requires inline processing (not shown in the figure) to convert from raw to cooked.  This last step effectively automates the curation step of the data archive.  
Grid-based sensor data sources represent other important problems in reliability: the sensor may not always be available, so a sensor data grid must take into account the reliability of the sensor.  
Models/Services: Service nodes in the figure denote simulation codes.  These may interact directly with real data sources, or they may interact with other simulation codes.  For example, Mode Three in the figure interacts with Models One and Two and treats them as data sources.  That is, this is a data flow model.  We may characterize the model-model interactions as follows:

1. Push/Streaming Interactions: These interactions must handle a (not necessarily constant) stream of events.  In the figure, Model 1 generates data that needs to be pushed to Model 3.

2. Pull Interactions:  In these interactions, Model 3 pulls data from Model 1.  These interactions may be typically implemented as file transfers.

Workflow: Connecting these pieces together is referred to as service orchestration, or workflow.  It is worth noting that the workflow does not actually have to involve direct communication between the various services.  More typically, we have a workflow engine that maintains an abstraction of the workflow DAG.  The engine, in Web service terms, maintains local clients to the remote web services, and invokes each client at the appropriate time.  

The workflow engine may be viewed as an interpreter for a workflow script. Scripts for centralized Workflow engines executing workflows that map to DAGs are effectively nothing more than programming languages, and we may bind workflow expressions into existing scripting language (javascript, perl, python, etc).  We may also define such language constructs in XML and RDF.  

The advantage of the scripting language approach is that it enables high level human programming in the CCE environment.  The HPSearch activity (www.hpsearch.org) is an example this approach.  HPSearch also has facilities for handling streaming data, so it may be useful when applied to raw sensor data.

The XML approach to workflow is exemplified by BPEL, the business process exchange language.  The Apache Ant project, although not a full-fledged programming language, has become popular alternative because of its wide range of useful tools, easily extensible architecture and ability to express simple workflow graphs (dependencies).  The OGRE project at NCSA has extended Ant to include more programming language-like features.  XML workflow languages can also be manipulated by humans, but their real strength is that it is easier for applications to construct and manipulate XML scripts.  

We note two interesting requirements that are often not fully considered by workflow engines:

1. The need for call backs: A call back is needed in a distributed environment when a remote method requires a significant time to complete.  Thus, the client must be allowed to disconnect—the remote method returns an immediate “void”, for example.  The process then executes and a call back event is generated when the job completes.  The client can receive this call back event asynchronously.  This is quite common in CCE constituent components: the GeoFEST application may take several hours to run, for example.

2. Mixed streaming and file transfer support: The CCE workflow engine will need (eventually) to support Workflow graphs that include both streaming (and pushing) data as well as more discrete, file-based data flow.  Apache Ant (for one) does not handle the streaming requirement.

Time Scale Regimes

Data and models may be coupled in a wide variety of ways, reflected in part in specialized terms that are familiar in scientific computing. For each kind of coupling, a list of probable data transfer categories helps to focus attention on the communication needs.  This leads to a categorization of the latency requirement, which will essentially be low (10s of microseconds or greater), high (10s of milliseconds or more), or nearly unbounded.  The latter corresponds to models that need to communicate on time scales several orders of magnitude greater than a millisecond.  Low latency coupling must be accommodated by a low latency network, most typically by cluster computing facilitated by MPI method calls. We will find no pressing need to support such low-latency development within the scope of this task. High latency coupling offers opportunity for leveraging the technology of web services, particularly service-oriented streaming for large data transfers. A few coupling needs may be accommodated by processes with unbounded latency, such as writing a file and transferring to a remote computer via a transfer protocol such as ftp.  These will also be noted. 

Data Characterization and Access

Models coupled with observations (Data Assimilation) are of high interest, as they allow near-optimal use of data for understanding and short-range prediction, as well as providing a model-based interpolation of the data that fills a volume of space over a span of time. There are a variety of major techniques for this with many variants, including Kalman filtering, optimal interpolation, and genetic algorithms. Data comes in two types, relating to the observation and to the computed model.  The first type include (raw) observational data, models of uncertainty and instrument effects, and partially processed data (for re-sampling, calibration, removal of known instrumental effects, removal of outliers).  The second include a priori assumptions and uncertainties, updated estimates of the parameters that determine the state of the modeled system, separate iterations of these model parameters, suites of estimated parameters (for ensemble methods such as genetic algorithms), the residual differences from the computation and model, the sensitivities of these residuals to the model parameters, and representations of the parameter covariance (with or without the effects of the a priori information). These final two types tend to be large, on the order of the product of the number of observations with the parameters, and the square of the number of parameters (respectively).  Relevant sizes for distributed and time-evolving computations depend on the processing strategy, particularly in the choice of how many observations constitute a "batch" whose effects are folded into the estimate and covariance, and whether these batches of related observations and sensitivities are further bundled into single communication parcels. 

A key strategy to be examined by this task is whether distributed data collection centers (organized by local collection or satellite download) may pre-filter their data into smaller parcels, or reduce the processing required at the central modeling computer.  Conceptually this may be done by giving the remote data center a representation of the model sensitivities pertaining to the batch of information.  A modest remote computation would map the observations into the space of the leading modes of the sensitivities, resulting in a smaller set of combination observations with smaller sensitivity array.  (A combination observation here refers to a derived observation that is a judicious linear combination of direct observations).  Hence communication is smaller, and the central computer need only process the smaller set of information.

Traditional data assimilation for prediction over days-long time scales easily tolerates latencies from the sensor to the modeling computer of seconds to hours.  Hence that kind of coupling lies in the realm of huge latency.  The coupling that would be used for bidirectional communication of sensitivities for remote data centers doing initial filtering operations would require lower latency; the sensitivities would depend on the current model state, and the filtered data would be needed in time for the next model state.  

Another key task in this area is the standardization (at least within the scope of the project) of the data formats used.  This will be necessary to produce a common exchange format that can be used to exchange data between several applications.  Wherever possible, we will adopt existing XML standards, using the OpenGIS Consortium’s Geography Markup Language (GML) wherever possible.  The use of GML will allow us to couple data exchanges in Web service standard formats (SOAP), at least for small transfers.  We will also be able to use XML standards such as XPath to make simple matching queries on data. XPath can thus be used as a simple, regular expression-like filter on data.

Model-Model Coupling

Models coupling to models at different scales of length and time are essential to geophysics because physical scales that determine system behavior can vary many orders of magnitude.  One common method (with many subclasses) has computational progress occur in both models with occasional exchange of data, typically conditions that lie along a shared boundary.  Subclasses include a forced boundary (where one model determines the boundary values and the other ingests), consistent boundary (where a joint solution is required at least on occasion).  Methods for matching may use interpolation of grids, least-squares match over local basis functions or harmonics.  Another variation in detail has one model compute a suite of solutions over the range of possibilities for a linear space of boundary conditions, and the other model uses that reduced linear space to close its representational system of equations.  

Distributed computing may be used to run each model separately, or to run a suite of solutions on many processors with high parallel efficiency.  The former may require low latency, but the latter would allow latency of about the order of the solution time for one problem (or a small set of problems).  So suite-solution can tolerate high latency (but not huge latency, typically). 

There are also solution techniques to unified domains that systematically combine approximations suitable at different scales.  Multigrid is an example of this that may represent others such as fast multipoles, in-place parallel adaptive mesh refinement. In each case there is a hierarchy of nested grids sampling some space, and the solution is represented on each, either as terms of error correction or as combinable representations of processes on different scales.  The frequency and quantity of data to be exchanged between nested representations is high, and so typically this would be a low-latency application.  There may be exceptions for cases where the time to solution on each layer is much larger than the tens-of-ms definition of high latency, but these would probably require such careful implementation as to constitute a redesign of the original algorithm.

Within this task we will consider tightly coupled systems to be available units that can be coupled more loosely (with low latency communications) in larger systems.  That is, tight coupling  will not be developed in th is task, but exploited where available.  This leaves a broad range of coupling methods that can be beneficially linked with the CCE architecture and made components of a powerful system for matching dynamic models to the burgeoning observational data and rendering forecasts of earthquake hazards. 

Components: data sources

The CCE Architecture will integrate multiple data sources, including sensors, databases, and file systems into the analysis and modeling applications.

Data collection: GPS data centers are a mature data collection set of networks directly relevant to the tectonic hazard problem.  Seismic data is also collected and archived by established centers.  InSAR missions will produce very large quantities of deformation data, but no suitable data collection and distribution system exists for quick-response internet transfer.  
Data storage: The storage and retrieval of GPS and seismic data is in several layers of media (for example on-line disk files and mass storage facilities based on compact disk juke boxes), and each center has its own format and procedure for requesting data. The CCE will apply two approaches to make all data retrieval appear uniform.  When the entire data sets are fairly limited in size (entire GPS daily position archives measure in the Mbytes), a process will periodically examine the data center archive and download new material, reformatting it in the CCE database for easier access.  When data archives are too large for this to be practical, wrapper processes are designed to translate a standard request into one suitable for that data center’s conventions.
Experience gained from treating these modest sets of geodetic data will help us to meet the requirements from anticipated high-rate satellites.  Of most direct relevance are the anticipated InSAR missions for monitoring the tectonic deformations at the earth’s surface.  By about 2010, NASA expects to be collecting 100 GB of InSAR data per day, and so will rapidly amass data archives in the 10s to 100s of TB.  The CCE will not be feeding all of this data into assimilation models, but will be using (and perhaps directing) data reduction operations such as averaging of multiple co-registered frames for error reduction.  Further subsetting of data will satisfy the needs of local studies, but eventually we expect all the data from plate margins will be part of a global analysis system that uses coupled models for different regions and scales. The report from the NASA Earth Science Enterprise Computational Technology Requirements Workshop estimates rough requirements from a multilevel InSAR assimilation and earthquake forecasting strategy.  The figures come to 2 Tflops sustained distributed computing rate, with database access to 100 GB files within 40 TB datasets within 5 minutes to arbitrary platforms in the distributed network.

Federated Database: Using new IT resources and standards, multiple databases with diverse contents may be treated in a unified system.  The CCE will include an ontology for this federated system, a meta-query mediator and translator, and interfaces that make these services accessible to the web-based portal environment and its applications.
Data filtering: Generally data collection centers reduce the data volume transferred to analysis centers by resampling or averaging in time, reporting only deviations from models, or detecting interesting events.  Such local data filtering processes will be recognized and supported as part of the CCE distributed processing system. 
A general way to automate design of a class of filters will also be examined, since the largest data assimilation efforts run up against a computational bottleneck that arises from processing the sensitivities of parameters to all the observations in the exponentially increasing data volume.  Instead, the observations within each data center can be optimally filtered and reduced before transfer of information to the central modeling computer (a high-performance simulation with a data assimilation process like Kalman filtering). The central model supplies projected sensitivities to each of the reporting data centers, and the data centers use this projected sensitivity to implement a data filter that reduces the count of observations without significantly reducing the information that is transferred to the central model. From the CCE standpoint, the components of the sensitivities, the filter, the original data and the filtered data must be well defined with suitable communication methods that respect the bandwidth and latency needs of the distributed process. 
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Figure 3 A data assimilation distributed filtering scheme. 
Streaming data: sensors produce raw data worldwide and from space at an increasing rate.  While most scientific analysis can wait for this data to go through front-end processing, quality control and archiving, crisis response and real time prediction require distributed processes that can ingest this data within short time delays which we will define as minutes to days. The CCE architecture will support near-real time ingestion of streaming data sources, demonstrated by including a sub-day GPS position estimation network.
Bandwidth: No anticipated coupling in the CCE will require bandwidth beyond that of channels supported by Grid computing in the national infrastructure.  Some applications have trivial bandwidth requirements, while others require megabytes per second. The necessary development for CCE is workflow tools that can establish high-bandwidth channels between processes when needed, and use ordinary web service communication and internet transfers when those are appropriate. 
Latency: Whenever two processes communicate, whether by signal or massive data set, the time from the request to the initiation of data transfer is called latency.  While some processes can pre-stage data transfer, latency usually implies wasted time.  Communicating processes can tolerate latencies smaller than the time of productive work that can be done between transfers, which can be small (<10s of microseconds) for multiscale algorithms distributed across processors, or large for data assimilation when the model has many parameters and the data rate is low. The workflow part of the CCE will take into account the latency needs of component applications to establish host machines and coupling channels with the proper latency. This is discussed further below under Time Scale Regimes.
Components: Pattern Informatics

Data mining: here we use the term data mining to refer to automated methods of scanning a database for features of interest. Data mining uses statistical tools such as correlations and principal component analysis to discover features and relationships in large data sets, and is used in fields from market analysis to biology. Such technologies are essential for processing the very large data sets generated by NASA, which have grown beyond the size where manual inspection of images or data sets can be performed in a reasonable time.

RDAHMM and Data understanding: Data understanding refers to automated methods for making sense of patterns in data sets. It goes beyond data mining in that it seeks to deduce the appropriate reasoning elements that represent the processes behind data sets.  Data understanding produces classification rules and inference of cause-effect relationships. The RDAHMM model we will employ uses the sequence of data to construct a model of states and state transition probabilities.  Thus, it finds an underlying set of possible causes behind the patterns in the data, without indicating the nature of those hidden states.  In this way the data set is reduced to a manageable number of evolving state variables, and relationships are demonstrated that form the basis of further investigation for full understanding and indentification.

PDPC and Pattern Informatics: the term informatics refers to means of classifying phenomena, encoding related observations, storing these records and collecting them in ways suitable for further analysis.  Pattern informatics describes methods that seek predictive power by representations of patterns and their flucuations in time.  The PDPC pattern informatics method we intend to employ represents patterns in seismicity or other indicators of the tectonic stress field by real-valued state vectors in a Hilbert space, and predicts future localized changes (earthquakes) from extending the past phase history of these vectors.

Data assimilation: this refers to methods of using observational data to steer one or more evolving computational models of relevant processes, accounting for observational and modeling errors.  The result is a model well defined in a wide span of space and time, that reproduces the observational dataset within known error tolerances.  Such a data assimilation result can effectively interpolate the data to report any dependent model variable at any place  or time in the simulated region.  In particular, such models can in principle determine the state of stress at the seismogenic depths of the earth, and predict seismic events some way into the future.

Components: Multiscale Modeling

Modeling applications:  We consider physical modeling across a spectrum of approaches, from direct calculation of stress/strain relations to more empirical models.  No approach has full fidelity to the true earth system; models that have direct physical interpretation must approximate and sample the materials and initial stress field, while empirical models leave many physical quantities unspecified.  We aim to use multiple models and data in combinations, so we first outline the component models below.

Multiscale modeling may be done within one modeling approach (at high cost in resources), by designing multiple scales of model approximations within one application, or by running separate applications with some form of loose coupling or post-processing combination.  Here we consider relatively simple models that will be loosely coupled in the CCE environment.

Potts model: The S-state Potts model has long been used in describing the complex dynamics of magnetic systems. Generally this mathematical model may help determine the dynamics of a system of many parts with a finite number of states, with some model for state energy and coupling strengths between each part. These coupling strengths roughly represent the interactions of fault slip through near-elastic processes, so they bear some physical interpretation.  Adjusting the coupling coefficients so the model dynamics matches historical data creates a loosely physical model that may have predictive ability as well as limited interpretive power.

Virtual California: (VC): This is an application that utilizes the Monte Carlo method in order to generate simulated, realistic earthquakes on an arbitrary fault surface mesh. It uses topologically realistic networks of independent fault segments that are mediated by elastic interactions. These segments typically represent fault systems spanning the region of California.  The interactions between faults are computed by Green’s function techniques that approximate the crust as uniform material.
GeoFEST: The Geophysical Finite Element Simulation Tool (GeoFEST) application represents arbitrary heterogeneous regions cut by faults, computing the volumetric stresses and deformation by the finite element technique.  The application has been shown to scale to millions of elements on parallel computers, and has been linked to an adaptive mesh refinement library.  It is potentially the most physically detailed model in our collection, but requires considerable problem design time and computing resource to simulate the California fault zones.

Coupling Scenarios

Archive data/streaming data with RDAHMM:  Since RDAHMM is very flexible with regard to data type and time scales, we will do early coupling of RDAHMM with archived data mediated by web service tools.  This will be followed by using RDAHMM with streaming data from GPS sensors, initially at low rates that will prove the concept.

GeoFEST/Virtual California: The limitation of Virtual California to uniform material elasitic coupling may be explored and removed by a very loose coupling with GeoFEST.  One approach we intend to explore has an intial mesh generated for GeoFEST that includes known heterogeneities and the Virtual California fault segments.  For N fault segments, we can peform N GeoFEST elastic solutions (each with tailored mesh refinement performed on the parallel host machine).  The resulting N^2 fault slip-stress interaction terms are then supplied to a modified Virtual California code as a table of interaction terms. Coupling requirements would be modest: while the finite element model would simulate millions of unknowns, the results would be reduced to a table of fault interaction terms, roughly 1000 x 1000 stress components that would make up the Virtual California interaction table (on the order of 10s of MB). The finite element runs would be performed once for a given Virtual California geometry, and so may be repeated at those infrequent times when the VC model definition is revised.

TAMC: Tangent linear and Adjoint Model Compilers (TAMC) are a recent technology that partially automates the conversion of a forward model into a data assimilation model by generating model sensitivities and an adjoint model that improves estimation-based assimilation.  This is a precursor activity to coupling models and data.  The Potts model (and possibly Virtual California) will be processed with TAMC to produce a steerable model that will be coupled with seismicity and GPS data. The result will be one class of data assimilation model. Open questions of the steerability of models with wide temporal scales and sudden large changes in state (earthquakes) can be explored by this method.

Filtered assimilation:  this was addressed under data sources.  As we develop prototype assimilation systems, we will test concepts for pushing representations of the model sensitivities particular to a data center out to that center and using the highest sensitivity subspace (determined by eigenvector or SVD analysis) to reduce the data stream (filtering or compression), and so reduce the central processing computational requirement (and perhaps the communication bandwidth). For geodetic data, this approach may have long-range benefits as data collection grows orders of magnitude beyond current data sets.  Such potential benefits will be evaluated using existing data, even though full processing of existing data without filters may be relatively easy.

Genetic algorithms: this is another approach to developing a data assimilation system, possibly more general than the TAMC approach. Rather than using linear sensitivities, a large number of models based on instances of possible parameter sets are run simultaneously.  Encodings of model parameter features as “genes” and continual evaluation-based trimming of the gene pool allows an optimization of the model fit to the data that should be robust with respect to multiple scales and sudden events.  Coupling involves managing the multiple model instances (possibly on heterogeneous machines), fusing each model with the observational data, and using the results to modify the gene pool and create new processes.

Ensemble forecasting: this technique has been used successfully in forecasting El Nino events.  It involves running multiple varations of data assimilation models and using the statistics (mean, variation) of the results to constrain the space of predictions. Coupling issues are similar to the Genetic algorithms case above: managing multiple models, fusing each model with observational data, and collecting the statistics and results that allow prediction.

Model steering: as the data assimilation techniques mature, there will be need for evaluation of ongoing assimilation high performance computations based on the quality of the data fit and patterns in the residuals.  We anticipate these will lead to determination by the operator that the assimilation forward models are inadequate to explain the data, requiring revision of the underlying model (perhaps by adding faults or supplying higher resolution in some component).  New model components may not imply full initiation of the assimilation run from scratch, but rather addition of new freedom for the model which will improve the fit in space and time.  The scenario we want to support long-term will have the following elements.

1. Adequate visualization to bring the current 4D state description, deformation and stress field, and its residuals at observational data points to a remote operator with sufficient clarity to support model improvement decision making;

2. Defined interface elements that allow tracking and innovation of the model geometry and adjustable features, and

3. Flexibility in the high performance assimilation application so that new model elements may be used with each major iteration of the fitting procedure.

Initially we will examine these issues in our early assimilation systems using the modest quantities of geodetic data now available.  We do not anticipate these will require high frequency of access, low latency or high bandwidth, because the entire data sets are only a few MB, the models will have order of thousands of states, and the operator will be an investigative researcher who can take hours to days to evaluate the adequacy of the system and design modifications.  Ultimately the requirements become steeper as we anticipate models with hundreds of thousands of states, GB of data, and semi-automated means of improving the models.

Workflow:  There are many kinds of coupling within view of the complexity initiative.  These may couple data analysis with simulations, as well as simulations that treat different scales of a problem.  The coupling methods cover a wide range of techniques, using a variety of mathematical transformations and approximations. A partial list is described below, that is sufficient to treat the variety and allow for design of cross-scale tools that may (or may not) reside on computers distributed across a wide network. The key feature that distinguishes close coupling and distributed coupling is the latency which may be allowed for requests for information.  Data transmission speed is of secondary importance, as many network connections are already sufficiently fast for the kinds of coupling needed for simulations and data assimilation, with much more speed on the way.

In the CCE, code coupling must be analyzed from several points of view, including the following:

1. Coupling time scale regimes:  Coupling depends on the communication speed requirements of the constituent components.  

2. Constituent components: We will examine the characteristics of data sources and computational models that will be used in the CCE.

3. Architecture linkages: Communication connections between distributed constituents.

4. Workflow: The CCE is a distributed system in which large “meta-processes” combining several distributed actions must be coupled together for automated distributed execution.  This is (in our terminology) called “workflow” although we understand this term is overloaded. 

Data Source Characterization

The following table characterizes the available data sources of the assimilation architecture (See Figure 1).

	Data Source
	Types of Data
	Time Scale

	Fault Databases
	Fault locations, geometric models, and material properties.
	Not Applicable

	GPS Archives
	Station location, average daily position, standard deviation of average position.
	Daily updates

	Seismicity Archives
	Time of event, location of event, quality of event, magnitude, depth.
	On event (but unknown update time for data source.) Tens to 1000’s per day in California down to Magnitude 1.

	GPS Sensor Nets
	Streaming GPS measurements
	To detect precursory events, sub-hour sampling times delivered within minutes may be required.

	InSAR data
	Images of deformation fields
	New data added daily; ~minutes access time to large databases will be important


Application/Model Characterization

The following table characterizes the available codes by input, output, and “model time”.  Model time is the natural time scale of the model (not the time required for computation).

	Application
	Input Data
	Output Data
	Simulation Time Scale

	Virtual California
	Faults, Fault Friction
	
	Years to millenia

	GeoFEST
	Finite element mesh based on Fault Geometry
	
	Minutes to millennia, typically tens of years

	Pattern Informatics/PDPC
	Seismic events.  Typical use is with archived catalogs
	
	None, but data archives usually drive use to 100 year history, 10 year forecast.

	Eigen/Karhunen-Loeve
	Seismic events.  Typical use is with archived catalogs
	
	None, but limited by available data archive

	RDAHMM
	Typically GPS or Seismic catalogs
	
	None, but use with data archives typically implies months to decades.

	Simplex
	Surface grids or data points
	Best fit fault models
	Instant elastic interpretation of an earthquake.

	Disloc
	Fault Geometry Model
	Surface displacements
	Instant elastic simulation of earthquake deformation


Coupling Scenario Characterization

The following table characterizes the anticipated scenarios for coupling data, models and scales by nature of data requests, frequency of transfers, latency and bandwidth.

	Application
	Data Transfer type/frequency
	Latency
	Bandwidth

	Data with RDAHMM
	Sensor data will “push” into the RDAHMM system as available.
	Near-unbounded
	Initially low, eventually ~10 MB/s.

	GeoFEST/Virtual California
	Chiefly “pull”.  New VC models require GeoFEST re-runs weeks apart.
	Near-unbounded
	< MB/s, determined by need to transfer whole data set in user-acceptable time.

	TAMC
	Local I/O
	(local)
	(local)

	Filtered Assimilation
	Two-way (push filter coefficients, pull filtered data), data batches every few hours.
	>milliseconds
	Initially low, eventually ~10 MB/s.

	Generic Algorithms
	Spawn many models, each pulls catalog data once at start, ingests new field data every few hours. Collect model scores, revise model set.
	>milliseconds
	Initially low, eventually ~10 MB/s.

	Ensemble Forecasting
	Spawn many families of models, each with requirements for catalog and new observational data.
	>milliseconds
	Initially low, eventually ~10 MB/s point-to-point, ~ 1GB/s total transfer network-wide.

	Model Steering
	States, residuals, and visualization to operator; model revisions are pushed to assimilation system.
	>milliseconds (human interaction)
	High: potentially ~Gb/s for full HDTV quality feed, but rendering on client side may reduce to ~MB/s.

	General Workflow
	Data “Push” for job initialization, some small feedback as each job proceeds.
	>milliseconds
	Low (management only, data flows in specialized channels).


Not Included:

For clarity, we list some varieties of coupling beyond the scope of this research. Each of these examples would have some value as a research topic, but would require much higher levels of computational architecture support, which we do  not considered justified in light of the high value of an architecture that supports the kinds of coupling scenarios listed above.  

Distributed multi-grid and multipole algorithms:  multi-grid methods for finite elements and other differential equation solvers enable solution times orders of magnitude lower than standard iterative techniques for very large simulations.  Multipole algorithms selectively reduce the order of interactions between interacting elements with known decay laws with distance, which also reduces computations by orders of magnitude.  Simulations with these techniques will have some value in computing earthquake-related problems, and very large problems can benefit from parallel computation.  But adapting these methods for heterogeneous or geographically distributed computing  requires advanced resource allocation, frequent synchronization and very low latency times (~microseconds).  

Separated adaptive meshing service:  experience with mesh generation using adaptive methods suggests the possibility of a web service that produces high-quality meshes, for shipment to finite element solver platforms.  The frequency of request for new meshes as a simulation proceeds may require high bandwidth and low latency (~microseconds).  For now, we do not support such a meshing service, instead considering the mesh adaptive generation to reside local to the finite element solver.

Domains coupled by common boundary:  some examples from other fields were considered for analogies in earth science.  These were ocean-atmosphere coupling, and airfoil structure-air flow coupling.  We might eventually couple Virtual California with GeoFEST and other codes by matching deformation and stress conditions at the interface, but such a joint simulation would have latency requirements ~ microseconds, suitable to a parallel computing research topic but not a web service.

Note in each case a key consideration is the order of the latency requirement.  Requirements on the order of microseconds latency are not supportable using available methods that rely on commodity web services models and tools.  

Appendix: Open Considerations

1. We have not here designed data models to resolve different data formats of same data.

2. We have not here considered architecture features for distributed access to data nor needs for multiple processes to access the same data sources.

3. We have not here considered how our coupling of data will use data query techniques.  Clearly any process must be able to retrieve only the required data under various query constraints.

4. We have not supplied detail for designing code connection technologies: file based data transfer, streaming data meet differing requirements, and those requirements are not fully clear for each coupling scenario.

5. How finely grained do you need data?  For example, GPS catalogs are compiled daily (average and standard dev) and require a fair amount of data cooking.  Do you need finer-grained data access? Do sensors need to be in the loop?  We need to support initial demonstrations, with sufficient flexibility to support alternate techniques in the future.

6. We have not provided an exhaustive analysis of opportunities for coupling, with detailed determination of when potential couplings are counter productive.  But it is clear that any requirement for microsecond latency or for frequency of transfers that approach the computation time for that step will be nearly impossible to support or counterproductive.

7. What would be the benefit to various codes if finer grained time measurements were available?  Is there an optimal data sampling scale for each analysis or modeling process? RDAHMM, for example, works with data that has a time scale of days, but this is not an inherent limit in RDAHMM—the limit is in the data. 

8. We have not analyzed expected message sizes and their implication on the communication style. What is the size of the “message”?  Messages may be small, but actually in most cases will be fairly sizeable chunks of data.  

9. There will be further workflow issues.  For example, job sequencing can be a problem.  Co-scheduling of codes on big batch processors is a nightmare.  Simple workflow sequences are needed for these large scale problems, at least to start.

�Time scales important too?  From seconds to centuries (pardon the alliteration)?


�A better figure from Geoffrey is below.  Text will have to be modified.


�This section has some random thoughts, so we should consider some of the issues.  Also, what about HDF and NetCDF?


�Needs to point to the data requirements of various applications.  If you could get GPS data every second for all of California, what would you do with it?


�Needs to point to appropriate sections. Not all of the tables have been completed.


�What should go here?
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