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Schedule Status for Current Milestones

	Milestone
	% Completed
	Original Due Date
	Expected Completion Date

	
	
	
	

	Prototype data assimilation on SERVO Grid with one application and one coarse graining approach.
	100%
	Aug 2004
	Completed Jan 2005

	Data assimilation and coarse graining interfaces defined in Web service framework. 
	100%
	Aug 2004
	Completed Feb 2005

	XML metadata services available as Grid services.
	100%
	Oct 2004
	Completed Feb 2005

	Analyze pattern space to reduce dimensionality on parallel computer.
	100%
	Jan 2005
	Completed Mar 2005

	Federated database available as Grid service.
	35%
	Oct 2005
	Expected Completion Date: Oct 2005


Summary of Accomplishments – December 2004 to March 2005
The project is now back on track, having successfully completed the following four milestones:
· Prototype data assimilation on SERVO Grid with one application and one coarse graining approach
· Data assimilation and coarse graining interfaces defined in Web service framework
· XML metadata services available as Grid services
· Analyze pattern space to reduce dimensionality on parallel computer
We have begun collaboration discussions with the GPS Data Products for Solid Earth Science SCIGN-REASoN team.  The main thrust of the collaboration is to enable a SERVO Grid/QuakeSim user with a streamlined access to SCIGN-REASoN's data-mining tools, as well as direct access to its high-fidelity data and meta-data depository.  Conversely, SCIGN-REASoN will adopt data analysis tools developed by SERVO Grid (and the QuakeSim project) to enhance its data-mining capabilities and data quality control.
Co-Investigator Marlon Pierce has been asked to co-edit a book on Grid Portals with Dennis Gannon and the QuakeSim and SERVO Grid projects will be among the case studies.  This will be a “how to” book that emphasizes basic principles and concepts with lots of programming examples.
Publications:

Fox, G.,  S. Pallickara, M. Pierce, H. Gadgil, Building Messaging Substrates for Web and Grid Applications. To be published in Special Issue on Scientific Applications of Grid Computing in Philosophical Transactions of the Royal Society of London 2005. (correction to last quarter’s publication record).
Sayar, A., M. Pierce, G. Fox "OGC Compatible Geographical Information Systems Web Services </cgi-bin/techreports/TRNNN.cgi?trnum=TR610>," (Mar 2005), 64. Available from http://www.cs.indiana.edu/cgi-bin/techreports/TRNNN.cgi?trnum=TR610.
Presentations

Fox, G., Possible Architectural Principles for OGSA-UK and other Grids UK e-Science Core Programme Town Meeting London Monday 31st January 2005 “Defining the next Level of Services for e-Science”.

Pierce, M., “SERVOGrid Overview and GIS Services.”  Presented at the SCIGN REASON Group Meeting, Jan 13, 2005.  Presentation available from http://www.servogrid.org/slide/GEM/SERVO/REASON-pierce.ppt .
Granat, R. A., “Hidden Markov Models for Detecting Aseismic Events in Southern California.”  Presented at the SCIGN REASON Group Meeting at JPL, Jan 13, 2005. 
Donnellan, A., “Living on a Restless Planet: Using Space Technology to Study Earthquakes.” Presented at the 2005 IEEE Aerospace Conference, Big Sky, Montana, March 9, 2005.
Current Progress Description

Data Assimilation Infrastructure Milestone: Prototype data assimilation on SERVO Grid with one application and one coarse graining approach.  100% complete.
Milestone Owner: 
John Rundle – University of California, Davis

Students:

J. Van Aalsburg (UCD) and G. Morein (UCD)
Status  

Milestone is complete.
Current Progress 

During this period, we completed an initial version of the data assimilation framework.  It has the following capabilities, which will be reflected in the software delivered under the project.  The steps involved include:

· Select data assimilation model

· Select constraints on the seismic (simulated) data, for example, geometry, location, time window, magnitude cutoff, etc.

· Select model parameters that will be varied during the data assimilation step, (specific to the model)

· Select applicable seismicity catalog via web services

· Run the simulation on multiple nodes with different parameters and store “best fitting” results

· Restart the simulation from the exact state of the model to produce a “forecast”

To complete the above sequence of events we developed an Application Programming Interface (API) for a generic data assimilation model which a developer of  a specific model to be added to the framework should implement so that her/his model will be pluggable into the framework.   The framework is written in C++ using MPI libraries.  As a prototype we implemented the API for the Manna model, which is a simple model for seismicity distributed into a region. 

During this period of time, initial coding of the serial Potts model version was completed. The serial model is then inserted into a parallel framework that runs multiple copies of the model simultaneously, each copy having a different set of model parameters.  The output of each model is then used to compute the value of a cost function, which rewards better agreement with a trial data set, and penalizes poorer agreement.  The model has much richer parameter space compared to the Manna model and will be the second data assimilation model to be incorporated into the framework. We also examined the proper input data format for seismic records and wrote filters to extract data from seismic catalogs to be utilized in the framework.

As an ongoing activity we continue work with VC model. To be easily pluggable into the framework, the code must be restructured. The data loading/storing procedures were rewritten to significantly reduce initialization/finalization time of the model. Another result from re-factoring of VC model was that the current version has 3-4 times faster runtime (not including initialization/finalization) and 2 times smaller memory footprint. We also continue to work on the C++ version of VC (current “production” version is written in Fortran 77 with a few C and C++ wrappers). This will allow us in the future to have a better-structured code with greater extensibility of the VC model. 

Web Services: Data assimilation and coarse graining interfaces defined in Web service framework. 100% complete. 
Milestone Owners: 
Marlon Pierce – Indiana University

Students: 
Harsh Gadgil (IU)

Status  

Milestone is complete.

December 2004 - March 2005 Accomplishments

The following were accomplished during the current quarter.

· The Manna Model was parallelized with MPI.

· More importantly, the underlying code was generalized (using usual Object Oriented programming techniques) to support other data assimilation applications of the same general class (that is, the Potts model family).

· UC-Davis developed an application programming interface (API), described below, for this general purpose data assimilation code.  A subset of this interface also forms the Web Service interface.

· The parallel Manna Model prototype was deployed in the QuakeSim/SERVO Grid portal using the Code Wiki interface developed by IU under the NASA CT QuakeSim project.

Data Assimilation Framework and Manna Model Example

The first step in data assimilation project is to develop an approach to forecast future behavior of a simple cellular automaton. A suitable choice for the automaton can be the Manna model (Manna, 1991). This model is one of the simplest in its class but has very rich nonlinear dynamics. To model interactions in the model we think that we can use two state Ising type Hamiltonian. The model is run through the learning phase and the time evolution of interaction constants is estimated based on some minimization procedure similar to one used in neural networks or simulated annealing. The next step is to apply the Kalman Filter technique to forecast future probable values of interaction constants. The Manna model exhibits avalanche type behavior in its steady state similar to many other models like slider-blocks, sandpiles, forest fires, etc. The forecasting in these models could be the prediction of occurrence of big avalanches (earthquakes) in the system in the next time step given we have the previous history of model evolution. We are also planning to check this approach on the slider-block model. After this preliminary testing of the method we are going to apply it to earthquakes.

At this moment we have written a code that simulates the Manna model on a two-dimensional square grid and we now in a process of implementing a minimization procedure to estimate the values of interaction constants. The next step is to apply the Kalman filter technique to the time evolution of theseinteraction constants and forecast their most probable values. At this stage we are also studying an existing literature on neural networks, Kalman filters, and minimization procedures for systems with energy potential.

Ultimately it is the state of the system that will be utilized in an attempt to forecast future behavior. To enable this interaction, the program has the additional ability to output the state of the model at a given time step. Another program has been written that will generate a similar state from the catalog of earthquake data. The state generated from the Manna model simulation and the state generated from the historical earthquake data will then be used in combination with the predictor-corrector algorithm currently being developed. The output of each system can then be analyzed and/or compared to the actual earthquake data. A parallel version has also been written which allows multiple simulations to be initialized and run concurrently. Each version will be initialized to a random state and allowed to evolve. A comparison can then be made between the simulation data and the earthquake data by correlation analysis or other means. The simulation data that best fits the actual data can then be selected. 
Data Assimilation API 

Below is the basic API (in C/C++) for a data assimilation service implementer.  In this period, we implemented this interface for the Manna Model, but other Potts model implementations (or alternative Manna Model implementations) will implement the same interface by extending this abstract class.

#ifndef _MODEL_H_

#define _MODEL_H_

//----------------------------------------------------------------------

class Model {

  public:

    // all sizes in sizeof(int)

    // called only on the master

    virtual int*   getComparisonData(int* size) = 0;

    // called only on the master

    virtual int*   getParameters(int* size) = 0;

    virtual int*   getSystemState(int* size) = 0;

    virtual void   setComparisonData(int* data) = 0;

    virtual void   setParameters(int* data) = 0;

    virtual void   setSystemState(int* data) = 0;

    // called only on the master

    virtual void   setDisplay() = 0;

    virtual void   run() = 0;

    virtual double getCost() = 0;

    virtual void   finish() = 0;

    // called only on the master

    virtual void   saveSystemState(int* data) = 0;

};

We now briefly describe this interface.   

1. get/setComparisonData(): these are used to send/receive the input data to the model implementation.  Typical input data are seismic data catalogs but any time series data can be used in principle.

2. get/setParameters(): these are used to send the system’s required input parameters (such as system size).

3. get/setSystemState(): this is used to serialize/de-serialize the system state: the spin configurations and their associated random numbers. 

4. saveSystemState(): this allows the system state to be persistently stored for later calculations.

5. setDisplay(): used to display debugging and status messages.

6. run(): executes the program

7. getCost(): returns the cost function

8. finish(): terminates the model calculations cleanly.

Web Service Interface to Data Assimilation Code

The Web Service interface for this is verbose (as is all WSDL) and not really intended for human consumption.  However, this interface allows us to build clients (which run in the portal) that can invoke these methods as remote operations.   This interface is given in the Data Assimilation WSDL Web Service Interface Appendix that was uploaded separately to the e-Books website.

Sample Input Data Format

The following sample input data format shows the code input for seismic records.

0 - # records

1 - cutoff magnitude

2 - timestamp start (say in seconds after jan 1970)

3 - timestamp stop

4 - latitude (of the upper left)

5 - longitude (...)

6 - latitude (of the lower right)

7 - longitude (...)

8 9 10 11 - first record

(timestamp, mag, latitude, longitude)

12 13 14 15 - second record

...

Every position is either a 4 byte integer or something that requires 2 integers.  The records (grouped as {8,9,10,11}, {12,13,14,15}, etc. ) are typically properly formatted entries from the SCECD or similar seismic catalogs: 

1932.00274 
0.0 
-117.993 
34.13 

1932.00548 
2.72
-117.64 
33.905

1932.01096
2.0
-117.481 
33.838 

……
Future Work

As shown above, the Manna Model prototype and other applications may be integrated directly with the GIS seismicity services developed by IU.  We are following an approach similar to the one developed for RDAHMM, described in the publication 

· Gadgil, H., G. Fox, S. Pallickara, M. Pierce, and R. Granat, A Scripting based Architecture for Management of Streams and Services in Real-time Grid Applications. Conference paper submission to Cluster Computing and Grid 2005 (CCGrid05). 2005.

XML Metadata Services: XML metadata services available as Grid services. 100% complete. 
Milestone Owners: 
Geoffrey Fox and Marlon Pierce – Indiana University

Students: 
Galip Aydin (IU), Mehmet Aktas (IU), and Ahmet Sayar (IU)
Status  

Milestone is complete.

Codes, documents, demos are available from www.crisisgrid.org.   

Web Feature and Web Map Services Update (December 2004 – March 2005)

We are building Open Geospatial Consortium (OGC) versions of the Web Map Service and Web Feature Service using Grid Web Service tools (WSDL, SOAP).   We are also building a Web Browser Web Map Service client that renders the maps created by the Web Map Service.   This will be integrated into the QuakeSim portal. 

· We made some improvements to the GIS services that will allow Web Map browser clients to directly extract feature info from the Web Feature service.  Technically, we implemented the “Get Feature Info” method of the Web Map Service, which required some minor technical improvements to the Web Feature Service.  This was completed this quarter, tested on faults from the QuakeTables fault database: human users can use the Web Map Service client to retrieve information on the fault entries (basically, the information stored in QuakeTables: fault geometry, author, etc).

· This will also allow you to select features (faults, seismic events, GPS stations) from clickable maps for setting up SERVOGrid problems.  We are currently developing two applications for this, which we expect to complete and provide demos for in the March-June 2005 time period.

· Seismic record browsers.  This allows you to visually inspect seismic events such as the SCECD catalog by time.  We are modifying this so that you can use the Web Map Service to select time ranges and latitude/longitude bounding boxes.  This can be used to create input files for numerous codes: Manna Model data assimilation codes, Pattern Informatics, and RDAHMM.  We 

· Fault selectors.  This will allow you to visually interact with the QuakeTables fault database to set up GeoFEST problems.  

· We modified the Web Map Service to act as an assimilating Web Map service.  This means that we can create much nicer maps by pulling in data from other Web Map services.  We currently use the Demis Web Map Service: http://www.demis.nl/home/pages/wms/demiswms.htm.  This allows us to build up maps using overlay techniques: Demis supplies nice, free images of the entire earth.  We can pull in these images and superimpose our own AIST-specific data (GPS, faults from QuakeTables, seismic events).
XML Metadata Services (M. Aktas)

We have developed XML Metadata Services for describing SERVO Grid resources.  This is based on the WS-I standard Uniform Description, Discovery, and Integration (UDDI) service specification.  UDDI is used to find Web Service URLs and describe them with taxonomies so that humans and applications can find services that match a particular need.  All of this collectively is metadata. 

We base our implementation on JUDDI, a free, open source, Java implementation of the specification.   We have enhanced JUDDI in the following ways:

· We have designed and implemented several Web Service interfaces.  UDDI, despite being a Web Service standard, did not provide several Web Service-compatible interfaces for it capabilities.  We implemented these by converting JUDDI implementations into services. 

1. UDDI-Publication Service API

2. UDDI-Inquiry Service API  

3. UDDI-Security Service API  

4. UDDI-Extended Service API

· We implemented a leasing capability in UDDI.  This solves a problem with UDDI repositories: information can become outdated, so we automatically clean up entries by assigning them an expiration date.  Leases on metadata may be extended.

· We implemented GIS-specific taxonomies to describe Web Feature Services, Web Map Services, and their capabilities files.  The capabilities.xml file is (in effect) the standard metadata description of OGC services.

· We also implemented a more general purpose extension to the UDDI data model that allows us to insert arbitrary XML metadata into the repository.  This may be searched using XPATH queries, a standard way for searching XML documents (http://www.w3.org/TR/xpath).   This allows us to support other XML-based metadata descriptions developed for other classes of services besides GIS.  The Web Services Resource Framework (WSRF), a Globus/IBM-led effort, is an important example.

Future Metadata Work
Our work on UDDI is for a specific type of metadata: semi-static and context-free.  In brief summary, UDDI is appropriate for data that is long-lived (i.e. should be true for months or years) and that is independent of the client interaction (i.e. all clients issuing the same requests get the same responses).  Our current work is to build new metadata services that can handle “conversational session data” problems in which metadata is short-lived and dependent on the client.  We are basing this on the WS-Context specification from OASIS (http://www.oasis-open.org).

Collaboration with SCIGN-REASoN (G. Aydin and M. Pierce)
Collaborations with the SCIGN-REASoN GPS Data Products for Solid Earth Science team began this quarter with presentations by Robert Granat and Marlon Pierce at a JPL meeting on January 13, 2005 (see presentations).  Pierce’s presentation was given remotely.  There was considerable interest from both sides in a face-to-face meeting follow-up, which occurred Feb 17th, 2005 at JPL.  This was attended by Sharon Kedar, Frank Webb, Yehuda Bock, and several members of the Scripps IT team.  Galip Aydin’s collaboration with the Scripps IT team is a direct outcome of this meeting.

Galip Aydin is now working directly with the SCIGN/REASoN GPS Data Products for Solid Earth Science team to build upon the CCE metadata services developed by AIST.  AIST-developed prototypes will serve as the basis for GPS data products.  We expect a report on this for the second quarter.  Scripps is adopting our prototypes and we are designing new versions with them.  That is, the actual data provider is going to adopt our work.

Data Mining Infrastructure Milestone: Analyze pattern space to reduce dimensionality on parallel computer. 100% complete.
Milestone Owner: Robert Granat – JPL

Other Personnel:  John Rundle (UCI)

Students: J. Van Aalsburg (UC Davis) and R. Shcherbakov (UC Davis)

Status  

Milestone is complete.

Milestone Completion Summary
· Both the Pattern Informatics (PI) and hidden Markov modeling (RDAHMM) software for this milestone are complete.

· Testing of both methods has been performed, and scientific results have been produced.

· Details of the results and methodologies for each algorithm have been presented and published.

Development of Data Mining Methods: RDAHMM

The regularized deterministic annealing hidden Markov model (RDAHMM) method calculates an optimal fit of an N-state hidden Markov model to the observed time series data, as measured by the log likelihood of observed data given that model. It works directly with time sequences of observational data (GPS, earthquake events, etc.).  By fitting the model to the data, the time series can be segmented into different modes of behavior and the statistics of those modes can be analyzed, both in terms of the observations and in terms of the probabilistic interactions of the behaviors (for example, which behaviors are likely to follow others).
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Figure 1: RDAHMM time series segmentation results for GPS data.

Optimization of hidden Markov models is in general a very difficult task due to the presence of large numbers of local maxima in the cost function.  In many fields, such as speech processing, a great deal of a priori information is available about the data, and this information can be used to constrain the solution.  In this case, we wish to provide a tool for exploratory scientific data analysis and so we want to avoid constraining the solution if at all possible, lest we eliminate the most interesting new discoveries.  The RDAHMM method provides a unique capability to robustly calculate optimal model parameters in the absence of such constraints.  It capitalizes on a synergistic interaction between appropriately crafted regularization terms to eliminate known incorrect solutions and the method of deterministic annealing [1] in order to avoid most local maxima [2].  

Empirical testing can be used to estimate the number of local maxima encountered for each number of model states for a given time series.  This information can be used to further refine the model fit by identifying the majority solution as well as estimating robustness of fit.  Furthermore, it can be used to estimate the optimal model size, or dimensionality, by identifying knee points beyond which the model begins overfitting the data. Once the optimal model dimensionality has been identified, it can be used consistently across other data of the same type. These empirical tests are computationally expensive, and so we have implemented a parallel algorithm to divide the testing load across multiple processors. Although successful in the prototype, we need to implement grid-based parallel farming technology to support sophisticated applications.  With the computer science iSERVO team we are looking at grid technology including Nimrod, Condor, and Globus.

The RDAHMM software was used to analyze GPS displacement time series data collected by the Southern California Geodetic Network (SCIGN).  Each time series was segmented individually and then the segmentation results were compared across the network.  It was discovered that at particular times a large percentage of the network would change states, but that these coherent state changes signals were not correlated with significant seismic events except in one case.  This provides evidence of previously unknown aseismic activity in Southern California.  These results were presented at the 4th ACES workshop in Beijing [3] and the 2004 Fall AGU Meeting in San Francisco [4], and are to appear in detail in Pure and Applied Geophysics.
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Figure 2: Potential aseismic events in Southern California discovered by use of the RDAHMM software, indicated by peaks in the plot.

Development of Data Mining Methods: Pattern Informatics

The Pattern Informatics (PI) method does not predict earthquakes by supplying an exact location and date, but it does forecast the regions (hot spots) where earthquakes are most likely to occur in the relatively near future (typically five to ten years).  The objective is to reduce the areas of earthquake risk relative to those given by long-term hazard assessments.  The approach is based on Pattern Informatics, a technique that quantifies temporal variations in seismicity patterns. The result is a map of areas in a seismogenic region (hot spots) where earthquakes are likely to occur during a specified period in the future.
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Figure 3: Application of the PI method to southern California. Colored areas are the forecast hot spots for the occurrence of M>5 earthquakes during the period 2000-2010 derived using the PI method. Also shown are the locations of the fourteen earthquakes with M > 5 that have occurred in the region since 1 January 2000. Twelve of the fourteen earthquakes were successfully forecasted.
Our approach divides the seismogenic region to be studied into a grid of square boxes whose size is related to the magnitude of the earthquakes to be forecast. The rates of seismicity in each box are studied to quantify anomalous behavior. The basic idea is that any seismicity precursors represent changes, either a local increase or decrease of seismic activity, so our method identifies the locations in which these changes are most significant during a predefined change interval. The subsequent forecast interval is the decadal time window during which the forecast is valid. The minimum earthquake magnitude considered is the lower limit of sensitivity and completeness of the network in the region under consideration.

For this milestone, a parallel version of the PI code was developed using MPI and C code. Tests of the parallel code revealed that for moderate-sized problems, the parallel version of the method provided little benefit.  However, for larger problems the method provided considerable benefit. For example, looking at a region with spatial area of 40 square degrees over a time period of 70 years with resolutions of 0.01 square degree boxes and one day time steps, the current PI software behaves as follows: 

· 1 cpu – 245 seconds

· 2 cpus – 29 seconds

· 3 cpus – 21 seconds

· 4 cpus – 14 seconds

The dramatic speedup between one and two cpus occurs because the larger problems are memory intensive, and using two cpus allows the entire problem to reside in memory.  Thus we expect that as problem size increases, the number of necessary cpus for efficient computation will increase in proportion to the required memory use. Problem size increases with increased resolution in time and/or space, or with increased coverage area.  A worldwide forecast map produced using the parallel version of the PI method is presented below.
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Figure 4: World-wide application of the PI method. Colored areas are the forecast hot spots for the occurrence of M > 7 earthquakes during the period 2000-2010 derived using the PI method. Also shown are the locations of the thirty two earthquakes with M>7 that have occurred in the region since 1 January 2000.

Results of the method applied to forecasting earthquakes in Southern California, Japan, and the world were presented at the at the 4th ACES workshop in Beijing [5] and the 2004 Fall AGU Meeting in San Francisco [6-8], and are to appear in detail in Nature.
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Federated Database Milestone: Federated database available as Grid service. 35% complete.  

Milestone Owner: 

Dennis McLeod (USC)

Graduate Students: 

Anne Yun-An Chen, Sang-Soo Sung

Introduction

Seismolosists usaually have their own interpretations and analyses of infromation from diverse sources such as obsevations and simulations. Thus, Individual information sources, which contain earthquake data, are distributed and organized in different manners and diverse terminologies from earthquake information providers bring misunderstanding of semantics to people and computers. Therefore, the process of managing earthquake data faces an emerging problem that can be characterized as semantic conflicts among various information sources. In order to support global communication and knowledge exchange among the heterogeneous information sources, we have been developing an approach for the semantic information management and integration of the federated geophysics ontologies (descriptions of the meaning of geoscience data).
Accomplishments and Plans

One of our accomplishments to date in this and the proceeding milestone is Ontronic, a system that provides general functionality for the engineering, discovery, management, and presentation of ontology-based metadata incorporated with a structuring model named CIOM. Ontronic establishes a platform that is necessary to support the Semantic Web technologies for geoscience and seismology applications such as deformation fault information, GPS movement data, and simulation code results. 

Our next plans spread across two areas: extracting unknown useful knowledge from large-scale earthquake datasets such as Southern California Earthquake Data Center and the Southern California Seismology Network datasets using ontology-learning techniques and Semantic Information Integration of Federated Ontologies.

Extracting Unknown Useful Knowledge from Large-scale Datasets Using Ontology-Learning
The vision of ontology learning includes a number of complementary disciplines that feed on different types of unstructured and structured data to support semiautomatic, cooperative ontology engineering. We will investigate contemporary ontology-learning technologies including ontology import, extraction, pruning, refinement, and evaluation, giving the ontology engineer coordinated tools for ontology modeling. Besides the general framework and architecture, an efficient ontology-learning environment, such as ontology learning from heterogeneous information sources, is required. 

Semantic Information Integration on the Federated Ontologies

We will also investigate the previous works to find the matches amongst the federated ontologies. Especially, we will focus on designing an efficient algorithm to calculate similarily among multiple concepts with high matching accuracy. Based on the proposing algorithm, we will provide a machanism to identify the best mappings from the local ontologies.
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Figure 5 Overall Architecture of the Proposing System

Moreover, to strengthen our work in terms of generality as an application perspective, we plan to further extend Ontronic to support a semi-automatic ontology extraction and integration mechanism. Figure 5 illustrates the overall architecture of our system.
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Corrective Actions
We are now back on track with our project schedule despite the original delay in funding to our subcontracting Universities (especially UC Davis). 

We finally received the full FY05 funding for the University sub-contracts the second week of March 2005, and we will be obligating that money in short order.
Work Plan for Next Reporting Period
· Begin work on milestone Analysis of system performance.
· Begin work on milestone Services linked to federated database.
· Continue work on milestone Federated database available as Grid service.
MILESTONE PROGRESS CHART (Green = Completed)
[image: image6.wmf]Area

 

Milestone

 

Month

 

Due Date

 

Owner

 

Metadata Services

 

Develop XML Schemas to support 

services and data structures of CCE.

 

3

 

September

-

03

 

McLeod

 

Federated Database 

System

 

Develop geophysics meta

-

ontology.

 

5

 

November

-

03

 

McLeod

 

Web Services

 

Standalone modules supporting 

simulation and datagrid components of 

CCE.

 

6

 

December

-

03

 

Pierce

 

Data Assimilation 

Infrastructure

 

Explore coupling meth

odologies to 

guide development of cross

-

scale tools.

 

8

 

December

-

03

 

Parker

 

Datamining Infrastructure

 

Assess techniques using limited 

datasets; Determine appropriate 

resolution scaling.

 

9

 

January

-

04

 

Granat

 

Complexity 

Computational 

Environment

 

Detailed desi

gn of CCE architecture.

 

12

 

April

-

04

 

Pierce

 

Data Assimilation 

Infrastructure

 

Prototype data assimilation on SERVO 

Grid with one application and one 

coarse graining approach.

 

14

 

August

-

04

 

Rundle

 

Web Services

 

Data assimilation and coarse graining 

interfaces

 defined in Web service 

framework.

 

15

 

August

-

04

 

Pierce

 

Federated Database 

System

 

Develop meta

-

query mediator and 

translator.

 

17

 

September

-

04

 

McLeod

 

Metadata Services

 

XML metadata services available as 

Grid services.

 

18

 

October

-

04

 

Pierce

 

Datamining Infra

structure

 

Analyze pattern space to reduce 

dimensionality on parallel computer.

 

21

 

January

-

05

 

Granat

 

Complexity 

Computational 

Environment

 

Analysis of system performance.

 

24

 

April

-

05

 

Parker

 

Metadata Services

 

Services linked to federated database.

 

28

 

August

-

05

 

Pierce

 

Federated Database 

System

 

Federated database available as Grid 

service.

 

30

 

October

-

05

 

McLeod

 

Data Assimilation 

Infrastructure

 

Full implementation of data assimilation 

SERVO Grid for multiple applications 

and multiple coarse graining methods.

 

3

2

 

January

-

06

 

Rundle

 

Datamining Infrastructure

 

Automate with operational data.

 

33

 

January

-

06

 

Granat

 

Web Services

 

Integrate multiple models and data 

across several platforms.

 

36

 

April

-

06

 

Pierce

 

Complexity 

Computational 

Environment

 

Technical report and pub

lished papers 

identifying system characteristics.

 

36

 

April

-

06

 

Judd

 

–
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