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Prospectus

Grid technology has matured to the point where many different communities are actively engaged in building Grids.  The vanguard of these communities are focused on specific scientific or engineering disciplines such as weather prediction, geophysics, earthquake engineering,  biology and high-energy physics, but Grids can also be used by any community that requires distributed collaboration and the need to share networked resources.  For example, a collaboration may be as modest as five people at remote locations that agree to share computers and databases to conduct a study and publish a result.   Or a community may be a company that needs different divisions of the organization at remote locations to work together more closely by sharing access to a set of private services organized as a corporate Grid.     

A primary challenge for any of these communities is to provide access to the resources of their Grid to their users in the most convenient and productive manner possible.   It is often the case that these communities have two classes of Grid users:  the first group is the “hard core” of scientists, engineers and IT professionals that are also the Grid literati who deploy and maintain the applications and services provided by the Grid.  A second group is the large class of people that need access to the applications hosted on the Grid but view them only as services they want to use.  These users don’t want to know about Grid technology, they want to solve problems. In a large Grid, such as a big scientific collaboration or a corporate R&D organization, the number of these users may be ten to one hundred times larger than the team building the Grid.  However, the usability of the Grid is the responsibility of the deployment team and it is their job to build an environment where problem solving is the focus of the user’s attention and not Grid technology. In fact, the most successful Grids are likely to be those for which the Grid infrastructure is completely invisible to the users.

How does one deliver services to users while keeping the Grid in the background?  One of the most popular solutions is based on the portal concept that is widely used in on-line business today.  A portal is a web server that does far more than serve web pages: by maintaining a persistent memory of each user, portals provide secure, customized, and controlled access to specialized services via secure protocols.   For example, on-line flight booking services keep track of our travel itineraries, our credit card numbers and our seating preferences.   These services often even remember our past cancelled trips so we can reuse credits.  Other on-line portals allow us to customize the way the portal presents material to us, so that when we return we can see things organized the way we like them.  Most universities now provide students with a portal that gives them a centralize web presence for everything they do.  This includes keeping track of their course schedule, uploading homework assignments for delivery to the instructor, checking their grades and paying their bursar bills.   We are all now accustomed to using portals.  You use one by directing your web browser to the portal location, where you are asked to provide some sort of authentication, usually a user name and password.   Once authenticated, you are presented with your personal resources and data and the services you are authorized to use.    For example, in a banking portal, you see your account balances and history.  The portal will allow you to use services to pay bills, move funds from one account to another and see and respond to messages that have been left for you.    
Commercial portal software is widely available to any company that wants to provide a portal for its customers or employees.  And there are now several important web service and Java standards for building portals and portal components. Given these facts, why do we need a book about portals for Grids?  There are four reasons. First, Grids expose users more directly to much more powerful services and resources than you find at most on-line businesses.  Grids allow their users to manage large amounts of data and to use applications that may require vast computational resources.  Grid portals even act as front-end control systems for controlling and monitoring scientific instruments during on-line experiments.  Second, Grids are designed to help people share resources and collaborate in solving complex problems.  This is accomplished by allowing users to share data and documents and to access to remote instruments while also providing the security needed to protect the group’s intellectual property. Third, a Grid portal must be directly connected to the underling Grid infrastructure and commercial frameworks do not yet have this capability “out of the box.”   Finally, unlike most transaction-based applications found in commercial portals, Grid applications can be more complex and are often deployed across a widely distributed and heterogeneous network.  Consequently there is a strong need for a rich and powerful toolkit to build usable and secure Grid applications that are easily integrated into the portal. 

The Audience.

This book addresses the problem of building web-based portal servers and the associated web services that are needed to create a usable, robust Grid portal.  The target audience consists of three groups. We expect the first part of the book, which presents a high level view of a number of successful portals, will be of interest to managers in charge of Grids and their deployment.  We assume these decision makers to be knowledgeable in Grid technology, but they may not be the involved in the day-to-day production or programming.

The second group is the collection of people that are responsible for deploying and managing Grid portals.  There are probably one or two such people for every Grid and, if the industry of Grid deployments emerge as expected, that may be several thousand individuals over the next few years.  Portal application developers represent the third and largest group that this book addresses. Each Grid deployment will require reconfiguring, customizing or creating new applications that must be made available from the portal.  This work will be done by the team of professional developers, scientists or students that are responsible for these applications.  There may be as many as a dozen such people for each modest-scale Grid.  As a Grid application industry emerges there will be a substantial need for professionals trained to build and customize portal-based applications.   Hence, we expect the market for this book to be as strong as any Grid technology book or as strong as many other books in the web development technology area.   

 To support the readers interested in actually deploying a Grid portal and integrating applications into it, we will maintain links to a library of software source code sufficient to deploy a basic portal.  We will also provide an on-line repository of the source code for each of the examples described in the book.  On-line release is essential because the core technology is constantly evolving and updates and bug fixes occur on a weekly basis.

The programming skills required of readers varies with the sections of the book.  In order to understand the core portal technology and to program a portal component from scratch, the reader will need strong Java programming skills.  But to build basic portal user interfaces that talk to Grid applications we will focus on skills that are common and easy to learn for anybody involved in web programming.  These skills include writing a web page with a tag-library, editing XML configuration files and simple scripting using a language like Python.   

Our Approach to the Material.

We will address Grid portal interface and application development from two perspectives:

1. Many applications can be rendered as web services which are invoked by remote users or composed into larger application workflows.  The book will present several ways to build and deploy applications as services.  One is based an application factory pattern which uses a Python based toolkit for scripting “wrapper” services that easily interact with other standard web and grid services. Several other approaches exist and many are based on the Java COG tools which will  be described here.  

2. Once an application or workflow can be rendered as a grid service, it must be integrated into the interactive, visual environment of the portal.  We will introduce a technology called Grid Server Faces which is extends the popular Java Server Faces tag-library approach to building portal content.  This technology allows a programmer to compose a rich interactive interface from basic elements that already know how to interact with the back-end Grid middleware.
To accomplish the goals for this book we begin with a survey of successful Grid portal examples that demonstrate what is possible.  For each of these examples, we consider the common problems they encounter and describe the way each has gone about solving them.  This allows us to establish a “best practices” model for the design of a Grid portal.  
The second part of the book addresses the standards and the standard technology that is uses in building portals for education and industry.  This set of chapters does not contain anything that is Grid specific.  It is about the basics of portal technology. There are several important open standards that most projects use when building portals.  In this book we focus on those based on the Java standards, such as the “JSR-168” portlet container model, that are very widely used in both commercial and open source implementations.  The portlet model is based on the idea that a portal server can be built by assembling it from existing user interface modules known as portlets.  In this part of the book we must assume the reader has some Java programming, XML and Web technology experience, but our goal for most of the book is to address an audience that is comfortable with XML and programming in a scripting language like Python.   After the reader completes this set of chapters, he should be able to have a portal running and understand the basic process of programming portlets.  
In parts three and four we introduce those features that are tied to Grid requirements.  In part three we focus on building the “back-end” components of portal-based applications. This includes interfaces to Grid Security, remote job execution, distributed data management, access to applications wrapped as web services and Grid workflow.  We show how to write Python scripts and XML configuration files to build these application wrapper services and how they are integrated into the portal.  We also illustrate how web service event notification systems can be used convey information from an application back to a user through the portal.

The standard portlet components for Grids are available as open-source products that plug into standards-compliant portlet containers. Our approach to building the interactive interface to a portal application is to show that Grid portals can be built by customizing these standard portlets or by creating new ones using our “Grid Server Faces” tag-library, which make it very easy to “Grid-enable” a custom-built component.  The power of this approach is that it enables sophisticated interfaces to be assembled by composing powerful components in the same way we build HTML web pages.  

Section four of the book illustrates a series of important large-scale Grid services and portlets that demonstrate many of the concepts in this book.  The goal is to show the reader what is available as plug-in portal components from various sources.  They address important issues such as managing user-level private metadata catalogs,  portlets to access geographic information systems, collaboration tools, grid resource information services, workflow and notification monitoring, audio-video tools and graphical tools.  

Grid portal technology has standardized substantially since the initial efforts in the late 1990’s, but we can still expect interesting future developments.  In the conclusion of the book, we outline the remaining unsolved problems in portal design and suggest where we feel the field is headed.  We also describe the concept of a Grid Gateway which incorporates many of the key Grid portal concepts.

Various chapters of the book will be written by a individual authors we have selected because they are either the primary designers of an interesting Grid portal or an important portal component.   We will work very closely with these authors to make sure they each address the design and programming issues in a uniform style.   This should not be difficult because all of these authors are active collaborators of Gannon and Pierce.  
The Competition

We know of no other books on this topic, but there was a special issue of Concurrency  and Computation: Practice and Experience devoted to this topic. This collection of articles dates from 2001-2002 and nicely summarizes the period of portal development predating the current component-based approach.  There have been several workshops and a new one is planned for the SC 2005 conference.
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· Karan Bhatia – Grid Development Group Leader, San Diego Supercomputing Center.
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· Michael Russell – Research Programmer, Max-Plank-Albert-Einstein-Institute, Germany.  He a co-developer of the Gridsphere Portal.

· Charles Severance - Senior Research Programmer at the University of Michigan Duderstadt Center working on tools for online collaboration for teaching, learning, and research.  He is the chief architect of the Sakai portal project.
· Mary Thomas – Lecturer, Department of Computer Science, San  Diego State University.  She is the co-PI of the GridPort project and the original leader of the PACI HotPage and the UCSD Telescience Portal.
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