WFS
OGC Web Feature Service implementation specification defines interfaces for data access and manipulation operations on geographic features using HTTP as the distributed computing platform. Via these interfaces, a web user or service can combine, use and manage geodata from different sources by invoking several standard operations. [WFS]

As a minimal requirement a basic WFS should be able to provide requested geographical information as GML Feature Collections. However more advanced versions also support “create, update, delete and lock operations”. Three operations must be supported by a “basic WFS”:  GetCapabilities, DescribeFeatureType and GetFeature.
WFS allows clients to access and manipulate the geographic features without having to consider the underlying data stores. Clients’ only view of the data is through the WFS interface which allows the data providers to integrate various types of data stores with one WFS instance.

Clients interact with WFS by submitting database queries encoded in OGC Filter Encoding Implementation and in compliance with the Common Query Language. 

OGC WFS implementation specification [WFS] defines the World Wide Web or in other words Internet Hosts implementing the Hypertext Transfer Protocol (HTTP) as the only explicitly supported platform. Employing HTTP as the default transport protocol requires use of one of the two request methods: GET and POST. However using HTTP protocol introduces significant limitations for both producers and consumers of a service.  On the other hand Web Services provide us with valuable capabilities such as providing standard interfaces to access various databases or remote resources, ability to launch and manage applications remotely, or control collaborative sessions etc. Developments in the Web Services and Grid areas provide us with significant technologies for exposing our resources to the outer world using relatively simple yet powerful interfaces and message formats. Furthermore sometimes we need to access several data sources and run several services at the same time for solving complex problems. This is extremely difficult in HTTP services but rapidly developing workflow technologies for Web and Grid Services may help us orchestrate several services with ease. For these reasons we have based our WFS implementation on Web Services principals. 

We have initially implemented a Web Services version of basic WFS which supports the three mandatory operations through a WSDL interface. Each operation takes an XML document as argument and returns another XML document as response. While implementing these operations in a Web Service context we had to choose appropriate types corresponding to the programming world. Since the requests and responses are well-defined XML documents one possibility is to create object representations of these in our favorite programming language, i.e. we can create a Java Object for each GetFeature request document and the returning GML document can be another Java object. In this case the communication between WFS and the client is based on exchanging Java objects. However this approach severely undermines the interoperability with clients who might use other programming languages such as C++ or Python to communicate with our service. As a simpler solution we have used strings as argument and return types in these operations. This allows clients who use other programming APIs to communicate with our Web Service to simply send and receive XML documents without any format conversions. However this method also has a significant shortcoming; since the Web Service returns the resulting XML document as a string this has to be constructed in memory and the size will depend on several parameters such as the system configuration and memory allocated to the Java Virtual Machine etc. Consequently there will be a limit on the size of the returned XML documents.
WFS Performance 
We have tested our Web Service implementation of WFS in several scenarios such as producing fault maps of Southern California, displaying seismic history of particular regions on the map etc. A very interesting application domain was integrating our GIS services with Pattern Informatics code to forecast future seismic activities in a selected geographic region. 

To measure the performance of our WFS implementation we made several tests using seismic catalog for year 1992 from Southern California Earthquake Data Center (SCEDC). Tests were performed for the following lower bounds with seismic event magnitudes: M=5.0, 4.5, 4.0, 3.5, and 3.0.  These correspond to increasing data file size, as shown in Table 1. The entire catalog from 1932 to 2004 has 401,403 entries.

Table - SCEDC entries for test year 1992
	Event Magnitude Lower Bound
	Number of

Seismic Events
	GML 
Result Size (KB)

	5.0
	19
	11

	4.5
	67
	36

	4.0
	209
	106

	3.5
	587
	287

	3.0
	1790
	880


WFS starts processing user requests with extracting the database query from the request (encoded as a GML Filter) and uses this to construct a corresponding MySQL query.  The results of the database querying process are used to create a GML FeatureCollection which usually contains multiple features (1790 features for magnitude 3 and larger). We measure WFS performance by timing the steps required to process GetFeature requests. The tests are made over 15 runs. Data from 1/1/1992 to 12/31/1992 were requested and latitude/longitude bounding box (-117.0, 32.0)-(-114.0-37.0) was used.  

Table 2 shows the results of the performance tests. Measurements are in milliseconds.
	Event Magnitude Lower Bound
	Database Query Time


	Building GML Object


	Total Request Processing Time
	Data Transport Time
	Total Response Time

	3
	3631.64
	334.85
	3992.21
	N/A
	N/A

	3.5
	3616.28
	130.57
	3773.57
	1411.71
	5185.28

	4
	3614.92
	31.35
	3664.07
	558.00
	4222.07

	4.5
	3612.40
	14.46
	3639.40
	213.73
	3853.13

	5
	3609.46
	6.20
	3627.13
	80.13
	3707.26


Table 2
For each event magnitude we make five different measurements. Although there are few other steps involved in the process such as initialization of the Java objects and extraction of the database query from the user request, they do not take significant amount of time and are not determinative in the total response time. Database query time displayed in column 2 is the major contributor to the total response time and demonstrates a similar value for all the data sizes. Building GML objects from database query results was another major time consuming process in our previous tests [Aydin Grid05] especially for larger GML payloads however with the new improvements this process only takes about 10% at most and can be ignored for the larger event magnitudes. “Total Request Processing Time” column shows the total amount of time spent on the server side for processing a user request. From the client’s point of view the performance of the WFS is simply the amount of time between submission of the request and the retrieval of the result. For this reason we also measure the data transport times between the WFS server and client which are displayed in column 5. 
These results demonstrate significant improvement from our earlier results discussed in [Aydin GRID2005]. Although the previous results did not include the data transport time and total response time since they were computed by another system component, we can say that the internal optimizations made in WFS to better handle GML creation gave significant results.  
Performance tests teach us valuable lessons in terms of the capabilities and limits of our implementation. From the above result we draw following conclusions:
· For small data payloads the response time is acceptable. However for larger data sets the performance decreases sharply and the response time is relatively long.
· There exist a maximum threshold for the amount of data to be transported. 
In our further tests we found that for event magnitude lower than 3 the WFS does not return any results and throws an out of memory exception due to the fact that it is not possible to create an in memory string representation of the resulting GML document.
Streaming WFS
Scientific applications such as Pattern Informatics [Tiampo2002] and RDAHMM [REF] require large amounts of data to be transferred between servers and clients. Our Web Services based WFS implementation proved to be appropriate for transporting smaller data payloads, however for large data sets either the performance is low or the system does not work. For these reasons we have investigated alternative ways for data transport and researched use of topic based publish-subscribe messaging systems for streaming the data. Our research on NaradaBrokering [NARADA] show that it can be used to stream any amount of data between nodes without significant overhead. Additional capabilities such as reliable messaging and support for different transport protocols already inherent in NaradaBrokering show that it is a powerful yet easy to integrate messaging infrastructure. For these reasons we have developed a novel WFS that integrates OGC specifications with Web Service-SOAP calls and NaradaBrokering messaging system. 
Our streaming WFS works similarly with the non-streaming version, however instead of using HTTP as the transfer medium we publish the results to a NaradaBrokering topic. The clients make the requests with standard SOAP messages but for retrieving the results a NaradaBrokering subscriber class is used. 
Ability to stream the results over NaradaBrokering topics also gives us another opportunity for improving the performance; we utilize MySQL’s ability to stream results from database row by row and create the GML feature members as they become available. This allows us to start publishing the results after a short query submission time without waiting for the whole result set to be returned from the database as in the conventional implementation.
Streaming WFS Performance

Initial performance test results for out streaming-WFS implementation is discussed in brief in [PPAM2005Fox]. Here we give a detailed description of the test scenario and compare both WFS versions.
The performance tests are made with the same parameters used for testing the non-streaming version; we used SCEDC seismic catalog for year 1992 and queried data for seismic event magnitudes M>5.0, 4.5, 4.0, 3.5, and 3.0. Table 3 shows the timings taken for various steps. All measurements are in milliseconds.
	Event Magnitude Lower Bound
	Database Query Time


	Building GML Object


	Request Processing Time
	Data Transport Time
	Total Response Time

	3
	2544.57
	448.64
	3094.92
	710
	4494

	3.5
	2551.93
	153.33
	2794.80
	177
	3976

	4
	2541.80
	71.86
	2705.26
	218
	4064

	4.5
	2526.86
	15.86
	2620.86
	164
	3962

	5
	2530.13
	6.20
	2611.33
	11
	3754


Table 3
The results show that by streaming query results from the database we reduce the database query time by around 30%. Perhaps the most interesting result of this test is the fact that the data transport time does not significantly affect the overall system performance. Even for the largest data payload the transport time is only 17% of database query time. Overall the streaming-WFS outperforms non-streaming version by a significant margin for large data payloads and demonstrate an equal or better performance for smaller data sizes. Another important point is that there is no size limit in streaming version which is a major advantage. 
Following graphics visualize the performance measurements for both WFS versions.
[image: image1.emf]Streaming WFS Performance

0

500

1000

1500

2000

2500

3000

3500

4000

4500

5000

5500

5 4.5 4 3.5 3

Magnitude

Time(ms)

Execute Query Build GML String Request Processing Time

Data Transport Time Total Response Time


[image: image2.emf]Non-Streaming WFS Performance
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Future Work

Although we have improved the performance of our initial WFS implementation and solved the data payload size limit by developing a streaming version we still have to investigate further improvements. One interesting field to explore is binary XML representation schemes. We are currently developing a framework for Web Services to negotiate various characteristics of their communication for better performances. We will apply our research in this area to WFS to negotiate transport protocol and binary XML format for encoding GML feature collections. We think that by encoding XML in a binary format we will be able to reduce the size of the data significantly and by using alternative transport protocols such as UDP we will be able to transfer data faster.






