Science Problem Drivers
Computational Chemistry and Material Science (CCMS—pardon the acronym, substitute a better one) has a long history of advances and expertise in high performance scientific computing.  The advances in computational techniques, however, are driving more comprehensive requirements than just better computational algorithms.  These may be classified as follows:

· Increased Application Throughput: Calculations in CCMS often involve the preparation and management of hundreds or thousands of jobs for a single problem.  Managing these calculations is an overwhelming task for the individuals doing the research
.  Although general purpose high throughput computing systems such as Condor [REF] will provide value, we must go beyond this to provide high throughput application systems, based on “in-the-loop” analysis of the outputs.  It is often necessary, for example, to inspect runs and short circuit/restart unpromising calculations, determine if equilibration has occurred for a particular run and move it to its next phase, etc.  Thus, CCMS job management and throughput requirements are application-driven and are not based solely on load balancing and cycle scavenging.  At a minimum, these decisions require human management through information visualization services, with data mining and feed-back control services for automating this throughput.  
· Managing Data Deluge: As with many fields, CCMS is experiencing a deluge of data as computing hardware and storage improves.  Individual CCMS data sets may not necessarily be large, but there are many of them, with variable access restrictions
.  Users must manage not only large numbers of distributed data sets but also the informational metadata (or data pedigree)

 associated with the data sets.
  [SAM] [NEESGrid 
[SRB].  This is important for high application throughput through both information visualization and data-mining services.  These services are not so simple in a distributed data system, especially with large data sets.  To manage data, we must have a system that decides if it moves the data to the service, the service to the data, or both to a neutral (and secure) location—a virtual scratch space.  In the latter two cases, data management services must be spawned on remote locations through Web service factories, such as pioneered by Gannon [REF] and later adopted by OGSA [REF]. 

· Individual and Group Project Management: CCMS codes are extremely powerful scientific computing tools, but their usage can daunt new researchers, graduate students, etc.  Similarly, high performance computing environments are notoriously idiosyncratic.  These are classic Grid and Grid Web portal problems, but Grid technologies have proven difficult to install, use, and maintain in small and medium-sized research communities.  CCMS thus needs not just simple-portal based job submission, but sophisticated project management. 
 The “project” concept, or context [REF Haupt and Pierce] provides a user-centric view of the Grid.   For CCMS it must further be extended to support 
group-centric based projects.  Projects may involve complicated, coordinated operations on Grid resources and are best thought of as collections of metadata.
· Facilitating International Collaborations: As with many scientific communities, CCMS involves an international team, and we must provide tools to support these collaborations.  Collaborations occur at several levels: the basic sharing of resources and codes for remote execution through Web portals; sharing of data, results, data pedigree, documents, etc.,  among authorized group members;  real time audio/video collaboration;  real time shared visualization; real time shared computational steering. These problems have been investigated for years
, but as we describe below, we propose a single, message-based Grid infrastructure that can address all of these collaboration services.

· Federation of Resources: CCMS collaborations involve global distributed resources ranging from high end supercomputers (such as available through universities and national labs) through group cluster computers down to individual workstations.  Grid technologies such as Globus provide the foundations for constructing Virtual Organizations out of these resources. This foundation must be extended, however, to support “medium-grained” federation
.  We may think of large-grained grids as semi-permanent grid installations over multiple related organizations, such as represented by the Teragrid, with its uniform software stack.  Fine-grained access control systems like Akenti and CAS can express and enforce detailed access policy for selected services within a Grid.  However, the simple federation of multiple Grid installations, and the ability to collect ad-hoc resources from these grids into temporary collections, is an open area [GAP03].


IT Research Opportunities 

In short, CCMS needs to use Grid technologies. To be more specific, the Gap Analysis [GAP03] of Fox and Walker classified several types of Grids, including a) execution/file grids, b) desktop grids, and c) information 
and data grids.  We therefore propose the construction of a virtual laboratory, VLAB. VLAB must support all three types.
VLAB has the opportunity to drive advances in audio/video collaboration, grid-based visualization, computational steering, data management, and lightweight grid resource collections.  Current grid technologies such as Globus will provide the foundation for our collaborative, but we must go beyond the standard toolsets in several ways, discussed below.  

· Resource and Data Management: As described above, our CCMS Grid is information rich: data runs, computing resources, application codes, visual analysis, and so on must all be described with metadata.  There has been related work here: Virtual Data Language [VDL], Scientific Annotation Middleware [SAM], the NEESGrid metadata system [NEESGrid], and UK-driven Semantic Grid activities.  These efforts have been pioneering, but we expect two important new activities to drive these problems in the future.  First, the new Web Services Resource Framework [WSRF] and related specifications (such as WS-Notification) from the IBM and Globus teams, provides a programming language independent way for describing and managing distributed information.  Second, an emerging standard from the Java community [JSR 170] 

may provide a standard content storage specification for the community. We therefore believe that the field is quite open at this time.
· Grid-Based Collaboration: Collaboration here means a wide range of interactions. The CCMS Grid will use Grid tools to securely manage submissions across participating Grid resources, transfer data, and other common tasks.  We must build on these capabilities to provide group-based computational steering and interactive analysis tools.  The essential problem is that user/service interactions in classic Grids are built around client-server paradigms that must be extended to support collaboration.  As we discuss in the architecture section below, we believe
· Advances in Portal and Grid Computing Environment Services: Grid Computing Environments [REF] such as Web Portals provide user views of the Grid.  Computing Web portals for the Grid have been developed for quite some time [REF] and (through component-based portlet systems being standardized by JSR 168) now allow for greater reusability of common services.  The CCMS Grid will not rebuild a portal system but will build upon currently available tools.  We note however that these tools need to be pushed in specific areas to meet VLAB requirements.  
· Advanced Services for the Grid: Web services and the OGSA architecture provide the guidelines for us to build numerous Grid services, such as general purpose scientific computing services, visualization services, etc. These services must often address the mobile data versus mobile services problem. 

· Lightweight, Configurable Grid Partitions:  One of the difficulties in Grid computing is forming lightweight collections of computing resources from multiple Grid installations. 
 One may often want to combine particular resources across two or more grid installations into different “named” topics, such as “Sandbox”, “PrivateAccess”, “SupercomputingDemo” and so on.  This must be done in a simple, easily configurable manner.  As described in the “Architecture” section and in more detail in [FGWSPaper], this may be done through distributed publish/subscribe systems.  

An Architecture for Collaborative Computing Grids
We have identified a number of requirements for CCMS grids: high application throughput, data and information management, project objects to provide user and group views of chemistry projects, and Grid resource partitioning.   Many of the requirements that we face have been addressed before by previous Grid research, but this has taken place in an evolutionary fashion, or have not been thought of as having a common architecture (such as audio/video multicast and remote command execution).  We believe we have a fundamentally more elegant approach to address these issues. 

We propose the development of a distributed publish/subscribe grid system that can support all the above features in a single architecture.  In previous work by our team members, we have shown that these system
s 
support traditional Grid and Web service systems [WEB-IS][FGCS Paper], and are the direction of future Grid research [WSRF].   This provides a natural way to a) extend legacy Grid client-server interactions to support multiple simultaneous users
, b) have a single infrastructure that supports streaming audio/video, Globus style services like remote execution and file transfer, visualization, etc; and c) support infromation and data grid services such as data replication and metadata publication, discovery, and queries.  This system will allow mutliple clients to connect to the same services, and thus will be the foundation for basic group application control.  It also provides a natural framework for fault tolerance and logging.  Since the system supports multiple message recipients, we can easily provide numerous redundant, identical services so that the system does not have single failure points.  Multiple message sinks also allows us to support distributed logging.


Topic-based publish/subscribe systems are many-to-many message routing systems.  Publishers are creators of messages, which may range from human readable text to SOAP remote procedure calls to byte arrays of streaming audio/video data.  These messages are sent via network connections to one or more message brokers that post the message to all subscribers, or message sinks.  Each subscriber is responsible for deciding what action to take on a particular message.  Topics are the basic organization for routing: a software entity may be a publisher to one topic and a subscriber to another topic.  On top of this basic system, we may provide a number of additional capabilities: a) message-level security features such as authenitcation to topics and encryption; b) support for multiple wire protocols; and c) message archiving and reliable delivery. Note that security features for Grid-based publish/subscribe systems can directly leverage existing GSI techniques and development kits.


The NaradaBrokering (NB) system [REFS], developed at the Community Grids Lab, is a distributed publish/subscribe system.  Instead of a single message broker, NB uses a distributed brokering network (depicted as a cloud in the figures below) that can perform sophisticated and failsafe message routing.  NB advanced features for security and reliable messaging are in development.  The Community Grids Lab, Florida State, and Minnesota have experimented with NB-based audio/video collaboration [ANABAS-REF], XML metadata management [REF], and two applications described below. 
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Figure 1 A message based publish/subscribe Grid system can expand on current Grid technologies in to provide many-to-many 
messaging.  Thus, messages generated by Grid services for visualization can be broadcast simultaneously to several different user clients (browsers, downloadable GUIs and applets, mobile devices).  The same middleware can deliver any message content: audio/video streams, images, text messages, method invocations and results, and so on.  It also naturally supports notification, or changes in state of shared resources, such as proposed by the Web Services Resource Framework (WSRF).  We may exploit WSRF to build Project Manager services that allow Portal/User Environment Services to manage group-shareable metadata documents.  The various services may be accessed through standard Grid protocols such as GRAM and GridFTP using standard Grid security infrastructure (GSI).  The publish/subscribe middleware does not change these fundamental Grid interactions: it multicasts them.    
Publish/subscribe systems naturally support multiple endpoints.  As shown in Figure 1, the WEB-IS system developed by members of the proposal team has been used to publish command messages for controlling data retrieval, computation, and visualization that result in images delivered back to multiple clients. 
 Current WEB-IS research activities are extending the standard client-server architecture of Web services by intercepting the SOAP messages and routing them to all subscribers.  These subscribers act as Web service proxies and manage connections to multiple services.  

These ideas may be also be used straightforwardly in Grid services.  Figure 2 shows a GridFTP service that uses NaradaBrokering interceptors to route both the GridFTP control messages and the data streams. 
 
This prototype system is being developed to exploit NaradaBrokering reliable messaging features.  Only a single server is shown in the diagram, but multiple endpoints can be added.  This may be exploited for data replication: file transfer results can be sent simultaneously to several locations.



[image: image2]
Figure 2: NaradaBrokering can be used to intercept Grid messages as well as Web Service messages.
Project Management: User and Group Interactions with Grids

The VLAB will combine both fundamental and applied IT research.  Fundamental research will be in the development of publish/subscribe based Grid middleware, but we must also undertake applied research to support specific needs of the chemistry and earth science communities.  Sophisticated Grid services and infrastructure will be wasted if they cannot be easily used by the chemistry and earth science team members. One of the key problems for this community is managing the large amount of metadata associated with simulation runs and data generation.  This information must be shared between researchers.  Since this information often needs careful analysis (through shared visualization and data mining), access to these metadata objects is the key to many of the collaborative services that we will build.
For the VLAB, we will develop a software system for group-based project management. 
 The project in the VLAB has 3 different meanings: i) It stands for a metaphor that provides the user with a unified view of a large study composed by hundreds of jobs; ii) The project's representation, a set of graphical elements that the user sees, representing data, running processes, inputs, etc; iii) Its implementation, a container that keeps every information relevant to the ongoing scientific project. This information is mostly metadata, but also include some lightweight data used for job preparation and retrieved during job execution for monitoring purposes. In an object oriented approach, those containers also contain the object's methods. The methods are responsible for commanding every action on the running jobs, results, etc. They also implements the  lightweight analysis tools used for job monitoring. The project manager is responsible for every action relative to projects. It is mostly composed by the object's methods, but is responsible for some other tasks, like instantiating and destroying projects, handling user authorization for access to projects, arbitration for multiple users access to the same project (and possibly more).  It also keeps control over all messages moving to and from project objects. 

The Project Manager can be realized as a WSRF-style metadata management system.  WSRF-style resource services rely upon three pieces:

· Metadata descriptions: provide XML descriptions of resources (like codes).

· Metadata Services: can be used to query and modify data values. Multiple services can interact with the same sets of metadata.

· Notification systems: since several services can interact with the same metadata (or identical copies), all services must be notified if any changes occur to the metadata.

Notification is one of the primary purposes of publish/subscribe systems.  
Some Specific Research and Development Activities

· Implementation of the WS-Notification Specification: This is an XML-based, implementation independent publish/subscribe API that can be directly supported by NaradaBrokering. 

· Metadata definitions and WS-Resource Framework implementations.  
· Grid Security support in NaradaBrokering.  Narada is currently implementing a PKI-based secure infrastructure that can be extended to support standard Grid security (GSI), as well as important emerging WS-Secuirty standards.
 


· Native Grid/Web Service Support for Narada. Currently, Narada has been used to intercept messages from Web and Grid services [WEB-IS]. 
 This approach allows us to support existing Web service tools like Axis and gSOAP but has some drawbacks: the client and server pieces are outside the broker framework and so don’t inherently benefit from broker capabilities like reliable messaging and security.  These can be solved by extending NaradaBrokering endpoint capabilities to act as clients and Web service hosting environments. A hosting environment just means the software that receives incoming messages, matches them to the appropriate, internally loaded service, casts the SOAP message into the proper programming language object/struct, invokes the service methods, and remarshals the results as SOAP messages.
Implementation Dependencies [Some notes, not for final draft  –Marlon]
We have three tracks: 

· Short Term Deployment: This means that VLAB will be set up from the beginning using existing Grid software.  So the Chemistry and other parts don’t have to wait on the publish/subscribe Grid middleware to get started.

· Medium Term Grid Development:  This means the extended development of new stuff over the first 2-4 years of the project, followed by the deployment of this 

· Long Term Deployment: We gracefully and seamlessly upgrade the intial infrastrucuture to use the enhanced publish/subscribe system and advanced collab services.
-------------------------------------Original Text-----------------------------------------------------------------------------

1. The driving need: It is necessary to tie together the efforts of several research groups geographically scattered to solve challenging problems. Many studies demand preparation, submission, monitoring of hundreds or thousands of jobs. This is usually a overwhelming task for a single or few individuals. Therefore we need to enable several researchers geographically scattered to share these responsibilities, as much as possible, and automate preparation, submission, and monitoring of jobs.  A concrete example was the calculation of the pressure and temperature dependent elastic constant tensor of MgSiO3-perovskite. For ~ three months, three researchers were submitting and monitoring jobs continuously in as many processors as possibly available in an IBM SP2. The number of straightforward but exceedingly important calculations like these that are necessary,  should not be impaired by human constraints. Researchers should be freed for other more complex decision making tasks. Automation of job submission and monitoring is a very high priority in this area of research where there is a multitude of similar problems to be investigated. Analysis of results is another issue. Huge amounts of results are produced during and after completion of these calculations. Analysis should also be possible through a cooperative effort.  Most tools available for collaborative work are limited to the final stage of data analysis only. To the extent of our knowledge there is no tool currently available allowing for cooperative working in all these stages: preparation, submission, monitoring, computational steering and results analysis. 

2. In the scope of a cooperative effort, each group must contribute with cpu time grants allocated in diverse platforms and geographically scattered. Cooperative research must proceed seamlessly. The complexity of the distributed underlaying hardware must be abstracted. This can be done by the means of a GRID or some similar technology (narada, web services, etc...).

3. Data transfer among different environments (computers) for the purpose of job monitoring, data analysis, or related tasks, is confusing, errors prone, and a strong factor reducing human productivity

For these reasons, we are taking the initiative to establish a virtual environment, the Virtual Laboratory for Materials Study,  (VLab), to allow the active cooperation of several groups geographically scattered.  This environment should also allow easy future aggregation of new groups and resources to the effort. To meet its goals and be viable, the VLab must fulfill the following requirements:

1) Provide a consistent and robust metaphor for several resources of hardware and software, running processes, and data generated as results of scientific projects.

2) Build, as far as possible, on top of existing technologies. New software must be written only to fill gaps in existing technologies.

3) Allow for incremental developments. New hardware and software resources, and data analysis tools must be easily added.
4) The tools and services available through the lab should also be compatible with and accessible by diverse clients operating through the Internet. Support for mobile devices will be essential: laptops initially, but eventually PDAs and cell phones as well.  

In order to fulfill its objectives, the VLab system, on top of its design, must consolidate all the related tasks involved in a study, which include the use of various computational techniques, through the use of a single, consistent interface. 
 It also has to provide to the user a view of the available cpu power as a single resource. We, therefore, must develop an integrated layered system capable to manage remote computation, archival, and transport of data between underlying systems, creation and management of all related metadata. The system is structured basically in four component layers (figure 1):

i)  The user portal. It is responsible for the consolidation of the user interface for all services available through the Vlab.

ii)  The Project manager. It is responsible for implementing and keeping consistency of the most basic metaphor in the VLab, the project, which will be described later.

iii)  The underlying Grid, responsible for abstracting the complexity of the distributed hardware. It is also responsible for monitoring workload and directing the submissions to the most appropriate machine. If possible, this Grid must provide a single virtual file system for all the machines on the Grid. 

iv)  Scientific applications, running directly on top of the hardware. They will be made available to the upper layers as web services.

These components are considered in greater detail now:

The project manager implements the project metaphor. Its concept is based in the project concept used in some development tools, like Code Warrior
. The project is an entity that keeps every information relevant to the ongoing scientific project: where each task is running (if so), its current status, the status of its input and output, etc. In my view the object manager must use an object oriented approach, being the project itself a class, so its instances are objects. This way it is easy to incorporate new kinds of simulation techniques (classic monte carlo and multi-scale simulations, as examples) simply by overloading the base class, despite de fact those techniques deal with substantially different inputs and outputs. The project manager also keeps track of access permission to any ongoing project, allowing the project owner to define who can interfere in the project, who can only inspect it, and who does not have access privilege.  The project manager implements the necessary means for the user to submit, monitor, and interfere with jobs. If the project manager is object oriented, those activities are, in fact, up to the project's methods. A project can define several jobs to be executed simultaneously across several machines. This is a necessary feature, since many studies would become inviable if performed sequentialy. An example is the calculation of free energy, essential for modelling physical and chemical processes, which implies an integration process requiring many similar simulations to accumulate the necessary data. Another example is event searching, in which rare events in a simulation (for example atomic diffusion), are searched for in an multiplicity of simulations, where the chance of success in a given time is proportional to the number of search task initiated. In the project user interface, the several tasks will appear structured as a graphical tree, remembering a directory tree. Clicking on nodes of that tree, opens the next level, clicking on leaves allow for inspecting, monitoring execution, and changing parameters and inputs of the corresponding task. 

A requirement for delivering the goals related to the user interface is the development of a portal, which can enable the user to command different components of a complex modelling project. Information from simulations may be presented to users via the portal. Choices of submission parameters that must be made by the users may be initiated via familiar Web forms. Other modules may be provided for specific purposes, e.g. Execution monitoring, visualisation of structures and results of data collection and analysis stages. Being Grid-based, this portal can enable efficient, secure and robust access to distributed and heterogeneous computer resources via the underlying Grid technology of choice. The portal can also consolidate different but related tasks under a single interface. For example first principles calculations and pseudopotential testing. In principle the pseudopotential generation procedure is accompanied by “transferability tests”. In practice, however, the condensed environment may demand more from the atomically generated entity than initially suspected. The ultimate test is its performance in the solid state environment. Interfaces (portals) running simultaneously a pseudopotential and a solid state code could produce rapid sequences of test and quickly resolve the suitability of pseudopotentials for specific applications. The portal will have, in its first version, four components:

a) Job preparation and submission. Will allow the user to create a new project, choose the kind of calculation to be done, fill in the necessary data (ex. The pressures, temperatures, phonon wave numbers, plane wave cut-off energy, etc...)  and inspect the automatically generated inputs. 

b) Monitoring and steering. Will allow the user to open an existing project, verify status and inspect basic variables of running tasks, by means of lightweight graphing and spreadsheet tools. It will also allow the user to steer ongoing calculations if something is going wrong.

c) Advanced data analysis. Will allow the user to open an existing project and provide access to advanced heavy duty visualization, data mining and regression tools. Web-IS is a web enabled set of such tools that is being developed by the group of Prof. David A. Yuen, and can be easily integrated in the portal.

d) Teleconferencing tools. Will allow a group to establish a teleconference while collectively working on a common project. 

A Grid based infrastructure is proposed which will enable flexible access to distributed resources owned by the proposers and also enable simulations to be carried out on several HPC facilities in a seamless way. Such a Grid infrastructure allows both mapping of the ideal architecture to a given application and efficient resource management. It also allows coupling of computer systems for more complex applications, e.g. simulations, databases and analysis codes, simultaneously. Naradabrokering will be used in this project as the main  mechanism enabling the proposers to share facilities and to target simulations to appropriate machines like servers or clusters, e.g. pools of workstations running under Condor, or Beowulf systems.

One way in which the GRID may be exploited is to provide software for submission of a program to execute somewhere on a network of remote computers. The users need not be concerned with which particular machine performs the task, though they may require that the characteristics of the machine (e.g. parallel or vector) be specifiable. By means of advanced setting options in the project manager, the user can invoke an interface that will accept submission of a job, plus additional specifications, and submit that job to a remote site for execution. Monitoring the status of the job (dip-sticking), and relaying the results back to the user, via project manager, are also essential capabilities that must be enabled by the Grid. As an additional benefit, the exploitation of otherwise underused computing resources may be maximised. 

Software produced to facilitate these operations would have application beyond the initial intent. For example many laboratories (industrial or academic) are home to very large numbers of computers and workstations that are idle overnight. This is becoming increasingly true as powerful GHz processors become the norm. We propose, therefore, to develop methods to exploit these resources, 
based on the Condor high-throughput computing environment. 

The proposed integrated system will provide automatic recording of the data preparation, modelling and analysis cycles. It will also enable the creation of metadata linked to the datasets to be produced and keep it under the wraps of the project metaphor. Results of runs with different parameters, temperature, pressure or other external condition, are kept integrated under the project0020
and can then be later retrieved and used in post-processing analysis with, for instance, data mining techniques. This can provide the input for new runs if new areas of the parameter space must be explored. Results may also be combined in more sophisticated inter-disciplinary models.

Data management: Archiving of massive simulation configurations with appropriate metadata definitions, enabling access to partner researchers with appropriate analysis and security tools, and linking with GRID-based data interrogation/ reduction/ mining tools. A critical category of exploitation of the Grid for large-scale simulations is data management. MD calculations generate large volumes of data, which are amenable to further analysis. Thus MD trajectories may be re-scanned to calculate properties not considered in the first instance. The regeneration of the data may be expensive, but the creation of a repository of them which may be accessed via the Grid for further analysis is a viable option. Computational data will then be linked with experimental data in general GRID-enabled databases.

Post-processing data analysis, data mining and visualisation of results. The vast array of
 data generated by each simulation is multiplied further when simulations are performed for a wide range of parameters. When events are localised, simple visual inspection of the data can be reasonably productive. However, when events involve hundreds of simulations, adding up to thousands of atoms, it is essential to have visual navigation tools to guide quantitative analysis. Adaptable graphics software is required to permit interactive visualisation of complex atomistic structures at many levels of detail. The ability to identify and isolate key processes and events in a simulation is vital. The statistical analysis of the results, error estimation and graph plotting are also necessary. The multiplicity of functionality is unlikely to be available in any commercial product. Fortunately Web-IS already incorporates most of these features and is an excellent starting point for development of an outstanding web based data analysis tool. Moreover, the source code for the software running the digital cave at Earth Simulator, is available at our group with permission from the authors. This code has outstanding capabilities for immersive visualizations. We intend to adapt the code in order to render the visualizations off- screen, and under user control transfer portions of the image through the web to the user's computer screen.

PS: the following comment from Gordon is relevant:

 If the execution step takes months, it becomes necessary to poll an ongoing simulation to visualize what is happening. It should be transparent to the user whether he is accessing data in the memory of the computer, or on disk. The software takes care of this distinction. Monitoring should take the form of line-graphs, animations (what kind?), 3D graphics. Automatic monitoring should be done by automatically constructing dynamic websites accessible to the collaborators around the world. For the most part, the monitoring should be automatic with minimal user intervention. However, users should have the capability of overriding parameters in the ongoing computations. This is computational steering. If the code is written in Fortran, there are existing mechanisms (e.g., Pv3). I don’t believe the computational steering needs are tremendous, so a lightweight steering mechanism is idea. Once again, we should emphasize ease of installation (which systems like SCIRun do not satisfy). Computational steering actions should occur through Naradabrokering (NB), which keeps track (automatically) of all transactions. This system is already writte.

The question “Monitoring should take the form of line-graphs, animations (what kind?), 3D graphics.” is already answered. However I am not sure that we must promise an automatic monitoring. This is too complicated and we should tone down our statements. The comments about steering  are interesting. Gordon: Please elaborate a little more in the text about user intervention on data in memory.

I need the IT specialists to add some detail about how to enable a virtual file system, or at least, some of its functionalities. How to implement transparent data transport and how the Grid and the project manager will share the duties in managing metadata. Mainly how to keep consistency of metadata replicated in the grid and project manager. It is also necessary to explain in reasonable detail what are the opportunities for new developments in IT field this proposal will produce.

Thanks,Cesar.
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�Cesar provides examples, but I assume this will be described in more detail in some other section.


�Renata: do you agree with “variable access restrictions”?


�I don’t think we need the word pedigree, do you?


� It is a term used by some Grid projects, so it is OK.


�How does DTH relate? Access to data via hash table.


�How about SRB (San Diego)


��Visusalization, datamining, tracking of data. HOW? Information visualization: but the research not so much in how to visualize, but in how to get the data to where it is needed to be visualized.


�How does this relate to ease of installation?


Somehow, we should try to say that our installations will be simple. And show why. Perhaps have a component archive, which is tapped into when it comes time for installation? 


What to do regarding Java versions? Compatibility must be ensured. How to deal with classpaths?


�What other efforts are out there to create portals for job submission (aside from yours?)


What is the relationship between group projects and the issue of system being daunting.


How will system administration be done? Each group has a sys admin?


Note: Zope (python) has sophisticated security mechanism (r, w, rw, change, and many others, all hierarchical). 


�need references here?


��WE WILL HAVE TO BE CLEAR ON WHAT IS MEANT BY COLLABORATIONS. This is mentioned by everybody for the last 10 years. WHAT WILL WE CONTRIBUTE THAT WILL MAKE ANY DIFFERENCE? Can we tap into Sangmi’s work?


�Could we use a word other than Federation? Geoscientists are reading this proposal as well.


�We will need to simplify the language before this is over.


�I agree with 3 types. However, I thought a grid was multiple clusters each used as needed with resources allocated on demand. Yet people always refer to separate grids. WHY?


�We should be specific? Globus and perhaps another technology, or Globus for sure?


�I am always suspicious of Java. What is this standard? Does JSR-170 tye us to Java?


We cannot afford to invent a new standard, whatever happens. If JSR-170 does not come out, then we would have to adopt an existing stand. Yes? No?


�The JSR is just going to be a collection of interface definitions, so it can be translated into other languages.   It is not an implementation.  Public review of 170 is scheduled to start next month.  The quality/importance of JSRs varies, but this one seems to be good.  I know two nice research projects (NEESGRID/Joe Futrelle/NSF and SAM/Jim Myers/DOE) that are going this way to collaborate.  So we can look knowledgeable of the field by mentioning them.   --Marlon


�How would fft service work?


What already exists?


Will have to develop this section  more?


�meaning what exactly?


�Question one: can this be done within a single grid system (let alone multiple ones?)


�should we add references here?


�Plural because publish/subscribe is an idea with many realizations.  –Marlon


�why plural?


�how does it work now? point to point? But you can have multiple users on the grid, so what does point to point   mean?


�What about fault tolerance, logging of information?


�multiple wire protocols: already done?


Security? Like what? Doesn’t Globus provide that? So we must provide hooks to Globus, not necessarily security directory?





How does globus work? If you and I and Dave have Globus installed, do our Globus nodes communicate with each other the way NB broker  nodes do?


�Point is general: messaging systems do not have security by default.  We can add these.  We can invent something, but better to modify some existing system. 





Narada supports several protocols.  Globus has a PKI-like security infrastructure that handles transport level security (point-to-point).  We would build on this to provide Globus-style security in Narada.   --Marlon





�This caption is too long, I know --Marlon


�this is under development. The paper was not honest about what is present and what is future. We are working now on 2 clients/2 servers.


�Rewording to nerf earlier statement. –Marlon





�this already exists?


�We demoed this at Supercomputing.  Sang Lim did this, is currently finishing it.





But I nerfed the statement.  





--Marlon


�Not possible with Globus? Is this possible with any system?


�GridFTP is like regular FTP with extra security, performance, and reliability.  But it still goes to only one place.    





DataTurbine may be able to do this, so I will add a ref.  --Marlon





�we should at least mention the directdions in this proposal.  


�is WS-Notification just an API like JMS that must then be implemented? In other words, we will put into NB as a substitute for what is there?


�How do these related to Globus activities?


�Too technie. What the hell is PKI? Why isn’t Globus sufficient for this?


Won’t NB become just as bloated as Globus? What will distinguish NB from Globus in terms of internal complexity?


�PKI=Public Key Infrastructure.  Globus security is an extension on PKI.  Statement should be Narada needs security and so we will build in GSI security.  This really means that wire links will be encrypted and Narada will work with Globus certificates (and thus can authenticate to Globus services --Marlon


�What grid services?


�Do you think we can manage a single consistent interface? We should allow for variability?


�How to relate what we wrote with chart drawn by Cesar?


�who submits? Condor is part of the grid, or resides “above” the grid?


�This is not inconsistent with what you wrote. Should we discuss the notion of   “project”? We do need a framework above NB. Isn’t the project really a GUI for the user to manage data/visualization/code submission, etc?


�too many clics. It could get complicated very fast. 


� Perhaps add modules to check inputs for validity, self-consistency, etc.


�Condor does that already. How are you going beyond Condor?


�Not necessarily. Pointers to data are kept under project. The data mult be centrally (PERHAPS with redundancy) locations since data from multiple projects may be compared together.


� Perhaps there is a need for a visual databased.


�HOW MUCH data? Vague is not good enough!


�Do not understand.
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