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Introduction and Overview

This primer is intended to accomplish several objectives.  First, we review several general concepts and present examples that are intended to describe the relevance of the Semantic Web to the Grid computing community.  This group includes both application scientists and Grid/distributed computing experts.  The Semantic Web markup languages, as is or “out of the box”, provide a rich description language for Grid resources and their metadata.  We believe that many of these concepts deserve a wider audience in the Global Grid Forum.  
General Semantic Web primers are available that cover the core semantic markup languages (RDF, RDFS, DAML-OIL, OWL) and introduce basic concepts in knowledge representation and processing [REFS].   We refer readers to these resources for more extensive reviews.  Herein we attempt to provide the reader with enough background information to make the general concepts understandable.  We focus, however, on illustrating the concepts through examples specifically drawn from distributed, scientific, or Grid computing.
Second, we illustrate the Semantic Grid, as an extension of both Semantic Web and Grid concepts.  This may be accomplished in several ways:

· Semantic Web markups may be used directly with both Grid and Web Services.  For example, there is a potentially good (but unexploited) synergy in using RDF as an encoding for SOAP payloads [REF].   

· Semantic markups are useful at expressing science workflow.

· Describing resources available on a Grid (such as in WSRF and WS-GAF) is a straightforward application.

· Web and Grid services may themselves use Semantic Web markups as data models.  This is particularly important for many data grid projects that need to describe data pedigree, or provenance [MyGrid, SAM].

· Semantic Web concepts may extend traditional “computing” and “data” Grids to create “information” and knowledge Grids.

We assume that the reader is familiar with syntax and basic concepts of XML and XML Schema, particularly namespaces. For reviews of this material, see [REF].
The Semantic Web is often presented as an agent-based, intelligent successor to the current World Wide Web.  We may more accurately describe the Semantic Web as the effort to provide XML-based, machine-understandable metadata description languages that can be used to describe all Web entities.  Metadata is loosely defined as “data about data” but really is just a set of properties that may be attributed to an object.  For example, we may classify computer hardware resources by their processor speed, the number of processors, the amount of memory, the amount of diskspace, the operating sytem, and so on. All of these properties serve to describe the piece of hardware.  The Semantic Web seeks to provide markup languages that can be used to encode these properties in a single, unified way with well-defined relationships.
Going Beyond XML
The Semantic Web [1,2] is a major research initiative of the World Wide Web Consortium (W3C) to create a metadata-rich Web of resources that can describe themselves not only by how they should be displayed (HTML) or syntactically (XML), but also by the meaning of the metadata.  

To understand the principal problems of Semantic Web research, it is useful to examine the shortcomings of XML in building tools for machine understanding [3].  XML provides a way to create meaningful, domain-specific markup tags, at least for human readers.  From the point of view of applications, XML only defines syntax, or grammar—rules for structuring particular documents.  Applications focus on creating and parsing XML data, following syntactical rules defined in XML schema, but the applications cannot infer anything about the meanings of relationships from the structure of the data itself.  While it is certainly possible to write specialized programs for particular XML schemas that understand and can extract meaning, writing general purpose tools is not possible.

To understand this problem, consider the simple problem of developing a taxonomic description of software applications.  We may classify codes by their general application areas (chemistry, fluid dynamics), by their methodologies (Quantum Monte Carlo, FEM), by specific subfield problems that they solve (hyperfine structure calculations), the suitability of the application’s algorithms to various high performance computing architectures, and so on.  The key to the problem is that there is no unique way of doing this: many different XML schemas can be developed that would encode the same information.  To human readers, this is not a problem, and for any specific XML Schema of the application taxonomy, we can develop a suite of tools.  The problem comes in the exchange of information between two or more differing schema data models.  One would essentially have to develop translation rules (using XSLT) to convert between competing taxonomy models.  This is plagued by two problems: loss of information and lack of scalability.  

A related problem for the careful reader is that taxonomies are complicated by multiple inheritance.  FEM codes, for example, are used in a number of research fields, so depending on how one structures the taxonomy, one may have to repeat nodes or otherwise use pointers and references to connect various parts of the XML tree.  The problem is that XML uses a simple tree structure to represent data: each node (except the root) nominally has one and only one parent.  
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Figure 1 The Semantic Stack 

The Semantic Web’s goal is to solve the above problems by developing XML-based languages that have meaningful data structures.  Semantic Web data models build on and enhance XML—they are valid and well-formed, but also imply additional information to cognizant applications.  Figure 1 illustrates the Semantic Web stack of building block technologies, going from the grammatical rules of XML to the simplest semantic rules system (RDF) to more sophisticated systems, culminating in OWL Full.  DAML and OIL are predecessor investigations that investigated more sophisticated semantic and logic capabilities, which feed into OWL in the form of lessons learned.

Resource Description Framework (RDF)

Basic Concepts

RDF’s core concepts may be represented in XML by a set of tags in the RDF and RDFS namespaces, denoted by rdf: and rdfs:, respectively.  RDF has three object types:

Resources: A resource is anything being described in an RDF document: a person, an html document, a network, an MSRC, etc.  Resources are denoted by Uniform Resource Identifiers (URIs).

Properties: Properties are used to qualify resources.  Properties have specific values for specific resources. 

Statements: The combination of an RDF resource with a specific property and value forms an RDF statement (or sentence).  Statements are broken up into subjects (resources), predicates (properties), and objects (property values).  Objects may be other RDF resources or they may be literals.  A literal may be a simple string or it may be some arbitrary XML.
RDF statements are also called triples and may be represented using a graph model. Graphically, this is represented as follows.
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Figure 1 Some RDF graphs

The graphs in Figure 1 represent a simple scenario in which the URL http://www.gatewayportal.org (represented as a node) is associated with two different predicates: contains and (has) creator.  These predicates are represented as arrows, or arcs, that point from the subject to the object.  The “contains” verb is the simplest example, pointing to a single property node.  The “creator” verb points to an anonymous node with two properties: an email address and a string literal.   The properties are represented as squares.

The important thing to note is that everything in RDF--predicates and node values--has a URI.  URIs are simply structured names, which may, but do not necessarily, correspond to actual web addresses (URLs).  The value here is that URIs can be used to name anything: documents, computers, people, or concepts (such as predicates).  Thus we may define verbs such as “creator” that have a specific, resolvable meaning.  The creator verb’s full URI in fact indicates that it is part of a standard set of predicates known as the Dublin Core.  There could be other verbs called “creator” with different uses; these simply would have different URIs.

RDF Syntax

Given the basic RDF concepts, we now require a standard encoding format (in XML) for expressing these concepts.  RDF is quite succinct and is intended to be extended by standardized property definitions.  The RDF tags are

1. RDF: This tag is the base container object that is used to begin and end an RDF document.  This is useful if, for instance, RDF is embedded in an HTML or XML document. The RDF tag may contain multiple Description tags.

2. Description: This tag is used to denote a specific RDF resource.  It can contain several statements about that resource.  The Description tag may optionally contain an about attribute that identifies/names the resource being described with a URI.  Alternatively, the Description may describe a new object, defined inline.  Such Description tags use the ID tag instead of the “about” tag.  ID attributes are also useful for denoting resources that do not have web addresses.

3. Property Elements: A Description may contain one or more property elements.  RDF does not define specific property elements but instead simply provides rules for how they may appear.  A property element is simply a tag with any qualified name.  The value of the tag may be expressed as either an XML element value or a tag attribute with a corresponding URI. The property tag name corresponds to the predicate and its value is either another RDF resource or else a string literal.  
That’s really all there is to RDF.  Let’s now look at how we may encode the graph in figure 1 using the RDF/XML syntax described above.  We have one item to describe (the website www.gatewayportal.org) and make two statements about it.

<rdf:RDF>

     <rdf:Description about=http://www.gatewayportal.org>

<a:contains resource=’http://www.gatewayportal.org/Publications/Paper1.pdf ‘/>


<b:creator>

   <rdf:Description about=http://www.indiana.edu/staff/Pierce>



<c :Name>Marlon Pierce</c :Name>

   </rdf :Description> 


</b:creator>

     </rdf :Description>

</rdf:RDF>

The tag <a:container> bracket the first RDF statement, represented in the left hand portion of Figure 1.  It contains a resource attribute that points to the URI of the object.  Thus this property element has an object that is another RDF resource.

The second example is somewhat more complicated.   Here the predicate “creator” describes another RDF description.  This description is about a staff person identified with a URI an associated with a string literal property name with the value “Marlon Pierce.” 

It is worth noting that there are other ways of encoding this information in RDF.  See [rdf1] for other examples.   

The RDF and Description tags begin with the namespace “rdf:.”  This is a standard XML construction and means simply that Description is specifically the tag defined by the RDF specification and no other possible tag that may have the same name.  We have also denoted the “contains” and “creator” predicates by the fictitious namespaces a:, b:, and c:.  These will be expanded in a subsequent section.
RDF Containers

RDF properties often need to be arbitrarily grouped or otherwise organized into sets.  The RDF specification contains three such container expressions.

1. Bags: hold a list of unordered properties and values.  The software listing for a PC or speakers at a colloquium may be collected into a bag.  Bag entries are denoted by the tag <rdf:li>.

2. Sequence: contains an ordered list of values.  Sequences imply that the order of appearance is important.   For example, the days of the week should appear in a specific order.  Sequence entries are denoted by the tag <rdf:li>.

3. Alternative: An alternative is used to provide possible values for a single property.  For example, a list of programs that a user may choose to display a text message may be expressed in RDF as an alternative.  Alternative choices are denoted by <rdf:li> tags.  

For example, consider the list of publications from http://grids.ucs.indiana.edu/ptliupages/publications/.  We may list them using either a bag or a sequence.  Sequence may be used to imply alphabetical order of titles or chronological order of publication, for example.  To start, we simply create a sequence that lists the entries in the publications link.  

<rdf:RDF>

   <rdf:Description about=”http://grids.ucs.indian.edu/ptliupages/publications”>
      <dc:Creator> Geoffrey Fox

<rdf :Sequence>


   <rdf :li resource=http://.../ptliupages/conferencing-final.pdf/>


   <rdf:li resource=”http://.../ptliupages/publications/finalwacepapermay03.doc”/>

   ...


</rdf :Sequence>
      </dc:Creator>
   </rdf :Description>

</rdf:RDF>
The sequence consists simply of a list of resources denoted by URI (and URL).

Example Property Definitions: The Dublin Core

So far, we have reviewed RDF concepts and syntax but not how we may define actual property tags, or predicates.  RDF itself has an open model: you can use XML namespaces to extend the basic RDF statements, as we have seen in our examples.  In this section, we describe an important set of property tag conventions called the Dublin Core, which may be used to describe documents.  
RDF Schema: Defining Classes, Subclasses, and Instances

The Dublin Core represents a set of conventional property tags that may be used to extend RDF.  In this section we examine the formal rules for defining such property conventions and for establishing relationships between properties and other resources. These rules collectively are the RDF Schema (RDFS) and can be used to define, for example, the Dublin Core properties.

RDFS follows a model similar to object oriented programming languages.  We may use RDFS to define an abstract type (say, “Person”) that can have many specific instances (“Geoffrey Fox”).  We may also define subclasses of particular classes.  For example, “Professor” may be defined as a subclass of Person, with a set of particular instances (“Geoffrey Fox”, “Dennis Gannon”).  
The following classes are defined in the RDF schema.

1. rdfs:Class: This is the RDF root type.  All other RDFS classes are instances of Class.
2. rdfs:Resource: This is the base RDF/RDFS class instance.   All other RDF classes are subclasses of Resource.
3. rdfs:Literal: This is used to define literal property values (strings, datatypes, or XML).
4. rdfs:Datatype: Used to represent data types such as floats, time, date, etc.  RDFS inherits all data types defined by XML Schema and makes one extension, XMLLiteral.
5. rdfs:XMLLiteral: Used to embed arbitrary XML.
6. rdfs: Property: RDF properties (predicates) are instances of this class.
RDFS Properties

RDFS defines a class called Property that is used to represent a specific set of useful RDF predicates.  These can be broken down into two groups: simple, human readable property types and properties that express interrelationships.  

Human-readable tags are intended to explain a particular RDF document to a human reader and otherwise express non-structural information.  Example tags included in the RDF Schema include comment, label, and seeAlso.  These are all actually defined in RDFS.  For example, an rdf:comment is defined in the schema as

<rdf:Property>


<rdfs:isDefinedBy rdf:resource=””/>


<rdfs:label>comment</rdfs:label>


<rdfs:comment>A description of the subject resource</rdfs:comment>


<rdfs:domain rdf:resource=”..”/>


<rdfs:range rdf:resource=””/>

</rdf:Property>

Types, Ranges, and Domains

Types, ranges, and domains are properties are used to denote relationships between resources.  Type is a property that is used to specify that a resource (that is, a property or a class) is an instance of another class.  For example, rdf:Property is an instance of rdf:Class (as are all rdf:Resources) so we could explicitly state this in the above definition with the line


<rdf:type rdf:resource=http://www.w3c.org/2000/01/rdf-schema#Class/>

Since all classes are of the rdf:Class type, the above line is implicity.

Ranges are used to indicate that a particular property’s values are instances of a designated class.  For example, the Dublin Core Creator property is usually indicated as a string literal, but could instead point to an externally defined class ex:Person.  Thus we would use the rdf:range property to indicate that the value of the dc:Creator property is an instance of this class.

Domains indicate that a particular property applies to instances of the indicated class.  For example, the property dc:Creator applies to RDF resources such as web sites, books, articles, etc.  We can use the rdf:domains tag to indicated this relationship.

We can see all of these properties in action as follows.

<rdf:RDF>

   <rdf:Class rdf:ID=”Book”> 


<rdf:comment>Insert other properties</rdf:comment>

   <rdf:Class>

   <rdf:Class rdf:ID=”Person”> 


<rdf:comment>Insert other properties</rdf:comment>

   <rdf:Class>

   <dc:Creator>


     <rdfs:type rdf:resource=”http://www.w3c.org/2000/01/rdf-schema#Property”>

   
     <rdfs:range rdf:resource=”#Person”>


     <rdfs:domain rdf:resource=”#Book”/> 

   </dc:Creator>    

</rdf:RDF>

This simply encodes are verbal descriptions.  The creator property values are instances of the Person class, and the creator property applies to the Book class.

Bootstrapping RDF/RDFS Classes and Properties

As stated above and as explicitly detailed in the RDF Schema (Ref [rdf-schema], Appendix A), all of the RDF classes are themselves defined by RDFS.  Thus for example RDF/RDFS comes with a standard set of classes and properties/predicates that are directly defined in RDF.  Thus for example the collections Bag, Sequence, and Alternative all are RDF classes that are children of a Container class.  The Container class is expressed in RDF as

<rdfs:Class rdf:about="http://www.w3.org/2000/01/rdf-schema#Container">

  <rdfs:isDefinedBy rdf:resource="http://www.w3.org/2000/01/rdf-schema#"/>

  <rdfs:label>Container</rdfs:label>

  <rdfs:subClassOf rdf:resource="http://www.w3.org/2000/01/rdf-schema#Resource"/>

  <rdfs:comment>The class of RDF containers.</rdfs:comment>

</rdfs:Class>

This simply means that Container is a subclass of rdf:Resource and is defined by the indicated resource.  Bags, Sequences, and Alternatives are all subclasses of Container, which may express in RDF as 

<rdfs:Class rdf:about="http://www.w3.org/1999/02/22-rdf-syntax-ns#Bag">

  <rdfs:isDefinedBy rdf:resource="http://www.w3.org/1999/02/22-rdf-syntax-ns#"/>

  <rdfs:label>Bag</rdfs:label>

  <rdfs:comment>The class of unordered containers.</rdfs:comment>

  <rdfs:subClassOf rdf:resource="http://www.w3.org/2000/01/rdf-schema#Container"/>

</rdfs:Class>

The RDF Schema is not only used to define Classes but also the properties (predicates) in the above snippets.  For example, the predicates rdf:isDefinedBy and rdf:subClassOf are themselves defined in RDFS.  subClassOf looks like this: 

<rdf:Property rdf:about="http://www.w3.org/2000/01/rdf-schema#subClassOf">

  <rdfs:isDefinedBy rdf:resource="http://www.w3.org/2000/01/rdf-schema#"/>

  <rdfs:label>subClassOf</rdfs:label>

  <rdfs:comment>The subject is a subclass of a class.</rdfs:comment>

  <rdfs:range rdf:resource="http://www.w3.org/2000/01/rdf-schema#Class"/>

  <rdfs:domain rdf:resource="http://www.w3.org/2000/01/rdf-schema#Class"/>

</rdf:Property>

And rdf:isDefinedBy is itself defined as 

<rdf:Property rdf:about="http://www.w3.org/2000/01/rdf-schema#isDefinedBy">

  <rdfs:isDefinedBy rdf:resource="http://www.w3.org/2000/01/rdf-schema#"/>

  <rdf:type rdf:resource="http://www.w3.org/1999/02/22-rdf-syntax-ns#Property"/>

  <rdfs:subPropertyOf rdf:resource="http://www.w3.org/2000/01/rdf-schema#seeAlso"/>

  <rdfs:label>isDefinedBy</rdfs:label>

  <rdfs:comment>The definition of the subject resource.</rdfs:comment>

  <rdfs:range rdf:resource="http://www.w3.org/2000/01/rdf-schema#Resource"/>

  <rdfs:domain rdf:resource="http://www.w3.org/2000/01/rdf-schema#Resource"/>

</rdf:Property>

Both of these properties are derived from the rdf:Property but differ in structure.  subClassOf is simply an instance of the rdf:Class class.   On the other hand, isDefined is itself a subproperty of another property, seeAlso. 

As we have seen from these examples, RDFS comes with several predefined properties that are sufficient to define RDFS itself.  These can also be used to define more sophisticated and/or specialized classes and properties for a particular area.  This is why DAML and OWL may be built on top of RDFS: they simply define a set of additional classes and properties. 
DARPA Agent Markup Language: Building on RDF/RDFS

The Resource Description Framework (RDF) and its schema (RDFS) provide a simple method for encoding semantic metadata.  The real benefit of these systems, however, is that they can be extended to build entirely new languages with greater capabilities.  The Defense Advanced Research Projects Agency’s Agent Markup Language (DAML) project is one such language.

DAML, like RDF and RDFS, is an assertive language.  We make assertions about classes and properties: X is a subclass of Y, X has a property A, and so on.  The DAML specification is only a way to express various expressions.  In this report we concentrate only on reviewing DAML syntax.  To handle these expressions programmatically—that is, to make sure that a document conforms to the DAML ontology restrictions—is a job for various DAML parsers and other tools and is outside of the scope of this report.

Constructing DAML by Example: An HPCMP Ontology

DAML is built out of RDF and RDFS (see the specification, http://www.daml.org/2001/03/daml+oil), so all of the examples for extending RDF that we used in Part A of this report apply equally well to DAML.  DAML defines many new properties (predicates) that can be used to assert more complicated relationships than RDFS.  We will not go through these but will instead show how many are used.

To provide a concrete example, we will develop a simple ontology in DAML to describe the High Performance Computing Modernization Program (HPCMP).  This will describe the Major Shared Resource Centers, Functional Areas, and application codes.

Beginning the Document

DAML is a special case of RDF, so we must start off with the <rdf:RDF> tag and define some namespaces.  We follow this with the DAML Ontology tag. 

<rdf:RDF xmlns:rdf=http://www.w3c.org/1999/02/22-rdf-syntax-ns#

     xmlns:rdfs=http://www.w3c.org/2000/01/rdf-schema#

     xmlns:daml=http://www.daml.org/2001/03/daml+oil# >

    <daml:Ontology rdf:about””>


<rdfs:comments> This is a sample DAML file.</rdfs:comments>


<daml:imports rdf:resource=”http://www.daml.org/2001/03/daml+iol”/>

    </daml:Ontology>

    <rdfs:comment>The rest of the document will go here….</rdfs:comment>

</rdf:RDF>

The namespace declarations that start the document are typical: we will need tags from RDF, RDFS, and DAML+OIL.  The daml:Ontology tag is used to indicate that DAML statements will follow.  The Ontology tag typically contains header information, comments, version information, and imports.  The imports are used to indicate any predefined external DAML ontologies that we will use in the document.  In this case, we are only importing the base DAML ontology itself.

DAML Classes for MSRC, FA, and Applications

We are now ready to start building up a set of inter-related classes.  We will have the following classes: MSRC, a subclass of Organization; Functional Area; and Application Code.

First, the Organization class looks like this:

<daml:Class rdf:ID=”HPCMP”>


<rdfs:label>HPCMP</rdfs:label>

<rdfs:comment>The HPC modernization program</rdfs:comment>

</daml:Class>

<daml:Class rdf:ID=”Component”>


<rdfs:label>HPCMPComponent</rdfs:label>


<rdfs:comment>HPCMP has three components: MSRC, PET, 

CHSSI</rdfs:comment>

</daml:Class>

<daml:Class rdf:ID=”PET”>


<rdfs:label>PET</rdfs:label>


<rdfs:subClassOf rdf:resource=“#Component“/>
</daml:Class>

<daml:Class rdf:ID=”MSRC”>


<rdfs:label>MSRC</rdfs:label>


<rdfs:subClassOf rdf:resource=“#Component“/>

<daml:disjointWith rdf:resource=”#PET”/>
</daml:Class>

<daml:Class rdf:ID=”CHSSI”>


<rdfs:label>CHSSI</rdfs:label>


<rdfs:subClassOf rdf:resource=“#Component“/>

<daml:disjointWith rdf:resource=”#MSRC”/>


<daml:disjointWith rdf:resource=”PET”/>
</daml:Class>

<daml:Class rdf:ID=”FA”>


<rdfs:label>FA</rdfs:label>

<rdfs:comment>Pet Functional Area</rdfs:comment> 
</daml:Class>

<daml:Class rdf:ID=”ApplicationCode”/>


<rdfs:label>ApplicationCode</rdfs:label>


<rdfs:comment>A science application code</rdfs:comment>

</daml:Class>
Note that the class definitions use built-in DAML property relations to establish some baseline properties.  In particular, PET, CHSSI, and the MSRCS are different components of the HPCMP.  We specify that these are disjoint: an instance of the PET class cannot also be an instance of the MSRC or CHSSI class.
Class Properties, Relationships, and Restrictions
DAML has an extensive list of predefined properties that we may use to express general relationships between classes.  However, we will also need to establish some explicit relationships.  For example, we need to express explicitly that the HPCMP has three components, that there are four MSRCs, that the FAs support codes, and so on.

DAML properties come in two flavors: ObjectProperty and DataProperty.  ObjectProperty is an RDFS property that DAML uses to assert relationships between two class instances. A DataProperty is used to associate a class instance with an RDFS datatype.  

To start, let’s define a property that states that the HPCMP has three components.  

<daml:ObjectProperty rdf:ID=”hasComponent”>


<rdfs:domain rdf:resource=”#HPCMP”/>


<rdfs:range rdf:resource=”#Component”/>

</daml:ObjectProperty>

Recall again that rdfs:domain tells us which class can have a property, and range tells us what the property values can be.  That is, the property “hasComponent” only applies to the HPCMP class  and will have values that are Components.

Similarly, we could associate Application codes with the properties “developsApplication” (CHSSI), “supportsApplication” (PET), and “hostsApplication” (MSRC).  For example, 

<daml:ObjectProperty rdf:ID=”supportsApplication”>


<rdfs:domain rdf:resource=”#PET,#MSRC”/>


<rdfs:range rdf:resource=”#ApplicationCode”/>

</daml:ObjectProperty>

This associates the verb “supportsApplication” with PET, and all values of the property are instances of the ApplicationCode class.

The HPCMP has three components, so we’d like to be able to express this as a cardinality restriction on the property.  We have two ways of doing this: we can create an anonymous class about HPCMP that has this information, or we can modify our previous HPCMP class definition.  The latter looks like this:

<daml:Class rdf:about=”HPCMP”>


<rdfs:subClassOf>


<daml:Restriction daml:cardinality=”3”>



<daml:onProperty rdf:resource=”#hasComponent”>


</rdfs:subClassOf>

</daml:Class>

As an alternative way of expression, we could have defined the original HPCMP class as follows: 

<daml:Class rdf:ID=”HPCMP”>


<rdfs:label>HPCMP</rdfs:label>

<rdfs:comment>The HPC modernization program</rdfs:comment>

<rdfs:subClassOf>



<daml:Restriction>




<daml:onProperty rdf:resource=”hasComponent”/>




<daml:toClass rdf:resource=”#HPCMP”/>



</daml:Restriction>


</rdfs:subClassOf>
</daml:Class>

In either case, we place the restriction on the class HPCMP that it MUST possess the property hasComponent, as opposed to MAY have a property.  Its worth noting that DAML’s expressiveness would be useful in encoding typical W3C specifications (such as XML). 

Additional DAML Expressions

Complements, Collections, Exclusions, and More Disjointedness: In this section we will examine several equivalent ways of expressing class exclusions. 
There are times when we need to express that a particular class is a complement of another; that is, we may need to express that a particular class is exclusive of another class.  For instance, we may want to express that PET and CHSSI are non-overlapping classes, and so eliminate the possibility of creating a subclass that extends both PET and CHSSI classes. Previously, we saw how to do this by using the disjointWith property.

First, we may modify the CHSSI class definition to express that it is, effectively, a subclass of an anonymous “non-PET” class.  We then use the “complementOf” property to do this. The revised CHSSI class definition may look like this.

<daml:Class rdf:ID=”CHSSI”>


<rdfs:label>CHSSI</rdfs:label>


<rdfs:subClassOf rdf:resource=“#Component“/>

<rdfs:subClassOf>



<daml:Class>




<daml:complementOf rdf:resource=”#PET”/>



</daml:Class>


</rdfs:subClassOf>
</daml:Class>

We may equivalently express disjointedness over a collection.  For example, we may want to simultaneously express that PET, CHSSI, and MSRC classes are disjoint from each other.  We can do this with the Disjoint class.

<daml:Disjoint rdf:parseType=”daml:collection”>


<daml:Class rdf:about=”#CHSSI”/>


<daml:Class rdf:about=”#PET”/>


<daml:Class rdf:about=”#MSRC”/>

</daml:Disjoint>

Finally, we can use the disjointUnionOf property to express that a class can be extended by one and only one member of a collection. Thus we may create an anonymous class about the Component class that expresses the disjointedness of its children:

<daml:Class rdf:about=”#Component”>


<daml:disjointUnionOf rdf:parseType=”daml:collection”>



<daml:Class rdf:about=”#CHSSI”/>



<daml:Class rdf:about=”#PET”/>



<daml:Class rdf:about=”#MSRC”/>


</daml:disjointUnionOf>

</daml:Class>

We note that the above disjointUnionOf assertion may also be incorporated directly into the initial Component class definition: we don’t have to use the anonymous class.  DAML is designed to give us the flexibility.  Thus if we have a large ontology and we wish to add some additional information, we can do this in a decoupled fashion.  There is no “correct” or preferred way; it is more an issue of style and comprehensibility (by human readers).

Unique and Unambiguous Properties: We may associate property values and their subjects in unique ways.  An unambiguous property has a value that uniquely identifies its subject.  For example, we may define a property hasLocation that can be applied to the MSRC class.  We assume we have defined a Location class, so the property hasLocation has a value that is an instance of this class.  Also, location only applies to the MSRC class, not PET or CHSSI.
<daml:UniqueProperty rdf:ID=”hasLocation”>


<rdfs:domain rdf:resource=”#Location”>


<rdfs:range rdf:resource=”#MSRC”>

</daml:UniqueProperty>

Unique properties by default have a cardinality of one.  

Intersections:  We may also define a new class as the overlap of other classes.  For example, the class CHSSI Application is obviously the overlap of CHSSI and Application.  We can express this using the intersectionOf property.
<daml:Class rdf:ID=”CHSSI Application”>


<daml:intersectionOf rdf:parseType=”daml:collection”>



<daml:Class rdf:about=”#CHSSI”/>



<daml:Class rdf:about=”#ApplicationCode”/>


</daml:intersectionOf>

</daml:Class>
Distributed Computing for the Semantic Grid

Peer-to-peer,Web Service and Resource Oriented Architectures, Crawling, etc. Web services meet the Semantic Web. How does Semantic Grid compare to distributed object systems? What are the use cases of semantic data? What are the programming models? That is, how do I handle the problems of dirty data? How dynamic can the data in the semantic grid really be?
Introduction

A computer can be considered to consist of a processing unit (CPU), storage (RAM and disk) and a means of transferring information in and out of storage (keyboard, mouse, screen, network connection). For many years the amount of any of these resources available to a user was limited by what was physically installed in one machine in one physical location. Loosely coupled distributed computing has emerged as an effective way of providing more computational power by combining the processing power of several machines spread over a physical area, rather than placing a large number of processors into one physical unit with a common bus or datan etwork. This comparatively low-cost solution to providing large amounts of computing resources

has been adopted for a variety of applications and clearly demonstrates a competitive edge against traditional single-physical-unit computing. Other technologies have also flourished under the new network infrastructure, such as the World Wide Web (WWW) and peer-to-peer (P2P) networking. These facilitate a large virtual storage system that a user can interrogate using a variety of interfaces to retrieve and store information beyond the confines of their physically collocated host computer. Programs can be executed across these distributed resources, allowing researchers to harness the power of machines across the globe.
As the resources available within distributed environments became more diverse and more numerous, it became apparent that one of the major problems faced by distributed computing was locating resources of the desired nature before any computation could be carried out. To extend the information contained within the WWW, the Semantic Web concept was developed which associated meaningful metadata with Web entities to provide improved searching and cataloguing facilities, as well the ability to determine the provenance, or ownership and heritage, of these documents.
This array of distributed resources has also led to the development of the Grid computing model. The Grid model recognises that while computing resources should be available in the same way that the power grid is, on demand and ubiquitously, there are limitations based on the desire to extend virtual organisations across organisational boundaries in a secure manner. The Grid is now designated as a processing environment that enables the integrated, collaborative use of computers, networks, storage systems, and scientific instruments potentially owned and managed by multiple organizations. The storage systems may consist of a large virtual disk spanning the local and distributed nodes and providing a virtual network file system (NFS) or it may take the form of a distributed database. Regardless of the appearance to users, the network wide storage system is

backed by local storage somewhere. Grid technologies include Globus, the Open Grid Services Architecture (OGSA) and the Semantic Grid. These provide different way of viewing resource spaces and the means of determining the location and nature of a service. The focus of this primer is the Semantic Grid, which provides a service-oriented view of the Grid, where software agents provide services to each other by entering

into service level agreements (SLAs) within a variety markets. The key aspect of the semantic grid is that as much of the data in the system as possible is annotated with metadata in order to make it useful as knowledge. This knowledge can be used to help e-Scientists achieve their research goals and objectives as all data can be clearly identified, classified and used by the software agents. In other words, all data is actionable information.
The rest of this document describes distributed systems and the different network technologies which can support it, then discusses the impact that semantic metadata can have on service oriented architectures. Next, distributed object systems are discussed, leading to a description of programming models in the semantic grid. Finally, the role of data and its dynamic or static nature is described with reference to the semantic grid.
Metadata and Distributed Computing

Metadata is data stored about data. In a file system the data is the file contents and the metadata is the file name, ownership, creation time and so on. Changing the metadata does not change the data but it may change the way that the data is interpreted.

Consider a file containing the following data: 
It might be a ball.
If we assume that this data is stored with a filename then the interpretation of this data will be completely different if the filename is different. If the filename is “Why I need to buy a new tuxedo” then ‘ball’ is interpreted as some kind of party. If the filename is “What is that object lodged in my dog’s throat?” then ‘ball’ is interpreted as a spherical toy object. Metadata assists in the association of context with data. 
For e-Science the crucial step is to take data and turn it into knowledge. Not only does raw data have structural and contextual information associated with it, but the metadata can be further interpreted to provide the true meaning of the data. 

The meaning and purpose of semantics [CCP+04]:

· Capturing annotation concepts

· Annotating material

· Sharing with other:

· ontologies

· “functions”

· Discover, Compose, Integrate and Re-use

Distributed Systems

The development of the Internet allowed the interconnection of computers that were spread over large geographical areas. Prior to this, although computing could be carried out on multiple computers, such methods were restricted to single local area networks.

Distributed computing has emerged as an effective way of providing more computational power by combining the processing power of several machines spread over a physical area as well as placing a large number of processors into one physical unit with a common bus or data network. The first type of system is loosely coupled, while the second is tightly coupled [TvS02].
Since a distributed system is “a collection of individual computing devices that communicate with each other”[AW98] there are many different possible models of distributed system, ranging from shared memory and message passing machines in one physical cabinet to a loosely coupled group of workstations spread across the Internet.

In distributed computing, the execution of the user processes will take place over one or more nodes which are not necessarily located on the host from which the job was initiated. While it is conceivable that a distributed system’s scheduling algorithm may result in a job being executed on the initiating host it is the possibility that it may not be that labels it as a distributed system.
The outline models of distributed systems are:

· Tightly coupled distributed system, all processors in one machine, using shared memory.

· Tightly coupled distributed system using message passing - Each node has its own memory.

· Loosely coupled distributed system - This uses a strict client/server model. Clients cannot perform as servers.

· ‘Pure’ peer to peer (P2P) networks - No hierarchy, nodes connected via a network, resource discovery and routing are critical problems to solve for efficient use. Robust as the elimination of any one node doesn’t remove a ‘master’ node - self-healing should always be a possibility except where massive infrastructure failure has occurred. Nodes are both client and server.

· ‘Hybrid’ P2P networks - some nodes are client and server, some are just client or server.
Within these models, additional complexity is introduced based on whether the system is composed of homogeneous or heterogeneous nodes, and also the type of interconnect network. Tightly coupled systems normally share some form of machine data bus or dedicated data network. Loosely coupled systems have more possibilities:

· Homogeneous LAN systems - All the same machine type in a local area network. May be built for specific purposes or taking advantage of bulk corporate purchasing policies.

· Heterogeneous LAN systems - This system may be used within a single business or research entity and thus has more policy control and fewer ownership problems. This can include far more candidates since there is no ‘one architecture’ for conformance.

· Homogeneous WAN systems - This is a highly unlikely configuration unless there is one organisational entity that spans the WAN and can enforce homogeneity in physically distant locations.

· Heterogeneous WAN systems - There are no requirements for member type, location or ownership. This may or may not be a P2P or a more hierarchical system. The wide range of possible network and execution environments make effective and efficient use of this system difficult and challenging. 
Whenever distributed computation is to be carried out the executable code and the data will reside on sets of nodes which could be identical, share common nodes or be completely exclusive. The decision that must be made is: where should the code execute and where should the data be while the code is executing?
The movement of data to code and vice versa is decided by the efficiency of the move. Network bandwidth and computational power in various locations must be weighed up to determine the best solution for data and code storage and execution locations.

Moving a small piece of code to a large piece of data makes sense in many circumstances, but only if the final result is not a data stream much, much larger which then has to be passed back across the network. Similarly, moving data only makes sense if the overheads of moving the data are smaller than the costs incurred by not moving it.

The movement of code and data becomes most challenging when dealing with heterogeneous WAN systems. There are several issues facing the developers of such systems but the most important are:
1. Heterogeneity - the processing units will not all be of the same architecture or configuration and hence cannot be assumed to execute a program compiled for a single architecture or configuration.

2. Public network - A local area network (LAN) or wide area network (WAN) will have different bandwidth, latency and routing properties at different points in time, compared to a dedicated data network in a single multi-processor machine. More importantly, a public network will service many other users and may not have a quality of service strategy or prioritization mechanism to provide any overall guarantee of network performance.

3. Non-ownership - Not owning all of the components that are used for the computation has impact on the nature and resource load of the computation. While a dedicated multi-processor machine can be employed on one task, the nodes in a distributed system may be performing multiple tasks for the system or may even be carrying out non-system oriented activities while system jobs run (the cycle stealing model).

4. Non-local storage - The storage used may not reside on the user’s initiating host and may not even reside in one place within the system. There are many issues with non-local storage, some of which touch on the resource usage implications on non-owned systems and some of which deal with security. In short, if you cannot control the storage location then you cannot guarantee the data’s integrity.

5. Protocols and policies - In order to function as a virtual single entity, the distributed system needs to establish intercommunication protocols and policies that incorporate every node and meet the requirements of the user.
Ways to deal with the heterogeneity constraint include providing a virtual execution environment that masks underlying architectural differences, such as Sun Microsystems’s Java or Microsoft’s .NET, and enforcing strict policies that control what can and can’t be exchanged between nodes, such as the use of HTTP which allows WWW traffic to be visible on all platforms which support an HTTP compliant web browser. The HTTP protocol is stated explicitly to ensure that programmers can produce compliant servers - if the protocol is not followed then information exchange cannot be guaranteed[FGM+99].
Protocol and policies allow the statement of the ‘rules of conduct’ for a system. These can take several forms including information exchange protocols, such as HTTP and TCP/IP, or as service level agreements for establishing system performance characteristics.
The WWW and Web services

The WWW provided a means for a great number of heterogeneous computing entities to exchange information through the requirement for participants to adhere to two protocols: HTTP and HTML.
Providing a web server transports the information using HTTP and the web browser on the client can interpret HTTP, communication can take place.
Web services extend the concept of the WWW to include software systems that can support interoperable host-to-host interaction over a network. The interface to a web service is clearly defined using Web Services Description Language (WSDL) which identifies what the service interface is and how it can be accessed. SOAP is used to envelope data for communication between Web services, quite often using HTTP as an underlying transport where the data is serialised with XML. Note that Web services do not have to use HTTP or XML but quite often do.

At the same time as Web services were emerging, so did the notion of service-oriented architectures (SOAs) where a loosely coupled distributed system had all of its services provided by software agents that performed well-defined operations. These software agents could be addressed individually, rather than as sub-components of larger software applications and users only had to deal with the interface of the service, rather than that of a larger system.

An implementation of a web service is traditionally seen as a stateless processor of XML documents, although the outcome of that processing may result in a change of state elsewhere. Stateful web resource modeling is considered within the WSRF and will not be further discussed in this document.
Web Services and the Web Services Resource Framework (WSRF)

Because of the implied stateless nature of web services, a system has been proposed to express the relationships between stateful resources and Web services explicitly. This allows the system to capture and define what is occurring to the resource. WSRF can be seen as functionally equivalent to the Open Grid Services Infrastructure (OGSI) although it adopts a different terminology.
Currently, the semantic grid uses Grid services rather than WSRF Web services. Since the OGSI/WSRF alignment is still fluid, Grid services are seen as a stable alternative.
The WWW and the Semantic Web

The sheer volume of data contained in the WWW has led to many different techniques for attempting to index the Web space and catalogue its contents. Quite often, the agents of such indexing are robots that continuously prowl the WWW looking for new and modified data. Most of the indexing that takes place is based purely on the location of text within a document. This does not often capture the true essence of a document and, as WWW resources continue to increase in number, this is becoming less and less valuable as a means of indexing. Consider the metadata example from before. If I were to search for ‘ball’ as a text string in, say, Google I would find millions of hits with every possible definition of ball. If I were to search for ‘rubber ball’ or ‘masquerade ball’ then I would have more chance of finding the information for which I was looking, since I have provided more context. The vision behind the semantic web is that all data has meaning associated with it that can be used to search for, index and catalogue the data. The key to the semantic web is that it is a web of machine-readable information where the meaning is well-defined and standardised. Such a system greatly assists with the ongoing tasks of knowledge management, web commerce, e-business and, of course, e-Science.
As has been discussed in Chapter 2, the semantic web uses the XML based technologies of RDF, RDFS and OWL to associate metadata, type information, relationships and the meaning of such relationships with data stored in ‘ordinary’, HTML or XHTML, web pages.  Whenever data is added to the semantic web, metadata must also be added that meaningfully describes the data and allows machine interpretation of the data.
For example, were I put up a page with my address on it then I could associate metadata that identifies that:

1. It is an address

2. It is my address

3. It is written in English
Having done this, it doesn’t matter how I place the data on the human readable page, since machine interpretation can be carried out from the metadata. I need not concern myself with putting up my address in HTML in a certain format because I know that it’s more machine-friendly. The display of data and the representation and meaning of data can be separated and both needs can be met without having to compromise either the human or machine requirements.
Web Services and the Semantic Web

A web service defines its interface which allows clients to understand what is required when they wish to use the web service, but also allows the clients to search for a web service of a given type. This does not mean that the web service has a machine-interpretable meaning - it describes how to connect to it, what to expect.
Unifying the rich metadata systems of the semantic web with web services produces web services that are fully described in a way that allows agents to determine if, given a choice of multiple web services, they are choosing the correct one. The web service would be defined in its nature as well as its interface. This further expands name transparency for such a system and reduces the dependency upon a priori human knowledge of service locations.

The semantic web does not require web services to provide its facilities as it is concerned with metadata annotation but web services can benefit greatly from the integration of the semantic web technologies.
The Grid

The term ‘Grid’ was first used in the mid-1990s for a proposed distributed computing infrastructure to be used for advanced science and engineering [FKT01, RBJS03]. Since the organizations requesting the use of such infrastructure may not overlap with the physical organisation of the infrastructure the consideration of virtual organisations became important. The key concepts behind the Grid are the “coordinated resource sharing and problem solving in dynamic multi-institutional virtual organisations” [FKT01].
The Grid builds on distributed systems technology but includes a notion of federation and unification of services, authentication and programming models that was not previously used.
[image: image3.emf]
Figure 1. Grid protocol architecture, from [FKT01]

Initially services could be provided and implemented as persistent services with usage protocols or as software development kits with APIs. This is extended under the Open Grid Services Architecture (OGSA) where services are made available as Grid services. Each Grid service is also a web service

and is described using the Web Services Definition Language (WSDL) [Atk03, CCMW01]. This alignment of Grid technologies with Web services allows the redefinition of the Grid as a set of Grid services, which in turn provide services to Virtual Organisations (VOs) [FKNT02].
The term architecture denotes that there are a well-defined set of basic interfaces which can be used to construct systems, using WSDL with extensions to support the distributed and collaborative nature of the Grid. Grid services, contrasted with web services, are stateful service instances although they are potentially transient.
[image: image4.emf]
Figure 2. General design of OGSA, from [FKNT02]

When a Grid service instance is requested, a factory is located that provides the service and an instance of the service is produced and associated with the client. This is why state information can be kept, since there is a per-user instance of the service. It also explains the potentially ephemeral nature of the Grid service. In Web services the stateless web service can serve many clients without respawning but a Grid service instance must be produced on demand from a factory.
Once that demand no longer exists, the service instance may be destroyed (depending on protocol specifications).

The Semantic Grid

In turn, the Grid community has started to look at adding semantically rich metadata to the Grid computing environments [DRJS03]. This notion of a Semantic Grid provides a means for annotating Grid computational elements and resources in such a way that automation can be used more effectively, as well as providing a backbone for provenance and repeatability.
The semantic grid is a service-oriented architecture with a highly developed knowledge layer that tracks the addition to, and maintenance of, the knowledge captured within the system. Data streaming from instruments must be annotated with metadata to provide their meaning. Once meaning and context have been associated with the data then the domain ontology can be used to provide the data as knowledge.

An ontology is a way of defining the terms used to represent and describe an area of knowledge. They can be used by humans and machines but are of interest here as they allow the machine interpretation of concepts within a conceptual hierarchy and a means of determining the relationships between such concepts.
This allows the widespread use of agents in the negotiation of knowledge and processing markets. Agents can also free human researchers to perform the work that they are paid to do, rather than having to manipulate computer resources to achieve their aims. The semantic grid is regarded as a basis for the successful and effective adoption of e-Science, where non-computer scientists can use computing resources effectively, efficiently and collaboratively while still retaining control of their own research and the use of their own resources.
Some uses of such a system include [DRJS03]:

1. Automated analysis runs on the receipt of new lab samples

2. The automatic flagging of data of interest and the alerting of appropriate human staff

3. Automated cross-checking of results in the published data corpus

4. If desired, automated result publishing for external verification and cross-institution collaboration

5. The automated gathering of provenance and verification information
All of these options greatly improve the efficiency of scientific operations and demonstrate how the semantic grid can assist the e-Scientist.
So the infrastructure of the semantic grid is composed of
1. Services

2. Service owners

3. Service consumers

4. Markets

5. Market owners

6. Market users
Consumers are bound to service providers by service contracts, which are negotiated by agents in the marketplaces.
The service-oriented approach taken by the semantic grid differs from that of OGSA [FKNT02] since service development can be undertaken by autonomous agents and the notion of marketplaces where agents can trade their services, developing dynamic SLAs for such a trade. As an example, we shall tie one of the use examples to the infrastructure outlined above.

A human staff member registers with a notification service that they wish to be informed of the results of a particular experiment, especially if a certain result is revealed. Their agent enters into a marketplace and negotiates an arrangement with a service provider who can meet the service requirements. A contract, or SLA, is established which dictates the terms of their agreement.
Now, as the results are generated, the service provider is aware of who is consuming their notification service and under what conditions they wish to be notified. No further action need to be taken by the human staff member.
The Semantic Grid and the Semantic Web

The semantic web is a logical fit to the semantic grid as machine-interpretable goal of the semantic web is a natural facilitator for the agent-based service-oriented architecture of the semantic grid.
Since the agents of the semantic grid need to be ‘well-informed’ in order to represent their clients in the marketplaces and negotiate services properly, this shows an opportunity for the rich metadata annotation of the semantic web.
System Architectures

The architecture of these systems are composed of the structure of the components, the visible properties of the components and the relationships between components [The03]. There are three basic models that we shall consider, although many software systems can be said to span more than one of them. As will be mentioned later, the determination of which architecture a system belongs to is often open to interpretation.
In essence, the question is “How do I see the entities within my system?” Do I see them as services, resources or objects?
Service oriented architectures: Service oriented architectures have already been defined for OGSA and semantic grid within this document and elsewhere but are, in summary, communication with a given service by sending information and requests to a specific communication point associated with that service.
Communication is stateless and the service point is always the same, regardless of previous communication.
A service cannot be locally cached, unless special arrangements are made, hence the service does not get out of synchronisation with itself, regardless of how many people are using it.
It appears to be a point of faith that Web services are stateless, while Grid services can be stateful, due to the different instantiating mechanisms and state association.
Resource oriented architectures: Resource oriented architectures focus on the location and retrieval of resources, where resources have both identity and state.
Referencing a resource often involves making a local copy, which potentially has to be uploaded or resynchronised with the original at some stage.
Object oriented architectures:  In an object oriented architecture, communication takes place between object instances where each instance has an identity, a current state and an associated set of behaviours defined by its specification.
Communication is stateful as the system is dealing with a separate instance rather than a static communication point that facilities service communication.

Objects reside on a server, which implies that all communication traverses the network, but can migrate under certain circumstances if required for performance reasons. Object migration can represent data or process migration depending on what is being moved.
Distributed object systems:  A distributed object system is an object oriented architecture where objects spread across a set of nodes use object references to perform computation. Traditional elements of distributed object systems include stateful instances, inheritance of implementations, service mobility, well-defined interfaces and a global name system.
REpresentational State Transfer (REST) and SOAP:  REST is a resource-oriented system built on HTTP and HTML. Resources are retrieved and the client’s state changes based on the processing of the retrieved resources. Users can use hyperlinks to change the client state. SOAP, being service-oriented, is a direct competitor with REST but the two approaches can be used together for services of a particular type.
Which model does the semantic grid use?
Arguably, a horse could serve both purposes, up to a point, but eventually the user’s purpose will override the other interpretation and it will either become too tough to eat or too dead to ride.

The semantic grid is a service oriented model although it shows some of the features of a distributed object system. The semantic grid was not designed as a distributed object system and, like the Grid, does not enforce sufficiently strict structural requirements to ensure that it can function as a distributed object system. For example, while the semantic grid does support the notions of stateful instances, interface definition (using WSDL) and global naming, it does not support true process migration or service mobility as a specific part of its architecture, although they could be implemented. There is, in OGSA for example, no well-defined behaviour for factory re-binding.
The focus of semantic grid is upon services. These services are made available in marketplaces where agents can enter into agreements to use these services under certain conditions. This is a service-oriented model.
There is a point of discussion here as to whether, just because something appears to be a distributed object system at one level, it actually is a distributed object system at its core. If grid services are used to mimic such a system does that change the Grid model?
Programming models

The new Grid programming model adopted for Globus and OGSA is based around the Open Grid Services Infrastructure (OGSI) Grid Services Specification (GSS). In its simplest form at server side this requires that a service implement all of the portTypes which were defined in its associated WSDL entries. In other words, a service cannot advertise what it has not implemented. At the server side the programming model provides default implementation classes as well as a notion of service data which provides access to the state of a service.
At the client side, mechanisms must be provided that allow interaction to determine grid service handles and references, which are used in the location and generation of new grid service instances.
This client/server model is built upon a message passing programming model rather than a distributed shared memory (DSM) or virtual DSM model. 

What is of particular interest here is the handling of ‘dirty data’, data which has been changed as part of the computation and must be committed to storage somewhere. In a traditional programming system on a single machine, such data could be written to a file. At the low level, the data is not actually written to a file but is placed into buffers inside the kernel that map to a file out on disk. When the kernel detects that the data in the buffer has changed, is dirty, then it will write the new information back to the corresponding point on the disk before it disposes of the buffer.
Obviously, a power interruption or deliberate subversion of this system will prevent this from occurring. The inability to cope with data update failures and data coherency impacts directly upon the reliability and fault tolerance of a system.

In a client/server system the responsibility for handling changed data rests with the client or server, who then communicate the changes to each other. If a failure occurs at either end then there is no inherent risk to data coherency since there are multiple strategies that can be employed, such as time outs or the use of multiple clients and servers, to ensure some form of reliability and fault tolerance. The addition of semantic annotation and automated agent technologies can ensure that clients and servers use the expected and desired strategy to perform their data handling.

In an environment that supports or emulates shared memory many issues arise including data caching, the coherency of these caches and what happens if a shared memory node fails. This requires that the shared memory service is written in such a way to ensure that it provides the user-desired level of fault tolerance and reliability - in other words, that it acts as the user expects it to act.
Such expectations can only be partially captured using traditional resource and service definitions.
The full semantic annotation of such a service can be used when determining service contracts to ensure that the service provides exactly the desired level of fault tolerance and reliability. Checkpointing and rollback have been used in distributed architectures to ensure that an interruption to data updating is limited in scope. A checkpoint is a point where a coherent view of the data across the system is determined. At this point, all data has been committed up to a given point and the system is in a determined and sensible state. Rollback takes place if something occurs to prevent reliable or accurate commitment of data and the system returns to a previously checkpointed state. This requires not only that the state is somehow stored but also that the system can determine a point to checkpoint.
In the resource-oriented architecture, the local caching of resources led immediately to a potential problem with ensuring that the data was updated correctly in the original location. In a service-oriented architecture, problems arise when multiple services are composed together in such a way that virtual datasets are created as the output of one service, which are potentially not stored anywhere prior to being fed to the next service in the workflow. These virtual datasets could also be cached and used in lieu of a new instance of the workflow, in other words the data is seen as a composition of workflows or processes in a process network. When the workflow is reused without any input changes, since the composition is unaltered, the data is provided from the cache.

In an environment that supports or emulates shared memory many issues arise including data caching, the coherency of these caches and what happens if a shared memory node fails.

Without checkpointing, if computation is interrupted and dirty copies of data exist then there are three basic options:
1. Throw it away and perform the computation from scratch. (Easy to implement)

2. Hang on to it if it’s complete and effectively cache it. (Requires a service to use this cached mode)
3. Hang on to it regardless and risk contaminating the computation. (Undesirable)

Within the semantic grid an additional option can be added.
4. Consult the explicitly defined SLA to determine what to do.
Obviously a checkpointing system and associated storage requirements can be negotiated as part of an Agent/Service contract. With metadata annotation the choice of service can be optimised since an agent can enter into negotiation to determine if the service can provide everything required.
Checkpointing and recovery in the grid is currently being handled by a separate working group, GridCPR (https://forge.gridforum.org/projects/gridcpr-wg) and is beyond the scope of this document.
Returning to the issue of the semantic grid’s programming model, it must logically adopt aspects of OGSI such as the honest advertisement of an interface but, as well as that, it must also commit to a client model that supports the ability to develop and participate in ad-hoc marketplaces as well providing contract negotiation, commitment and authentication facilities. Given that services can be integrated that provide a virtual distributed shared memory model and the semantic grid can function in a purely agent based software model, it can function as shared memory, client/server and message passing. Regardless of which model is chosen the marketplace-based negotiations require sufficient annotation for any service to allow negotiation by the client’s agents. Thus, whichever model is used, the rigourous use of meaningful annotation allows the choice and use of the programming model that most suitably meets the client’s needs.

The semantic grid also supports an event driven model where entities can use registrations of interest to be notified when a certain action has taken place. This form of message-passing model allows agents to register interest and then either attend to other matters while they await the notification that they must act upon. Similar models exist for programming GUIs and are also found in languages such as Scheme.
Even if different programming models are in use throughout a computation, the use of inter-model ontologies would allow intercommunication between the two systems in a way that neither breached the structure of the models nor caused coherency, reliability or fault tolerant issues to emerge.
Data in the Semantic Grid

Since the semantic grid is service-oriented, all resources must be located behind an appropriate resource provision service. Two examples of this include the Storage Resource Broker (SRB)[BMRW98] and the myGrid information repository (mIR) [GWL+03]. Thus all storage exists as a locatable service which may be accessed via middleware, API or as a Grid service, depending on implementation.
The handling of such data is, again, defined by the SLA negotiated by the agent when requesting the service. If multiple similar services exist with slightly different features then a mobile autonomous agent may have a wide range of choices. This implies that any storage system should be chosen by providing desirable values for a large number of potential attributes, only discarding an attribute if no service provides it in a useful manner.
Dynamic data, in this context, is data that is produced in response to an implicit or explicit request for a service. A service invoked as part of a workflow is implicit invocation since the user has not specifically requested the service, they have requested the workflow.
Since all data is, by definition, provided by a service all data could be viewed as dynamic since there is no way for an agent to determine whether the data is being produced on demand or is being issued from a permanent store or cache. Thus the service must advertise how it is providing the data, if this is important to the agent. This, in turn, advocates a strong provenance mechanism adopted across the semantic grid since interrogating the provenance data will determine how and when it was produce, and who produced it.
There may be performance advantages in choosing a data service which is using efficient caching strategies and producing additional data locally, rather than picking a service which is recreating the data every time and is constantly pulling key data from external sources.
Conclusion: Semantic Grid and Distributed Computing
The semantic grid provides a flexible, extensible and user-configurable model for grid computation through its use of automated agents to negotiate the services that the user requires within collaborative marketplaces. This allows the choice of the service that is actually required, from the use of semantic annotations, rather than one that merely presents the correct interface.
This is of great benefit to the e-Scientist as it removes the requirement for the selection of the correct service as this can be done automatically. The marketplace model also supports a strong event-driven model that allows the registration of interest with information services to establish what information has to be passed, under what circumstances it should be passed and to whom it should be passed. Thus an agent can perform multiple activities while waiting to be notified of results or other actions that need to be taken.
Combining all of these aspects with the knowledge rich aspects of the semantic web provides a powerful and flexible model for grid computation that is a key component of the infrastructure for e-Science.
Scientific Applications and OWL
Scientific disciplines such as earth and climate sciences, particle physics, astronomy and others – domain or application sciences -- have driven the development and adoption of Grid computing because it alleviates the increasing burden laid upon scientists by a trend towards larger, inter-disciplinary, distributed, and international research collaborations.  Secure, fast data transfer, high performance networks, and grid service architectures are some of the successful technologies that have been adopted by large-scale, data-intensive scientific collaborations. However, the advances in science facilitated by computing grids are now challenged by a tidal wave of information that results from the very same advances.  Scientists face a new, perhaps heavier burden for managing, discovering and accessing the volumes of complex data and information produced by three groups of scientific activity: simulation-driven, experiment/observation-driven, and information-intensive.  

Simulations, observations and experiments are currently capable of producing far more data than is possible to analyze.  Only a fraction of the amount produced is analyzed and much data is stored for the science of the future.  Data that has been transformed into knowledge, analysis results, and experimental conditions needs to be electronically recorded in a more systematic way.  For instance, data is stored in archives but not linked to analysis results that may be recorded in paper or electronic publications.  Experimental conditions may be recorded in a scientist’s notebook (most often paper-based), and the location of all these notes may remain in a scientist’s mind.  This data and the knowledge accumulated from it will lose its value in the future if the mechanisms for inventory, cataloging, searching, viewing, retrieving, and presenting this data are not quickly improved.  

For example, at the end of 2002, the volume of climate modeling data available to the climate research community produced in the US was 75 Terabytes (1.2 million files) distributed across 5 storage facilities, and as much as 3 Petabytes (3000 TBs) are expected for the end of 2007.   Part of this data will be made available to scientific communities through the Earth System Grid, (ESG) a project of the U.S. Department of Energy Scientific Discovery through Advanced Computing program.  Simulation data produced for the Inter-governmental Panel on Climate Change (architects of the Kyoto treaty) was expected to amount to 18.91 TB (see a instance of the metadata file for one the simulation results encoded in a semantic language in Figures 1a-c below).  The Grid Physics Network serves the need of “scientific and engineering projects that collect and analyze peta-byte scale datasets,” that are collected by scientific instruments.  Nanoscience, a new science driven by experiments and observations on scientific instruments and techniques such Electron Microscopy, X-ray diffraction, Neutron Scattering, and Nuclear Magnetic Resonance, has growing needs to handle both complex and high-volume data.  Information-intensive sciences, notably systems biology in which results from disciplines at several scales (proteomics, genomics, cell behavior, anatomy, medical informatics, etc…)   and recently homeland security, depend on the ability to understand and integrate a heterogeneous collection of information involving billions of individual data sets, created by multiple techniques at numerous locations under multiple research programs.  

Although aspects of data management such as high performance storage, distributed networks, data movement and secure access have been studied and solutions proposed in Grid computing, metadata, data description, and logical organization have so far received very little attention.  Given the size, number, and heterogeneity of datasets and their distributed storage locations, pressing needs have emerged in scientific applications for fine granularity identification of datasets to analyze through more precise searches, intelligent discovery and retrieval mechanisms.  Some Grid tools already exist that propose solutions to manage the metadata aspects of scientific (and other) data: the Metadata Catalog Service stores metadata and logical name of files associated to this metadata; the Replica Locator Service associates a logical file name with a physical file name and/or a path to the location of a dataset.   The orderly collection of metadata is essential for scientific investigations – but its potential value is realized only when metadata is used to discover, interpret, evaluate, and transform the data.   For knowledge-driven tasks such as metadata assignment, intelligent discovery and data transformation, metadata must be augmented by semantics, and metadata-related tools must be “semantically-enabled.”  The question is not what the grid can do for semantics or what semantics can do for the grid, but what a semantically-enabled grid can do for scientific users.

There are several types of Semantic Grid users, each with common and specific needs:  senior staff scientists, junior staff scientists, graduate students, developers for scientific programming, scientific data managers, scientists responsible for instruments at user facilities, program mangers, and others.  The list below exemplifies the kind of questions and tasks for which a scientist would use semantically-enabled grid tools.

· Automatic, intelligent, complex searches through databases and computations such as :

· "Correlate the new molecular structure with the existing structural databases; what are the likely physical properties of the crystal?" 

· "Retrieve & align 2000nt 5' from every serine/threonine kinase in Fabacae expressed exclusively in the root cortex whose expression increases 5x or more upon infection by Rhizobium but is not affected by osmotic or heavy-metal stresses & is <40% homologous in the active site to kinases known to be involved in cell-cycle regulation in any other species"
· Provenance: tracing back the various transformations with their associated metadata a given dataset was submitted to.  Questions such as:  

· Which (simulation) dataset was this dataset derived from?  And the one before that?    

· What variables were changed in the simulations in order to arrive at this series of datasets?
· Knowledge inference through data derivation:  

· Knowing that the following datasets were derived from each other, which other datasets were related to a given one in the chain?  

· Knowing that a given tissue was affected by an injury, what other parts of the anatomy are likely to be also affected?

· Automatic capture of metadata thanks to reasoning engines:

· Metadata schema development and re-use:  highlight the complexity of data by expressing relationships between the elements describing the data:

· In an economical and efficient manner, how do I express the fact that a type of dataset contains a subset of variables from a given list, but not all of them? And that another type contains another subset of variables from that same list, and that the two files are related?

· Cataloging and annotating legacy data and accessing it by search tools 

· Develop and maintain XML metadata schemas that are discipline specific and not project specific thanks to the use of ontologies found in ontology repositories:

· This GDS schema for earth sciences already exists, but it does not quite fit my needs. I want to use it as much as possible.  How do I modify it without breaking the data model/structure, and without too much rewriting of the tools that go with it?

· How do I ensure that there is no conflict between the existing elements and the one I want to add?  I need a software that highlights the potential conflicts so I can make decisions quickly.

· Federation of data storage systems and merging XML metadata schemas:

· This project group and mine have been collaborating more and more closely.  Some years ago, each of us separately developed their own XML metadata to classify and search on our own data.  Now we would like to share our data and make it available to both groups through a single search tool.  How can we federate our data holdings within the same framework that would provide tools for both data stores?

· Can we also reconcile our XML schemas or have them inter-operate over the data?

· Workflow composition:  dynamically compose and configure a sequence of programs that push a dataset through from one program to another with minimal or no manual input from the user.

OWL, the WebOntology Language
OWL has been accepted as a draft standard recommendation by the World Wide Web Consortium (W3C) since August 2003, and the latest specifications came out in February 2004.  “The W3C was created in October 1994 to lead the World Wide Web to its full potential by developing common protocols that promote its evolution and ensure its interoperability. W3C has around 350 member organizations from all over the world and has earned international recognition for its contributions to the growth of the Web.”  OWL is built upon RDF and RDF-S, which means that it incorporates concepts and constructs from RDF and adds new capabilities of expressiveness.  However, OWL is not just an extension of RDF and RDF-S as it would ideally be the case: some very expressive features of RDF such as the class and property are not extended.  OWL extensions enable OWL to be backward compatible with RDF (itself backward compatible with XML) so that OWL encoded schemas are readable by tools built for RDF and XML.  For instance, an OWL document can be read in an XML – enabled browser.  However, the machine-readable concepts that take advantage of OWL in an OWL document, although they can be represented in XML, can no longer be used for OWL-based reasoning.  This is what is meant when one says that an OWL-encoded document looses its expressiveness when represented by a lower level of semantic encoding such as RDF and XML.  In a similar way an RDF-encoded document looses its expressiveness when read by an XML-based tool.  

(Marlon: if it’s not already in the document, the layer cake figure may be of interest here)
Figure 1a shows an example of what an OWL-based document looks like in Internet Explorer with its namespaces at the top of the figure.  It represents the entities “Dataset” and “Parameter” with the property “hasParameter” that were created to specify instances for climate data.  It was first uploaded from an XML document, and basic relationships were added.  This document was created for ESG with OilEd, an ontology editor and Protégé, an OWL-enabled knowledge engineering tool.

Figure 1a:  The file JDL_example3.owl in Internet Explorer.
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<?uml version="1.0" encoding="S0-8859-1" 7>
~ <rdf.RDF xmins: owl="http://vivive.w3.0rg/2002/07/owil#" xrmins: de="http:/ /purl.org/dc/elements/1.1/"
srrlns: nsi :/C:/Program9%20Files/OilEd/ontologies/ESG/jdI_example.daml*
srmins: oiled="http:/ /img.cs.man.ac.uk/oil /oiled#" xins:rdf="http:/ /veveve.w3.0rg/ 1999/02/22-rdf-syntax-
ns#" «rmins:rdfs="http:/ /veveve.w3.0rg/2000/01/rdf-schema# "
srilns: xsd="http:/ /vevewe.w3.0rg/ 2000/ 10/ XMLSchemas# ">
~ <owl:Ontolagy rdf: about="">
<de: title>IDL_example</dc: title>
<dc:date>December 09, 2003</dc: date>
<dc:creator>Line Pouchards</dc: creators
<de:description />
<dc:subject>parameters in ESG schemas/dc: subject>
<owl: versioninfo />
</owl: Ontology> -
- <owl:Class rdf: about="file:/C:/Program@e20Files/OilEd /ontologies/ESG/jdI_example.dami# dataset’>
<rdfs: |abel>dataset</rdfs: label>
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:25:532 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</ailed: creator>
</owl:Class>
- <owl:Class rdf: sbout="file:/C:/Program@20Files/OilEd/ontologi
<rdfs:|abel>parameter</rdfs: label>
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:26:072 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</ailed: creator>
</owl:Class>
- <owl: ObjectProperty rdf. about="file:/G:/Programd%
20Files/0ilEd/ontologies/ESG/jdI_example.daml#hasParameter'>
<rdfs:|abel>hasParameter</rdfs: iabel>
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:26:252 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</niled: creatnrs

Bl |
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Figure 1.b is from the same OWL-based document, and shows parameters.  

Figure 1b: List of parameters: cloud_medium, temperature, and bounds_latitude relevant to a dataset in ESG.
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- <rdfs: domain>
<owl:Class rdf. about="file:/C:/Programoio
20Files/0ilEd/ontologies/ESG/jdI_example.daml# dataset" />
</rdfs: domain>
- <rdfs:range>
- <owl:Class>
- <owl:oneofs
- <rdfiList>
- <rdf.first>
<owl: Thing rdf: about="file:/G:/Programd%
20Files/OilEd/ontologies/ESG/jdI_example.daml# cloud_medium’ />
</rdfifirsts
- <rdfirests
- <rdfiList>
- <rdf.first>
<owl: Thing rdf: about="file:/G:/Programd%
20Files/0ilEd/ontologies/ESG/jdI_example.daml#bounds_latitude” />
</rdfifirsts
- <rdfirests
- <rdfiList>
- <rdffirst>
<owl: Thing rdf: about="file:/G:/Programd%
20Files/OilEd/ontologies/ESG/jdI_example.daml#temperature’ />
</rdfifirsts
<rdfirest rdf:resourc
</rdfiList>
</rdfirests
</rdfiList>
</rdfirests
</rdfiList>
</owl: oneofs
</owl:Class>
</rdfs:range>
</owl: ObjectProperty>
+ <owl: ObjectProperty rdf: abou
~ <rdf. Description rdf: about="file:,
20Files/OilEd/ontologies/ESG/jdI_example.daml#temperature'>
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:27:142 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</oiled: creator>
- <rdf.types>
<owl: Class rdf: about=
20Files/0ilEd/ontologies/ESG/jdI_example.daml#parameter” />
</rdftypes>

</rdf: Description
— ceeif:Nacerintion rrif: shot—tfila: /0 /DenaramOn
«

"http:/ /vvew.w3.0rg/2002/07 fowil#nil' />

"#jdI_example.damlhasParameter’>
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Figure 1c illustrates the end of the same OWL-encoded document with the instance of the OWL-encoded Dataset which is named: PCM.B06.dataset1.  

Figure 1c:  Metadata enriched with OWL semantics for the dataset PCM.B06.10.dataset2.
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</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</oiled: creator>
- <rdf.types>
<owl: Class rdf: about="file:/G:/Programoi
20Files/0ilEd/ontologies/ESG/jdI_example.daml#parameter” />
</rdftypes>
</rdf: Description
- <rdf.Description rdf: about="file:/G:/Programd%
20Files/OilEd/ontologies/ESG/jdI_example.daml#cloud_medium'>
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:27:212 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</oiled: creator>
- <rdf.types>
<owl: Class rdf: about=
20Files/0ilEd/ontologies/ESG/jdI_example.daml#parameter” />
</rdftypes>
</rdf: Description
+ <rdf:Description rdf: sbout="file:/C:/Programee
20Files/OilEd/ontologies/ESG/jdI_example.daml#bounds_latitude’>
- <rdf.Description rdf: about="file:/G:/Programo
20Files/0ilEd/ontologies/ESG/jdI_example.daml#PCM.B06.10.dataset1">
- <rdfs: comments
<i[coATAL 11>
</rdfs: comments
- <oiled: creationDate>
<![CDATA[ 2003-12-09T21:30:182 ]]>
</ailed: creationDate>
- <oiled: creators
<U[CDATAL 71p 11>
</oiled: creator>
- <rdf.types>
<owl:Class rdf. about="file:/C:/Programdio
20Files/OilEd/ontologies/ESG/jdI_example.daml# dataset" />
</rdftype>
<ns0:hasParameter rdf.resource="file:/C:/Programoe
20Files/OilEd/ontologies/ESG/jdI_example.daml#bounds_latitude’ />
<ns0:hasParameter rdf.resource="file:/G:/Programoo
20Files/OilEd/ontologies/ESG/jdl_example.daml# cloud_medium’ />
</rdf: Description
+ <rdf:Description rdf: sbout="file:/C:/Programee
20Files/OilEd/ontologies/ESG/jdI_example.daml#PCM.B06.10.dataset2">
</rdf.ROF>
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One of the main uses of OWL as an ontology language is the possibility of building reasoning and inference engines that use OWL properties to make assertions about elements in an OWL-encoded document.  Thus a metadata schema designed for an application science with complex data and analysis methods (this is almost redundant) will be more rigorous than the same metadata encoded in RDF.  Recording some properties of the data in XML can be cumbersome and leading to errors creating logical conflicts between elements.  Re-using an XML schema or parts of it for annotating application data for which it was not designed may also lead to conflicts in the “meaning” of the XML tags (elements).  For instance ESG has a long-term plan of federating its data with that of the British Atmospheric Data Center and other climate data to enable scientific users to perform data searches across the archives held in both countries.  Federating XML-based resources in order to search for data across several archives will be difficult, inefficient, and error-prone without enriched semantics in the metadata such as those proposed by OWL.   Inevitably, the ad hoc merging of two XML schemas within the same discipline will lead to redundancy and overlapping elements.  Redundancy may have to be resolved by verbal consensus for a given collaboration (which may take a long time).  Overlaps may be ignored or unnoticed until they cause errors or inefficiencies.  For instance, searches for data based on given metadata elements as criteria may not return all the documents fitting the criteria.  Another issue arises if a search returns too many documents that a scientist needs to sort manually in order to sift through the interesting data.  This example applies in particular to molecular biology and genomics.  In these disciplines, a scientist needs to perform a series of searches through many databases in order to sift through the hits and obtain a manageable number of highly relevant gene sequences, from the thousands initially returned.   These examples are particularly relevant in the context of increased national and international collaborations for “doing science.”

Reasoning engines based on the same logical assertions as OWL (Description Logic) are capable of checking the internal consistency of an OWL-based document or schema and suggest some changes to a schema containing conflicts between its assertions.  Reasoning engines can also infer knowledge, ie. produce results considered true in the system that other programs can use.  This is useful for the engineering of ontologies in general and schema federation in particular.  In the sciences, it is essential due to the complexity of the data and experiments, the fact that many scientists may be involved in the development of a metadata schema for metadata databases, and the gray areas of research where knowledge has not yet been solidified, but which is where breakthroughs typically occur.  Figure 2 is an example of errors in the engineering of an owl-based schema for ESG.  A test of for the legal construct of the ontology determines that the property isParentOf and hasParent cannot be encoded as symmetrical properties unless both pertain to the same domain.  The property was describing the fact that in earth science simulations, some simulations are said to be parent of other simulations when they are derived from them.  Derivation under certain conditions can also be encoded in OWL, therefore can be inferred (see the example for transitive properties below).  The properties isParentOf and hasParent are symmetrical in OWL if:

Simulation A (isParentof) SimulationB  implies that SimulationB (hasParent) Simulation A.   In this case the error message pointed to the fact that the property isParentOf was construed as applying to simulations, but the property hasParent was not.   

Figure 2:  A test of the ontology shows that this property is not properly encoded.
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The rest of this document will concentrate on the main elements and properties of the OWL language, with mention of the differences with RDF and RDF-S when there is possible confusion, and special attention of the particularly useful features and benefits that encoding in OWL brings to a document. 

Class and Property elements
Classes in OWL are specified by an owl:Class element, where an owl:Class is a sub-class of an rdfs:class. Two kinds of properties can be specified with the owl:ObjectProperty and owl:DatatypeProperty. These are the two cases where OWL is not an extension of RDF-S;  these design features were decided upon in order to avoid unnecessary computing load on reasoners.   Object properties relate objects to other objects, and data type properties use the XML most frequently-used datatypes, string, integer, Booelan, time and date.  

Owl is able to encode the fact that two or several classes are disjoint with the owl:disjointWith element.  Two classes are declared disjoint if all members of the set described by the ontology can be members of one class or the other but not of both.  For instance, disjoint classes is expressed by the declaration that “everything in the Process Specification Language is either an Activity, an Activity-Occurrence, an Object or a Timepoint (Axiom 9).”  

The equivalence of classes is specified with the owl:equivalentClass element:

<owl:Class rdf:ID=”user”>


<owl:equivalentClass rdf:resource=”person”>

<owl:Class>

Inheritance in object-oriented modeling can be expressed using reserved terms in the language in OWL and RDF but in a different manner (whereas it can only be user-defined in XML).  RDF-S specifies classes and subclasses.  In OWL, sub-classes are indicated by a restriction on properties, and if desired, a value for the restricted property. 

<owl:Class rdf:about=”#magneticSpectrometer”>


<rdfs:subClassOf>



<owl:Restriction>




<owl:onProperty rdf:resource=”#hasMagnets”>




<owl:allValuesFrom rdf:resource=”#Spectrometer”>



</owl:Restriction>


</rdfs: subClassOf>

</owl:Class>

Inference on the property restriction of OWL allows to declare that all spectrometers that have magnets are magnetic spectrometers.  If an instance S1 is a spectrometer and if S1 satisfies the property hasMagnet, then S1 is a Spectrometer.  One advantage of such inferences is that the restrictions may be exposed to a (Web) interface and used by a reasoner.  

OWL  allows defining inverse, transitive, symmetric, and functionalproperties by reserving the terms:

owl:inverseOf; owl:TransitiveProperty; owl:SymmetricProperty; owl:FunctionalProperty; owl:InverseFunctionalProperty.

These are special types of properties that allow programmatic reasoning on OWL encoded schemas.  For instance, if the property isGeneratedBy is transitive, a value assigned to an object for this property may also be assigned to another object, without the property isGeneratedBy being explicitly asserted between those two:

If the value of isGeneratedBy is “uses CCSM modeling code” for Dataset X,

if Dataset Z has the property isGeneratedBy for the object domain Dataset Y; 

and if Dataset Y has the property isGeneratedBy for the object domain Dataset X, 

then, the assertion Dataset Z isGeneratedBy Dataset X is true

and Dataset Z has the property isGeneratedBy taking the value “uses CCSM modeling code”.

This result about Dataset Z can be obtained by a reasoning engine, and then used by an automatic metadata capturing tool in order to populate a metadata database.  Automatic capture of metadata related to datasets is an important aspect of data Grids.   

Figure 3 illustrates owl:SymmetricProperty, owl:InverseOf; and owl:TransitiveProperty.  OWL also defines owl:FunctionalProperty where an object can have only one value, and owl:InverseFunctionalProperty where two different objects cannot have the same value (unique identifier).
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Simulation Run A has_sibling Simulation Run B implies that Simulation Run B has_sibling Simulation Run A.


[image: image10]
The property isGeneratedBy is transitive between instances of the ESGSimulation class.
OWL allows the constructs required for specifying the Boolean combinations of classes with the following:

owl:complementOf, owl:unionOf, and owl:intersection.

Namespaces

An OWL ontology is an RDF document that specifies some required namespaces.

<rdf:RDF 

xmlns:owl=”http://www.w3.org/2002/07/owl#”
xmlns:rdf=”http://www.w3.org/1999/02/22-rdf-syntax-ns#”
xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#" 

xmlns:xsd=”http://www.w3c.org/2001/XMLSchema#”>
Note that in Figure 1a, the editor added the additional namespace of the Dublin Core to record person information and a namespace (C:/Program Files/OilEd/ontologies/ESG/jdl_example.daml) that points to the file on the local host from which the definitions in Figure 1 have been imported.

Example: An OWL ontology for DNS zone records
Introduction 

This document has been produced in response to a request from Marlon Pierce for “an example ontology that is simple enough to use as an example but of scientific interest.” 

The Domain Name System (DNS) provides a mapping from the Internet Protocol (IP) addresses of computers to names, which allows the imposition of a human-friendly hierarchy of names on top of a sea of numbers. While the IP addressing system is hierarchical, it is generally easier for users to recall the names of machines and domains rather than a multiple digit stream. 
The origins of DNS are described in detail in RFC 1034 (P. Mockapetris) and will not be further explored here other than to note that DNS is designed to be extensible, distributed, general purpose and capable of supporting local as well as global structure. RFC 1034 and 1035 have been the core references for this document and are available at ‘http://www.dns.net/dnsrd/rfc/’. 
Every user of computers will, in some way, use the DNS on a daily basis since it provides all of the association between the name a user types (such as www.grid.org) and the IP address that is represented by that name (24.227.208.112, in this case). The use of names, rather than numbers, also allows the underlying IP structure to be altered, to move machines or upgrade them, without having to force users to learn a brand new IP address. 
The DNS can provide name to IP address mappings (A records), IP address to name mappings (PTR records), canonical names (CNAME records) for IP addresses so that multiple names map  to one IP address, facilities to support global e-mail (MX records), location of name servers (NS  records) and, more recently, even the location of particular network services within a domain (SRV records). 
These resource records make up the heart of DNS and are all found within the zone files that provide the data that name servers in turn provide in response to client requests. 

Basic DNS elements - RFC 1034 

DNS has three major components. These are: 

· The domain name space and resource records, both of which are specifications for a tree structured name space and the data associated with these names. 

· Name servers, which are server programs that provide information about a part of the tree structured name space. If they hold complete information for a part of the tree then they are an authority, Authoritative information is organised into zones, which are stored in zone files. 
· Resolvers, which are programs that query name servers to resolve client requests. Resolvers are usually found at system level and are directly accessible by user programs. 
This, in turn, provides three views of the system: 

· The user sees the domain system as being accessed through a procedure call to a local resolver.  The domain space is one tree and information can be requested from any section. 

· The resolver sees the system as an unknown number of name servers, although there should be at least one. Each name server is authoritative for one or more zones but the resolver sees this data as essentially being static. 
· The name server sees the domain system as sets of zones. Some of these zones are cached locally on the name server to assist in reliability and load balancing but any cached data must be refreshed periodically. 
The aim is to provide an ontological representation of a zone file but this gives rise to several questions. 

Why provide an ontology for a DNS zone? 

The DNS is globally pervasive and is used, often unconsciously, constantly. Meaning, in the form of metadata, is associated with IP addresses in a well-defined way to extend the usability and meaningful nature of IP addresses and provide a global name system. 

The hierarchical nature of the name system also implies that it would be a reasonable fit for a class-based is-a and is-a-subclass-of set of relationships, potentially with constraints. Thus it can be mapped using an OWL dialect. 
Choosing the version of OWL which is most appropriate for a given application is not addressed here in detail although, as will be outlined later, we have used OWL DL. 

What are the advantages of a zone ontology? 

A domain can be seen as one logical entity, even if the information for its zone comes from multiple areas. It doesn’t matter where the name to IP address mapping is defined, as long as it’s correct. 
Hence, there’s nothing to stop the IP address referred to by www.grid.org (24.227.208.112) also being referred to by www.leatherchicken.org. 

What is important is that information can be determined to be authoritative or non-authoritative, in order to stop abuse of the system through forged or otherwise false records being passed off as authoritative. When an address is looked it up it is essential that the correct result be returned. 
When data is access from a cache, the cache is providing the data without necessarily providing any information as to where and when the information was obtained. This lack of provenance data means that all cached data must be considered to be non-authoritative. This reflects that data changes at the authoritative source may not be available at a given point if the cache does not refresh. 
If a domain is seen as one entity with multiple attributes then it’s useful to be able to extract the meaning of these attributes and use this meaning to assist with resource and service location and use.
Until the introduction of SRV records, locating the web server for a domain involved finding the name or IP address of the machine that was running a web server. For a given domain, the de facto name for a web server was www.‘domain name’ with the web server available on port 80 for HTTP. With the introduction of SRV records (RFC 2782) it is possible to request the name and access port of the machine providing the HTTP service without having to guess the name or port. 
The request can be made to a name server by a resolver in this form providing that it conforms to RFC 2782. 
This is a meaningful extension of DNS to provide semantically rich metadata and shows that there is already a demand for the provision of such data as it abstracts away from a name dependent model to a feature oriented model. OWL is a a logical way to provide this and does not require a DNS specific zone file parser once the domain of knowledge has been captured. 

Outline syntax of Zone files 

A zone file is composed of resource records. Resource records (RRs) have the general format: 
· owner: the domain name where the RR is found 

· type: what type of resource is this (A, CNAME, HINFO, MC, NS, PTR, RP, SOA, TXT, SRV...) 

· ttl: Time to live field. 
· class: The protocol family - usually IN for Internet. 
· RDATA: The data, the format of which is dependent upon which type has been used. 
Zone files start with a Start Of Authority (SOA) record. This is often annotated with comments to make it human readable and looks like this: 
testdomain.org IN SOA rec1.testdomain.org. hostmaster.rec1.testdomain.org. (

870611 ;serial 


1800 ;refresh every 30 min

300 ;retry every 5 min 

604800 ;expire after a week 


86400) ;minimum of a day 

Even with the annotations it is not precisely clear what each number means, for example ’Serial’ is the serial number and is incremented every time the zone file is changed. 

What is completely obscured in the SOA is the fact that ‘hostmaster.rec1.testdomain.org.’ is actually an e-mail address and that the first ‘.’ would normally be represented as a ‘@’ in any other system. Note that ‘@’ has a special meaning inside zone files and does NOT imply an e-mail address. 
Immediately there is possibility for confusion and a requirement for additional annotation to make sense of the data. Following the SOA are more RRs. The first usually define who is providing name service for the zone, apart from this node, what the IP address of this machine is, who the responsible person is and where to deliver mail. 
@ 
IN NS ns.testdomain.org. 


IN NS ns.cssip.edu.au. 


IN NS ns1.rsp.com.au. 


IN A 12.20.40.60 


IN MX 10 mail.testdomain.org.

NS stands for nameserver, RP for responsible person, A for address and MX for Mail eXchanger. 

Now entities within the domain are defined. 
;

host77 IN A 12.20.40.77 

IN MX 10 mail 

;
Here host77.testdomain.org is assigned to IP address 12.20.40.77. Mail addresses to user@host77.testdomain.org will be handled by the server mail.testdomain.org. As is probably becoming apparent these files are highly prone to errors in data entry and are hard to read unless you are very familiar with the syntax. 
Traditionally, using the Berkeley Internet Name Daemon (BIND), the A records (which map names to IP addresses) and the PTR records (which map IP addresses to names) are kept in separate files. 
Thus, in a separate file, we find: 

@ IN SOA ns.testdomain.org. hostmaster.testdomain.org. ( 

2004071455 3600 300 3600000 3600 ) 

; 

IN NS ns.testdomain.org. 

IN NS ns.ficticiousfish.org. 

;

$ORIGIN 40.20.12.in-addr.arpa. 

;

77 IN PTR host77.testdomain.org. 

So not only is this information in a separate file, but the origins are presented in reverse order. 

Normally, a user does not have access to the zone files to determine all information about a node but, even if they did, they are of little value to the novice. 

A simple model of DNS 

Having established the complexity and obscurity of zone files to the uninitiated I shall now provide a cut-down model of DNS that establishes the basic structure and functionality without any of the advanced features. This shall then be presented as an ontology, with the benefits of doing so outlined at each step. 
The total possible set of data associated with a namespace will be referred to as a domain. Thus any zone files which contain all of, or a part of, the domain information can be regarded as a subset of a domain. 
A domain has a set of attributes associated with it detailing contact personnel, key machines and time-to-live information. Thus the alternative NS records which are normally found outside of the SOA are logically, and tightly, associated with it. 

A zone file contains resource records, which are several types. Thus a zone file will contain name mappings, reverse mappings, alias mappings, service record associations, mail and responsible person mappings. The model will also support textual information records (TXT) which are not required to be machine interpretable. Explicitly, the following types are supported in the model: SOA, A, PTR, CNAME, MX, and TXT. 
It is assumed that this model only addresses the legally routable set of IP addresses and, hence, an IP address can only occur once in the model space. 

Names for SOA, A, PTR, CNAME, MX and TXT records are composed of alphanumeric characters with some selected punctuation characters and must begin with a leading alphabetical character. 
IP addresses are composed of four sets of digits, separated by ‘.’, where each set has a value between 0 and 255. (The IP addressing scheme and network number assignment is beyond the scope of this document). 
The absence of a given type of resource record in an object does not indicate that there is no value, it merely indicates that there is no value in this zone (locus of authority). Thus, the model should be able to add that information from outside the local zone. Given this, an object has an implicit entry for each type entry that may require external access to resolve. Information is added to the domain and is combined with the other information to more fully describe the domain. 
(It is not uncommon to find reverse mappings on completely different machines from the forward address records. This allows some level of fault tolerance beyond the caching of DNS information.) 
The initial model will only deal with the case where a single name server defines all attributes of a zone and its elements. 

DNS Ontology in OWL 

First, we establish the name spaces. Note that I’ve used a fictitious base name for dns. There is no URL at this location. I’ve also used an ENTITY declaration so that I can refer to http://www.w3.org/TR/2004/DNSguide/dns# as &dns throughout the document. This is much easier to read and understand. 
OWL DL has been chosen for the following reasons: 
· OWL Lite’s restricted cardinality constraints were seen to be too restricted as any extension to the model could require a cardinality value other than 0 or 1. 

· OWL Full’s ability to treat classes as individuals was not seen as necessary for this implementation although there are potential implementations that could use this feature. 
In other words, OWL DL was chosen because OWL Lite didn’t meet one of the design constraints and there was not sufficiently good reason to use OWL Full. 
<!DOCTYPE rdf:RDF [ 

<!ENTITY dns "http://www.w3.org/TR/2004/DNS-guide/dns#"> 

<!ENTITY owl "http://www.w3.org/2002/07/owl#" > 

<!ENTITY xsd "http://www.w3.org/2001/XMLSchema#" > 

]> 

<rdf:RDF 

xmlns ="&dns" 

xmlns:dns ="&dns" 

xml:base ="&dns" 

xmlns:owl ="http://www.w3.org/2002/07/owl#" 

xmlns:rdf ="http://www.w3.org/1999/02/22-rdf-syntax-ns#" 

xmlns:rdfs="http://www.w3.org/2000/01/rdf-schema#" 

xmlns:xsd ="http://www.w3.org/2001/XMLSchema#"> 
Now to describe the ontology using some OWL. 
<owl:Ontology rdf:about=""> 

<rdfs:comment>An example DNS zone file ontology in OWL</rdfs:comment> 


<rdfs:label>DNS Zone File Ontology</rdfs:label> 

</owl:Ontology> 

This ontology includes descriptions of classes, properties AND instances. The use of owl:Ontology explicitly allows this. If this was a subsequent version of the DNS zone file ontology then we could also include versioning information here but it’s currently not required. There is also no owl:imports statement as all of the required classes are defined within this ontology. 
Since I’m using OWL DL I cannot treat classes as properties or classes as instances. The next section defines the domain and also incorporates the SOA (Start of Authority) record. This assumes that the domain is defined in one place and will always have the same SOA fields. 

All of the values are described as datatypes and can take values from positive integers or, in the case of the contact e-mail address, a string. I have also defined properties for completeness although they are not strictly necessary in this context. The cardinality statements require that there be at most one of each of the data for a given Domain. Since a Domain may be composed of different zone files, and each server may keep its own values for these data, there is no requirement to have these values in a Domain individual. If any of these values are specified in a Domain then it is not possible to provide more than one of each value. 
<owl:Class rdf:ID="Domain"/> 
<owl:DatatypeProperty rdf:ID="serialValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;positiveInteger" /> 

</owl:DatatypeProperty> 
<owl:DatatypeProperty rdf:ID="refreshValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;positiveInteger" /> 

</owl:DatatypeProperty> 

<owl:DatatypeProperty rdf:ID="retryValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;positiveInteger" /> 

</owl:DatatypeProperty> 
<owl:DatatypeProperty rdf:ID="expireValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;positiveInteger" /> 

</owl:DatatypeProperty>
<owl:DatatypeProperty rdf:ID="minimumValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;positiveInteger" /> 

</owl:DatatypeProperty>
<owl:DatatypeProperty rdf:ID="contactPerson"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="&xsd;string" /> 

</owl:DatatypeProperty> 

<owl:ObjectProperty rdf:ID="hasSerialValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="serialValue" /> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasRefreshValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="refreshValue" /> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasRetryValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="retryValue" /> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasExpireValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="#expireValue" /> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasMinimumValue"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="#minimumValue" /> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasContactPerson"> 


<rdfs:domain rdf:resource="#Domain" /> 


<rdfs:range rdf:resource="#contactPerson" />

</owl:ObjectProperty> 
<owl:Class rdf:about="#Domain"> 


<rdfs:subClassOf> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#serialValue"/> 



<owl:maxCardinality rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#refreshValue"/> 



<owl:maxCardinality rdf:datatype="&xsd;nonNegativeInteger">

1</owl:maxCardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#retryValue"/> 



<owl:maxCardinality rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#expireValue"/> 



<owl:maxCardinality 
rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#minimumValue"/> 



<owl:maxCardinality rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#contactPerson"/> 



<owl:maxCardinality rdf:datatype="&xsd;string">1</owl:maxCardinality> 


</owl:Restriction> 


</rdfs:subclassof> 

</owl:Class> 

We have introduced a Zone class to show how a Domain could be defined in different ways across multiple Zone files on separate machines. A Zone can only belong to one domain. Since multiple Zone classes could have different serial, refresh (etc.) values the cardinality restrictions are strictly defined here so that a given Zone must have one value for each of the SOA data fields. 
<owl:ObjectProperty rdf:ID="hasDomain"> 


<rdfs:domain rdf:resource="#Zone"/> 


<rdfs:range rdf:resource="#Domain"/> 

</owl:ObjectProperty> 

<owl:Class rdf:ID="Zone"> 


<rdfs:label xml:lang="en">zone</rdfs:label> 


<rdfs:subClassOf rdf:resource="#Domain" /> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#hasDomain"> 



<owl:cardinality 


rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#serialValue"/> 



<owl:cardinality 
rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#refreshValue"/> 



<owl:cardinality 




rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#retryValue"/> 



<owl:cardinality 
rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#expireValue"/> 



<owl:cardinality 
rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#minimumValue"/> 



<owl:cardinality 

rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#contactPerson"/> 



<owl:cardinality 

rdf:datatype="&xsd;string">1</owl:cardinality> 


</owl:Restriction> 

</rdfs:subclassof> 

</owl:Class> 

Combining these, we can now define both the Domain and a sample Zone entry, Z1. 
<Domain rdf:ID="testdomain.org"/> 

<Zone rdf:ID="Z1 testdomain.org"> 


<hasDomain rdf:resource="#testdomain.org"/> 


<serialValue 

rdf:datatype="&xsd;positiveInteger">2004072901</serialValue> 


<refreshValue 
rdf:datatype="&xsd;positiveInteger">1800</refreshValue> 


<retryValue 
rdf:datatype="&xsd;positiveInteger">300</retryValue> 


<expireValue 
rdf:datatype="&xsd;positiveInteger">604800</expireValue> 


<minimumValue 
rdf:datatype="&xsd;positiveInteger">86400</minimumValue> 


<contactPerson 
rdf:datatype="&xsd;string">jnick@testdomain.org</contactPerson> 

</Zone> 

So all of the key information normally contained in an SOA record has been captured. Next we can define resource records. 

Resource records need to capture several different values, as previously discussed, and some of these can easily be represented as classes since there are few enough individuals that it makes sense to predefine them. 
For example, the IClass class captures the two possible values for the ‘Class’ field in a resource record - IN (Internet) and CH (Chaos). Only one of these is in widespread user today and is, unsurprisingly, IN. 
<owl:Class rdf:ID="IClass"/> 
<IClass rdf:ID="IN"/> 

<IClass rdf:ID="CH"/> 
Next, the resource record is defined and the related datatype properties are also defined with specific limitations only on the TTL and IClass data. Although there could be cardinality restrictions on the other fields, I have opted to not include these as a future example can develop different restrictions on ResourceRecords by using extensions or sub-classing. 
<owl:Class rdf:ID="ResourceRecord"/> 
<owl:DatatypeProperty rdf:ID="Hostname"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource = "&xsd;string"/> 

</owl:DatatypeProperty> 

<owl:DatatypeProperty rdf:ID="IPaddress"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="&xsd;string"/> 

</owl:DatatypeProperty> 

<owl:DatatypeProperty rdf:ID="CNAME"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="&xsd;string"/> 

</owl:DatatypeProperty> 

<owl:DatatypeProperty rdf:ID="TXT"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="&xsd;string"/> 

</owl:DatatypeProperty> 

<owl:DatatypeProperty rdf:ID="TTL"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="&xsd;nonNegativeInteger"/> 

</owl:DatatypeProperty> 

<owl:ObjectProperty rdf:ID="hasTTL"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="#TTL"/> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasIClass"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:range rdf:resource="#IClass"/> 

</owl:ObjectProperty> 

<owl:Class rdf:about="#ResourceRecord"> 


<rdfs:label xml:lang="en">Resource Record</rdfs:label> 


<rdfs:comment xml:lang="en">This class provides a means of describing the set  of DNS resource records associated with a given hostname.


</rdfs:comment> 


<rdfs:subClassOf> 



<owl:Restriction> 




<owl:onProperty rdf:resource="#TTL"/> 




<owl:maxCardinality 

rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 



</owl:Restriction> 



<owl:Restriction> 




<owl:onProperty rdf:resource="#hasIClass"/> 




<owl:maxCardinality 

rdf:datatype="&xsd;nonNegativeInteger">1</owl:maxCardinality> 



</owl:Restriction> 


</rdfs:subclassof> 

</owl:Class> 

In order to allow Zones to be logically located within Domains, and to allow subdomains, we have defined locatedIn. This is a transitive object property and so, if A is in B and B is in C, A is also in C. (This was adapted from the example wine.rdf file from the OWL Language Guide at W3C.) 
<owl:ObjectProperty rdf:ID="locatedIn"> 


<rdf:type rdf:resource="&owl;Transitive Property" /> 


<rdfs:domain 
rdf:resource="http://www.w3.org/2002/07/owl#Thing" /> 


<rdfs:range> 



<owl:Class> 




<owl:unionOf rdf:parseType="Collection"> 





<owl:Class rdf:about="#Domain"/> 





<owl:Class rdf:about="#Zone"/> 




</owl:unionOf> 



</owl:Class> 


</rdfs:range> 

</owl:ObjectProperty> 
The concept of Owner is used in DNS to indicate the domain name where the resource record is found. Normally this is combined with origin records so that the Owner can be a one word name, where the origin is automatically concatenated to the end to give a fully qualified domain name. Although there is no explicit origin class in this example, the locatedIn property gives this information. Hence we can now define Owner and assign names to it as individuals. 
<owl:Class rdf:ID="Owner"/>
<Owner rdf:ID="joke"/> 

DNS MX (Mail eXchange) records require both a preference value and then, following that, a host name for a machine willing to act as a mail exchange for the Owner. The problem that arises with this is the information must be stored as an RDF triple, but there are two values to store. To solve this, a MailHandler class is used. Individuals of the MailHandler class are then associated with ResourceRecords. 

Since there are, usually, relatively few hosts used as mail exchanges in a given Zone these can be defined as individuals of the MXName class. Similarly, although the preference allowed to be a 16 bit number, the actual values used are quite often multiples of 10 ranging from 10 to 100. Thus, preference values can also be formed as individuals of a class without blowing out the size of the RDF file. 
<owl:Class rdf:ID="MailHandler"> 


<rdfs:comment>Records for multiple mail handlers

</rdfs:comment> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#hasMXName"/> 



<owl:cardinality 

rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 


<owl:Restriction> 



<owl:onProperty rdf:resource="#hasPreference"/> 



<owl:cardinality 

rdf:datatype="&xsd;nonNegativeInteger">1</owl:cardinality> 


</owl:Restriction> 

</owl:Class> 

<owl:ObjectProperty rdf:ID="hasMXName"> 


<rdfs:domain rdf:resource="#MailHandler"> 


<rdfs:range rdf:resource="#MXName"> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasPreference"> 


<rdfs:domain rdf:resource="#MailHandler"> 


<rdfs:range rdf:Resource="#Preference"> 

</owl:ObjectProperty> 

<owl:ObjectProperty rdf:ID="hasMailHandler"> 


<rdfs:domain rdf:resource="#ResourceRecord"/> 


<rdfs:domain rdf:domain="#MailHandler"/> 

</owl:ObjectProperty> 

<MXName rdf:ID="mail.testdomain.org"/>
<Preference rdf:ID="pref10"/> 

<MailHandler rdf:ID="10 mail.testdomain.org"> 


<hasMXName rdf:resource="#mail.testdomain.org"/> 


<hasPreference rdf:resource="#pref10"/> 

</MailHandler> 
Finally, we can assemble all of the data and produce a resource record. All of the information is contained in one block and is clear to the machine or human reader. The types that should be used at any stage are explicitly represented and are also explicitly restricted due to our earlier definition of DatatypeProperties. 
Note that the MailHandler associated with this resource record would give us the following triples: 
(joke.testdomain.org hasMailHandler #10_mail.testdomain.org) 

(10 mail.testdomain.org hasMXName #mail.testdomain.org) 

(10 mail.testdomain.org hasPreference #pref10) 

As discussed previously, this not only allows us to take advantage of the reuse of a value for a mail exchange but also allows us to capture a ‘has two parameters’ occurrence in triple form. 
<ResourceRecord rdf:ID="joke.testdomain.org"> 


<Owner rdf:resource="#joke"/> 


<locatedIn rdf:resource="#testdomain.org"/> 


<Hostname rdf:datatype="&xsd;string">joke.testdomain.org</Hostname> 


<IPaddress rdf:datatype="&xsd;string">12.20.40.77</IPaddress> 


<CNAME 
rdf:datatype="&xsd;string">www.testdomain.org</CNAME> 


<TXT rdf:datatype="&xsd;string">MAC Address 
00:01:CA:FE:BA:BE</TXT> 


<IClass rdf:resource="#IN"/> 


<hasMailHandler rdf:resource="#10 mail.testdomain.org"/> 

</ResourceRecord> 
…

</rdf:RDF> 

Conclusion 

This example shows how to represent a simple model of the Domain Name System within OWL.  Key decisions in the representation of this knowledge included deciding what should be classes and what should not be, how to represent multi-valued elements and which parts of the original file format should be used and which ones should be abandoned. 
Although this does not represent the full complexity of DNS, nor the complex issue of SRV records, this does illustrate an example application of this technology in a pre-existing large scale distributed data system. 
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Online Resources and References

1. Resource Description Framework (RDF)/W3C Semantic Web Activity: http://www.w3c.org/RDF/
2. RDF Tutorial: http://www710.univ-lyon1.fr/~champin/rdf-tutorial/
3. RDF Tutorail-Part 1: basic syntax and containers.  http://www.zvon.org/xxl/RDFTutorial/General/book.html
4. Dave Beckett’s Resource Description Framework (RDF) Resource Guide: http://www.ilrt.bristol.ac.uk/discovery/rdf/resources/.

5.  O. Lassila and R. Swick, eds. “Resource Description Framework (RDF) Model and Syntax Specification.”  Available from http://www.w3.org/TR/1999/REC-rdf-syntax-19990222/. 

6. D. Brickley and R. V. Guha, eds.  “RDF Vocabulary Description Language 1.0: RDF Schema”. Available from http://www.w3.org/TR/rdf-schema/.

7. F. Manola and E. Miller, “RDF Primer”.  W3C Working Draft 23 January 2003.  Available from http://www.w3.org/TR/rdf-primer/.

Useful Links and References

1. The DAML Web site: http://www.daml.org. 

2. The DAML+OIL specification: http://www.daml.org/2001/03/daml+oil.

3. Annotated DAML+OIL (March 2001) Ontology Markup:  http://www.daml.org/2001/03/daml+oil-walkthru.  

4. DAML Homework Assignments: http://www.daml.org/homework. 

5.  U. Ogbuji and R. Ouellet, “DAML Reference”.  Available from http://www.xml.com/pub/a/2002/05/01/damlref.html. 
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Figure 3c:  Transitive Property
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