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Introduction

This report gives an overview of Web Services for computing portals, with a particular focus on how to deploy and use a scientific application as a Web Service.  This work is closely linked to both the “traditional” (circa 1999) approaches to computing Grid technologies [GR99] and the current reorganization of those technologies proposed by the Open Grid Services Architecture [OGSA]. This is a work in progress and part of the Grid Computing Environments Research Group [GCE] of the Global Grid Forum, so revisions and refinement will occur. 

An application here means specifically some code developed by the scientific community.  Examples would be finite element codes, grid generation codes, and visualization tools.  These might be written in Fortran or C, may be parallelized with MPI, and so on.  From the point of view of the portal interactions, these details are unimportant in our approach.  We will treat all these applications as black boxes and will describe here how to wrap these applications in XML proxies.  The wrappers can then be converted into Java data classes for manipulation by services.  No modification of the application source code is required. We refer to this as proxy wrapping, as distinguished from the direct service wrapping one might generate with a tool such as SWIG [SWIG].  Although we usually speak of proxy wrappers as “wrapping an application,” it essentially means that we will create a proxy application that will communicate with the computing environment (typically the Unix shell) that can invoke and run the application.  Proxy wrappers can also communicate with the applications through normal shell processes.  
The following figure summarizes our general architecture.  An actual application (a scientific code or a database, for example) is wrapped by a Java program.  For databases, this is well known: the Java application just makes a JDBC connection to the database and defines and implements an API for clients to interact with the database.  Likewise, scientific applications can be wrapped by general purpose Java applications, which can be used to invoke the application, either directly or through submission to a queuing system.   

The WSDL interface is the XML abstraction of this wrapper application interface and can be viewed as a list of instructions for building clients.  The actual client (say, a JSP page) may be developed offline, or (as in the figure) generated automatically by mapping the application interface into visual components (like HTML form elements).  These user interfaces to services further can be wrapped as portlets and aggregated into a single user interface using a technology such as Jetspeed.  Thus in the grand scheme towards which we are building, a Web portal consists of client user interfaces to various services generated from the XML description of the service.  Likewise, this XML description of the service describes how to invoke the service methods, which in turn are just proxies to some legacy application.
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Figure 1 An overview of the proxy component architecture

Applications services are deployed into a computational web portal, a browser-based system that provides a user interface to applications and various services.   A typical web portal allows a user to log in securely to some computing resource, submit jobs, view results, and manage files on the remote resources.  The web interface is desirable since it allows the user to potentially log in from anywhere with no software on the client besides the web browser.

We believe the process we introduce here for transforming applications into services is generally applicable to any portal designed to support multiple codes, particularly when the applications to be deployed are not known a priori by the portal developer.  To make our arguments concrete, we refer to our computational web portal project, Gateway [3], in many examples. 

Message-Based Architectures and Coarse Grained Components

A general characteristic of the Application Web services architecture that we propose is that it supports (at least at a coarse-grained level) an environment in which distributed components communicate via XML messages.  Components needing higher performance communication may negotiate down to a lower level protocol, but more typically we want to define the scope of our components by their communication requirements.  Network speeds of XML messages may be on the order of milliseconds, so components should be chosen based in part on this communication speed.  Typically this is not an issue for sequentially accessed codes:  a component is a proxy wrapper to an application, which may take minutes, hours, or even days to run and which may sit in queues for longer periods of time.  An event service for checking the job’s status, stopping the job, or launching a subsequent application likewise does not need microsecond response times. There is substantial work building support for this model, and a set of recent articles can be found in Ref [6].

The message-based architecture allows us to incorporate other frameworks, such as security and collaboration, into our architecture.  Security is naturally implemented at the message level in a way that can be re-used between multiple web services [7] [8].  Collaboration corresponds to sharing either applications or their state between multiple clients. This again can be largely implemented at message level without detailed application-specific work [9]. 

Grid Technologies Overview

Although often identified with a few specific projects and their technologies, computational grids (or for simplicity, the Grid) are actually being developed by a wide range of loosely organized groups and include a number of different focus areas (data management, high speed data transport, scheduling, security, resource allocation management, etc) that vary in a spectrum from the very well established (with standard software releases) to the very research oriented..  The Global Grid Forum provides some overall community organization and direction.

The Grid is essentially a giant research effort among loosely federated groups to build a seamless computing infrastructure for distributed computing.  At the lowest level, Grid technologies typically act as system level bridges that translate between generic “Grid” actions and the appropriate corresponding system level actions.  As an example, the Globus toolkit provides a utility called globusrun which takes arguments in a generic “Resource Specification Language” and translates these into, for example, a request to submit a script to a PBS queue.

 The ultimate vision of Grid computing is that it will be able to provide seamless access to politically and geographically distributed computing resources: a researcher somewhere potentially has access to all the computing power he needs to solve a particular problem (assuming he can afford this), and all resources are accessed in a homogeneous manner. 
In order to realize this lofty goal, base Grid technologies focus on the following core areas:

1. Security: Grid technologies must provide a way for researchers to login once and subsequently access resources from different institutions where they have allocated resources in a secure manner without repeated logins.

2. Information Access: there should be a uniform way of finding out information about available resources (like the load on a computer, the location of a file).

3. Process execution and monitoring: there should be a global way of expressing requests for resources and monitoring the execution of these requests.

Several other areas of Grid research and development are also needed to support distributed computing, including

1. Grid resource monitoring: Detect failure in networks and resource nodes.

2. Discovery services: grid resources should dynamically advertise their existence and find other services.

3. Meta-scheduling: a composite task can be scheduled over several different resources.

4. Workflow: a sequence of tasks can be executed across multiple resources.
Because Grid technologies are for the most part being developed by loosely organized groups with varying incentives to work together, it is usually acknowledged that progress must rely upon the definitions of Application Programming Interfaces (APIs) and protocols: GRAM and GSI protocols are two successful examples.  Implementation details of endpoints for creating and consuming messages are left for different development groups.  

Adaptive Grid Services and the Insufficiency of Interfaces

In traditional software design, interfaces and protocols are usually defined to provide a point of stability around which different groups can program to the same model.  In reality, interfaces and protocols are not actually fixed but usually just have a longer lifespan than implementations. This approach is not well suited for cutting edge science.  Typically the interesting work for the physical scientist will involve innovative techniques, rapid code prototyping, and changing interfaces.  This so-called ‘heroic’ programming model is sometimes denigrated, and certainly out of place for large scale joint programming efforts in support of well known algorithms and techniques, but certainly is crucial toward innovation.  In the same manner, the Grid itself will be in a constant state of flux as heroic applications are born, mutate, and die with or without producing offspring.

The protocol-API approach is a start but for reasons just described it is not the suitable constant for either the Grid or its applications.  Instead, both need to go one level up in abstraction: instead of interfaces and protocols, there is the need for (programming language independent) interface and protocol languages.  The Grid community has recently recognized the value of this by adopting the Web Services approach (detailed below): XML languages can be used to define specific interface definitions and specific protocols.  In Web Services, these are WSDL and SOAP, respectively.  The OGSA seeks to identify specific extensions to these that will be needed to support high performance computing services. 

There are important advantages to this: XML is a language for creating languages, and as such has well-defined rules for these sublanguages.  Thus XML-based languages inherit these rules and benefit from the extensive documentation available about its properties, as well as general purpose software such as parsers.  Likewise, adopting standard sublanguages for specific problems (such as WSDL for interfaces) allows the computing community to take advantage of the extensive development and support software for that language, and ensures to some degree that computational Grid services can interoperate with services developed outside the Grid community.
The most important consequence however is at a higher level.  The adoption of interface and protocol definition languages allows the development of protocol and interface independent software (arguably this is beyond SOAP’s scope, but it is definitely the approach of WSDL).  Instead of programming to the interface, one instead programs to the interface language.  

Thus perhaps not yet fully appreciated and certainly not ready to be exploited, Web Services offer a much richer possibility for the Grid: adaptive computing.  Adaptive computing allows components would allow components to dynamically handle both interfaces and protocols.  Dynamic interface invocation is sometimes called introspection or reflection but means that interfaces to remote methods can be discovered (during runtime) by another component and the interfaces can be invoked.  Protocols likewise can be negotiated: two communicating components may need to switch from TCP/IP to UDP if performance becomes critical and packet loss is acceptable.  This has been developed, for instance, in the Narada brokering system.  

However, to our knowledge, there are at present no fully adaptive computing systems that combine both interface discovery and protocol negotiation.  There will be, however, because there is a definite need.  The Grid will have to be adaptive as new applications (and their interfaces) become available and old applications get removed, so dynamic discovery and invocation is probably an inevitable feature of the future Grid.  Likewise, there is no one best wire protocol. SOAP has the advantage of being widely supported, but it is not high performance and does not do things such as provide reliable transactions.  Likewise, there are general “quality of service” issues in collaboration and remote visualization.  Probably Grid Web Services will adopt an approach used now in collaboration: one set of protocols (SIP or H.323) is used for discover and session management, and for negotiating the higher performance protocols that are actually used for delivering audio and video.
Grids and Computing Portals

The Grid is a collective infrastructure project and particular implementations have only modest command line user interfaces, often requiring users to learn a complicated set of new commands.  Grids also are accessed through host computers running client software, with associated problems of client software availability and installation: grid clients must be available for a particular platform, must be obtained, and must be successfully installed.

Numerous computing portal projects have been built on top of the Grid infrastructure and are summarized in Ref. [GR02].  Collectively, such computing portals can have several goals:

1. Simplify the user interface to running grid commands.

2. Simplify access to grid client hosts.  A user accesses the grid through a Web browser that communicates with Grid clients, which in turn access the Grid infrastructure services.

3. Collect basic grid commands into aggregate commands.

4. Define additional services not typically provided by Grids, such as user session state management and persistence.

5. Combine access to Grid services with access to more standard Web technologies.

6. Express scripting and manage the execution of sequences of Grid commands (sometimes referred to as workflow).

7. Provide pluggable, configurable modules that can support access to both Grid and standalone high performance computing (HPC) resources.

8. Provide a coarse grained bridge between different blocks of resources: HPC resources at different centers (HPC-to-HPC), unfederated Grid installations (Grid-to-Grid),  and HPC resources and Grid resources (HPC-to-Grid).

Portals typically accomplish this through some variation of the three-tiered architecture:  a user interface, a middle control layer, and a backend of HPC resources.  The middle tier is often subdivided into two principal sections realized by separate servers: user interface management and application proxies (such as grid client components).

The problem with portal development projects in the past is that they have been built around particular pieces of middleware.  More specifically, there has not been a standard protocol set for communication between the two parts of the middle tier (user layer and application layer), or even consensus on the logical separation of these two pieces.  Thus different portal implementations do not work together and component modules are not reusable between applications.  

There are obvious advantages to portal interoperability: portal projects can peel off their best applications and make them available to the community, and different portal development groups can work together to develop running applications for a specific (large) customer.  This issue is addressed by Web Services, detailed in the next section.

Web Service Overview

Web services refer to the invocation of remote methods (functions) using an XML-based protocol and method interface definitions.  The protocol (usually SOAP [SOAP]) is attached to an HTTP message and contains, for instance, the name of the method and necessary parameters needed to invoke the remote service.  The SOAP service is typically deployed as an application in a web server.  For example, Apache Axis [AXIS] runs as a Java servlet in an Apache Tomcat server.  The method interface (in WSDL [WSDL]) is an agreed-upon set of methods, parameters and return types for a particular service and is implemented in some Web-friendly programming language (such as Java or Python) and can be used as a guideline for writing clients, or it may be used to generate client stubs: classes that can be used locally by a client but that are actually wrappers around SOAP invocation calls to a remote service.  
Web Service Enterprise Paradigm

We suppose that Web services will be developed for a wide variety of applications (“all of them”) and that there will a corresponding suite of XML schema describing the object and services associated with each application. The net result will be a hierarchical structure of information and services. Let us imagine we are the head of an e-science group and wish to adopt a uniform Grid and Web service enabled view of our information technology environment shown in Figure 2. We would of course adopt a service architecture and define this with XML Schema for both our data structures and the functions (Web services) that operate on them,. We assume this will eventually be set up hierarchically as sketched in fig. 2. Our application would define its schema and, this would be used on top of other standards for example those of computing and databases as shown on the top of Figure 2. These specific Grid-wide application standards would themselves be built on general Grid, Web and Internet (IP) protocols. 

[image: image1.emf]Application or

Content source

WSDL

Web Service

S

R

W

P

Application Proxy as a WS

General Application Ports

Interface with other Web

Services

User Face of

Web Service

WSRP Ports define 

WS as a Portlet

Portal

User Profile

Aggregate

UI Fragments

Client

Integrate Multiple Portlets 

User Customization

at either Portal or if

complicated at WS

Actual

Application


Even our application could itself be composite and built up hierarchically internally – suppose our enterprise was a physics department of a university; then the “application schema” could involve a mixture of those for physics (extending a Schema for science) research and education. It could also involve Schema specific to the home university. Notice that this hierarchical information model is projected to the user through application related content rendered to clients through user facing ports on the Web service.  Figure 2 illustrates that there will be some places we need foreign (external) formats. At the top right, we assume that we have a scientific instrument on our grid and this has some distinct external specification. We imagine that the Grid community has defined some sort of sensor schema into which we can add the instrument. We now build a custom conversion web service that maps this device into the common data and service model of our grid. This process allows us to use the same application schema for all services and so build an integrated grid. 

Earthquake modeling systems provide an excellent example.  Data for analysis can come from a variety of sources: various sensors and as well as application-created synthetic data. This data needs to be used by a handful of different, independently developed codes, each expecting a different data format.  To link these applications requires the use of a language and application independent data model, which we would specify as an XML schema.  Actually, we would do this in a hierarchical fashion, defining an abstract general purpose schema that can be extended by the specific data sources.  Legacy formats used by the applications can be translated to and from this format. This discussion is meant to illustrate that building an enterprise (application) specific grid involves study of the different current representations of related systems and where possible adopting a hierarchical architecture based on more general applications. 

The hierarchy of Web services is explored in tables 1 to 3. Here we want to describe briefly generic (tables 1 and 2). We want to make two important points here. 

· All electronic processes will be implemented as Grid or Web services

· The processes will use objects described by XML defined by Schema agreed by particular organizations. Of course the Web services are XML described methods (functions) which input and output information specified by the XML application object specifications.

Table 1: Some Basic Grid Technology Services 

	Security Services
	Authorization, authentication, privacy

	Scheduling
	Advance reservations, resource co-scheduling 

	Data Services


	Data object name-space management, file staging, data stream management, caching (replication)

	Database Service
	Relational, Object and XML databases

	User Services
	Trouble tickets, problem resolution

	Application Management  Services
	Application factories, lifetime, tracking, performance analysis, 

	Autonomy and Monitoring Service
	Keep-alive meta-services. 

	Information Service
	Manage service meta-data including service discovery 

	Composition Service
	Compose multiple Web services into a single service

	Messaging Service
	Manage linkage of Grid and web services


Note that Web services are combined to form other web services. All the high level examples, we discuss here and give in the tables are really composites of many different Web services. In fact this composition is an active area of research these days [BPEL] and is one service in table 2. Actually deciding on the grain size of Web services will be important in all areas; if the Services are too small, communication overhead between services could be large; if the services are too large, modularity will be decreased and it will be hard to maintain interoperability.

Table 1 contains the services creating the Grid environment from core capabilities such as security and scheduling to those that allow databases to be mounted as a Grid service. The table 2 services have also been largely discussed in [GR02] and consist of core capabilities at the “application Web service” level. Collaboration is the sharing of Web services, while portals are extensively discussed in [GR02]. Universal access covers the customization of user interactions for different clients coping with physical capabilities of user and nature of network and client device. The same user-facing ports of web services drive all clients with customization using the universal access service. Workflow builds on the composition service of table 1 but has additional process and administrative function. Moving from data to information and then knowledge is critical and various data mining and meta-data tools will be developed to support this. The Semantic Grid is a critical concept capturing the knowledge related services.

Table 2: General Application level Services

	Portal
	Customization and Aggregation

	People Collaboration
	Access Grid - Desktop Audio-Video

	Resource Collaboration
	Document Sharing (WebDAV, Lotus Notes, P2P), News groups, channels, instant messenger, whiteboards, annotation systems

	Decision Making Services
	Surveys, consensus, group mediation

	Knowledge Discovery Service
	Data mining, indexes (directory based or unstructured), metadata indices, digital library services. Semantic Grid

	Workflow Services
	Support flow of information (approval) through some process, secure authentication of this flow.  Planning and documentation

	Universal Access 
	From PDA/Phone to disabilities; language translation


The Web itself is of course a critical service providing “web pages” on demand. This is being extended with video-on-demand or high quality multi-media delivery; given the controversy that music downloading has caused we can expect copyright monitoring to be packaged as a service. Authoring – using Microsoft Word (and of course other packages such as Star Office, Macromedia and Adobe) – is an interesting Web Service; implementing this will make it a lot easier to share documents and build composite web sites consisting of many fragments. Voting, polling and advertising are commodity capabilities naturally implemented as Web services. The areas of internal enterprise management (ERP), B2B(Business to Business) and B2C (Business to Consumer) are being re-implemented as Web services today. Initially this will involve re-hosting databases from companies like Oracle, PeopleSoft, SAP, and Sybase as Grid services without necessarily much change. However the new Grid architectures can lead to profound changes as Web services allow richer object structures (XML instead of relational tables) and more importantly interoperability. This will allow tools like security and collaboration to be universally applied and the different Web services to be linked in complex dynamic value chains. The fault tolerance and self-organization (autonomy) of the Grid will lead to more robust powerful environments.

Implementing Web Services

We have learnt that gradually everything will become a Web service and both objects and functions will be specified in XML.  Clearly, those deploying computational grids will need to rethink their environment as a Grid of Web services. All data, information and knowledge must be specified in XML and the services built on top of them in WSDL [WSDL]. This will lead each science grid ‘enterprise’ to define two key specifications – YEIF (Your Enterprise Internal framework) and YEEF (Your Enterprise External Framework). The YEEF is used to interface outside or legacy systems to the enterprise grid – we gave examples of physics sensor and legacy data formats for earthquake modeling and simulation when discussing Figure 2 above. Internally the enterprise grid will use the customized XML based framework YEIF. This would be defined by a set of Schemas placed on a (secure) Web resource and always referenced by URI (universal Resource Identifier). YEIF would inevitably have multiple versions and the support software would need to understand any mappings needed between these. There would be an XML database managing this schema repository which would need to store rich semantic information; the UDDI effort [UDDI] is trying to define such an enhanced schema storage but much work needs to be done here. Probably software referencing data structures defined by YEIF would not just be written in the programmer’s favorite programming model – rather the data structures would be generated automatically from the XML specification using technology like Castor [CAST]. This suggests new programming paradigms where data structures and method interfaces are defined in XML and control logic in traditional languages. Note that although interfaces are specified in XML, they certainly need not be implemented in this way. For instance we can use the binding feature of WSDL to indicate that different, perhaps higher performance protocols are used that preserve the XML specification but have a more efficient implementation than SOAP.

Table 3: Science and Engineering Research (e-Science)

	Portal Shell Services
	Job control/submission, scheduling, visualization, parameter specification, monitoring

	Software Development Support
	Wrapping, application Integration, version control, software engineering

	Scientific Data Services
	High Performance, special formats, virtual data

	(Theory) Research Support Services
	Scientific notebook/whiteboard, brainstorming, theorem proving

	Experiment Support
	Virtual Control Rooms (accelerator to satellite), Data analysis, virtual instruments, sensors (Satellites to field work to wireless to video to medical instruments, multi-instrument federation

	Publication
	Submission, preservation, review, uses general copyright service

	Dissemination and Outreach 
	Virtual Seminars, Multi-cultural customization, multi-level presentations, 



Collaboration is a general Grid service of great importance. We stress the service model because it is far clearer how to support collaboration for Web services than for general applications. The latter’s state is defined by a complex mix of input information from files, user events and other programs. The state of a Web service is uniquely defined by its initial conditions and message based input information – we ignore the subtle effects of different hosting environments which give different results from the same message based information. Either the state defining or the user-facing port messages can be replicated (multicast) to give a collaborative Web service. There is no such simple strategy for a general application. Thus we see significant changes if programs like Microsoft Word are in fact restructured as a Web service. 


Currently collaboration support falls into broad classes of products: instant messenger and other such tools from the major vendors such as AOL, Microsoft and Yahoo; audio-video conferencing systems such as the Access Grid [AGCE] and Polycom [POLY]; largely asynchronous peer to peer systems such as Groove Networks [GCDS] and JXTA [JXTA]; synchronous shared applications for “web conferencing” and virtual seminars and lectures from Centra [CECE], Placeware [PWCE], WebEx [WCCE], Anabas[ANCE], Interwise[IECP] and the public domain VNC [VNCS]. We can expect the capabilities of these systems to be “unbundled” and built as Web services. For example shared display is the most flexible shared application model and it is straightforward to build this as a Web service. Such a Web service would much more easily work with aggregation portals like Jetspeed [JETS] from Apache; it could link to the universal access Web service to customize the collaboration for different clients. The current clumsy integrations of collaboration systems with learning management systems (LMS) would be simplified as we just need to know the LMS is a Web service and capture its input or output messages. We could hope that instant messengers would be integrated as another portlet in such a system; currently they come from different vendors and can only be easily linked to a distance education session using intermediaries like that from Jabber [JAIM].

Core Portal Web Services

While it is possible (and in future versions desirable) to write the interface and control portions of an application in a Web-friendly language such as Java or Python, this is typically not the case for most legacy applications.  C/C++ and FORTRAN codes can be wrapped inside Python (using SWIG [SWIG]) or Java (using the Java Native Interface, JNI) but this is an invasive procedure that requires access to some application source code, which is often not available.  

We therefore do not develop application-specific web services directly with WSDL and SOAP.  Instead, we use SOAP and WSDL (along with Java) to develop general purpose core web services that perform the following tasks:

1. Run an arbitrary application on some computer as an external process.  Running the application on the same computer as the SOAP server is straightforward.  Executing an application on a different machine requires one of the following: a) yet another SOAP server on that second machine, b) some remote shell capability (rsh or ssh), or c) some computational grid technology such as Globus.  The latter cases introduce complicated installation and security issues, so for now we will assume that the SOAP service runs on the same machine that will execute the application. 

2. Move, copy, rename, delete files on some computer (either directly in Java or else as an external call to Unix commands).

3. Upload, download, or crossload files between computers.  Upload/download refers to file transfers between the user’s desktop and some remote destination.  Because browsers do not directly support SOAP clients, this is not entirely a web service.  Crossload refers to transfers of files between computers using web services.  File transfer may be implemented entirely in Java or may use some external helper application (such as rcp).

4. Generate a batch script request for a particular queuing system, such as PBS.  

5. Monitor the execution of a job running in a queuing system.  This may be done by periodic status queries (running qstat on a host) or may be event-driven (such as by an email handling system).  The monitoring service may also allow the queued job to be deleted or suspended.

6. Authenticate and authorize users.  This is currently highly dependent on the desired underlying security mechanism (Kerberos or Globus GSI for example). 

7. Provide information services.  Here the web services are a set of WSDL interfaces that wrap heterogeneous backend information services. These might include general purpose LDAP servers, Globus MDS, XML databases, and UDDI.

To use these services, one needs to develop clients for each service using the WSDL interface.  These clients generate SOAP requests to the associated service.  A client might typically be a JSP page.  SOAP clients and servers can be on the same Tomcat server or on separate servers.

Proxy Service Wrapping versus Direct Service Wrapping

We refer to the above as a proxy wrapper approach.   The web service is not actually the application but is instead a proxy that invokes the application.  The proxy wrapper is implemented in a web friendly language that can easily be converted to a web service.  We may similarly label the alternate approach of directly interacting with the application as the direct wrapping approach.  The advantage of the proxy wrapping approach is that any application or legacy service (such as Kerberos client commands) can be wrapped in this manner.  Thus we can define rules (in XML) for describing an arbitrary application.  We can then use these rules to define a particular application service, and bind the application service to underlying core portal services.  This allows us to build a general purpose framework for working with applications, but sacrifices highly sophisticated interfaces for a particular application.

Alternate Web Service Protocols

“Web Services” are very loosely defined.  SOAP services, for example, can be invoked without using WSDL and WSDL method invocations do not need SOAP as the message protocol.  There are several instances when the latter is desirable.  First, the system might rely on frequent high-performance messaging (relatively small communication-to-execution ratios).  This can always be alleviated by increasing the scope of the service to reduce the frequency of communication.  Second, the service may only execute infrequently but still be better served by a more appropriate protocol.  For example, transferring large datasets requires a service for high-performance file transfer that will need to use some other protocol besides SOAP over HTTP for the actual data transfer, although SOAP may be used for setting up the call to the underlying service (FTP).  Thirdly, one may already have a legacy distributed object system that makes use of a protocol such as CORBA’s IIOP.  Direct support within WSDL for this protocol is not currently available and would need to be developed.  In the interim, protocol bridges between SOAP and IIOP are a relatively simple solution.   Finally, one may wish to use a protocol with features not currently found in SOAP.  This may include reliable protocols that guarantee once-and-only-once execution of a service.   Again, an interim solution for this is to use SOAP clients and servers to initialize the use of the more feature-rich protocol.

Application Service Lifecycle and XML Descriptors

Applications can exist in four stages, as defined by the Application Metadata Working Group:

1. Application abstraction: a general description of how to run the application (it takes 1 input file, generates 4 output files, lives on computers A, B, and C).

2. Prepared instance: this is a specific instance of the application.  A user has provided most or all of the information needed to run an application, but has not yet actually submitted it.

3. Submitted instance: This is job that has been committed to a set of resources (submitted to a queue, for example).  Queuing systems represent several additional substates of existence, such as queued, running, sleeping, exiting, and completed.

4. Completed instance: The application has finished and we preserve metadata about it.

The important point here is that all of this can be described by a set of XML descriptions languages:  application descriptions, host descriptions, and queue descriptions.  We actually have two sets of XML for each description:  one set for stage (1) above, and one set for stages (2)-(4) above.   That is, the XML descriptions for (1) describe user options, while the descriptors for (2)-(4) contain a user’s actual choices.  We dub the first set of schemas as abstract descriptors and the second set as abstract instances.  
The documentation for these schema sets can be found in the appendices.  A key feature of our design is to divide things into modular containers.  Thus an application descriptor contains one or more host descriptors, which in turn contain queue descriptors.  The reason for this is that we want to keep these schemas pluggable.  Many groups have developed or are developing extensive schema descriptions of queuing systems, for example, and if we find a better schema then our own, we would like to plug it in.  This is straightforward for the queue descriptors, since they don’t contain any other schema, but not straightforward for host descriptors, so in the next iteration we will need to define schema wrappers that encase the external schemas and provide the <anyType> hooks.

Deploying Application Web Services

We will first examine the descriptors associated with stage (1).  Creating an XML instance of these schemas is done by the person deploying the web service.

We now use Gateway as an example of deploying an application web service, although the process should be similar with other proxy-based portals.  Figure 1 below illustrates (based on an earlier version of the Application Descriptor) how to deploy an application on a particular host as a service.  This form is used to edit the Application Descriptor XML file.  

The essential idea is that the Application Web Service (AWS) presents an XML interface that can be used to build application clients and is composed of core web service clients.   Initially we can think of all of these parts (the  XML interface to AWS, the AWS implementation consisting of SOAP clients, the corresponding SOAP services, and the AWS client interface) as all living on a single server, but these pieces can eventually be decoupled and each live on a separate (Tomcat) server.  

Initially, portal developers such as the Gateway group develop all parts: the SOAP services and clients, the general Application Web service (consisting of several core web service clients) and the AWS clients in JSP.  An application server is then installed on some host resource.
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Figure 3 Generated HTML forms for deploying applications

A particular application web service is now ready to be deployed.  This amounts to filling in a set of web forms to create an instance of the Application Descriptor XML file (following the schemas available from http://www.servogrid.org/GCWS/Docs).    The person responsible for making the application into a service just fills in the forms and optionally confirms all of the information.  The Application Descriptor is created (or appended to if it already exists) and the service is deployed.

More sophisticated systems can be built.  An additional general capability of Web services is that they may be discovered dynamically (through UDDI or similar systems) and may be scripted in a workflow (through WSFL, for example).  Thus the next step is that the AWS is initially decoupled from the specific instances of the core web services that it uses.  The AWS is composed of services that are scripted in some workflow language.  The AWS then discovers and binds to particular core web services dynamically.  

Using Application Web Services

We described above how to deploy an application web service but not how to use it.  A user of an AWS has a separate user interface that is created from the AWS descriptors. These AWS descriptors give the user various choices and are used to generate forms needed to collect the information needed to run the code.   The user’s particular choices constitute a separate XML document, the Application Instance.  This contains all the metadata about a particular invocation of the application (such as the particular input file that was used, the particular set of resources, and so on).
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Figure 4 An input form for the DISLOC application
The Application Instance Descriptor (see http://www.servogrid.org/GCWS/Docs) serves as the guideline for building the user interface.   In principal, this can be separated into client and server pieces.  The client and server share the Application Instance interface, and the client collects information from the user about the application, which it then passes to the Application Instance server implementation (using SOAP, for example) where the application is invoked.  Currently, we do not make this separation: the user interface also handles the application invocation directly.

Users fill out forms like the one shown in Figure 4.  These forms are generated from the Application Descriptor for a particular application but result in Application Instance XML documents.

Portlets and Portals

As we have stated previously, the application web service defines an interface that describes how to create a client for that service.  This client may be deployed on the same host computer as the application web service, but this is not required.  Instead, the AWS interface definition should be viewed as a way to create clients (and associated user interfaces) on any host computer, just as WSDL defines how to create a client to invoke a remote method.  

Previous web portals such as Gateway, as illustrated in Figures 3 and 4, did not distinguish between the code that processes the user interface and code that executes service requests.  In the AWS architecture these can be decoupled, with one server responsible for creating and managing the user interface and user interaction.  The user interface server implements clients to remote servers, which are invoked through SOAP.  

The consequence of this is that user interfaces to both core web services (such as a job monitor or an LDAP browser) and application web services can be developed by a number of different groups, reusing a service deployed on some set of resources.  The problem of how to manage all of these interfaces then arises.  We believe that the next generation of computational portals will need to aggregate and manage these various user interfaces as components (or “portlets”).  

The key idea now is that a computational web portal actually is just a skeleton for holding and managing web interfaces to services, which may be delivered from either local or remote sources.  The portal administrator picks the portlets that he or she wishes to make available, and the user customizes his interface to add the selected services.  Thus a user may decorate his portal with the user interfaces to the core service “Job Monitoring on Computer A” and to “ANSYS Application Service,” while another user may create a portal out of a completely different set of published user interfaces.

The portlet idea is already being realized by Jetspeed, an open source project from Apache.  A common Java portlet API is currently being defined by the JSR 168 [PORT], and WSRP [WSRP] ( Web Services for Remote Portlets) is defining a web services based portlet framework.
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Figure 2 Grid Web Service information environments connect end users with computing, data management, and instrumentation resources.
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