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2. Statement of Project Goals and Expected Results <2 pages max> 
<this section should communicate strategic vision, implementation, and broader outcomes for state>
Comment:  to be completed after research plan section, Polis can do first draft
Project Goals 
Intellectual

Market

Societal Issues

Specific Aims (including goals/milestones)

Value Added by Center’s Presence

Need within National and Local Contexts

Expected Results

Indiana Technology Development

Commercialization and Business Development

Employment

Federal Funding

Improvements to Human Health (a stretch?)

Other

Comment: text below is from initial concept proposal – to be adapted/expanded/removed as appropriate

To advance our understanding of biogenic and anthropogenic disasters, to improve human response to disasters, and ultimately to protect public health and safety and mitigate environmental damage.

The proposed center of excellence will support research that addresses information management problems relevant to disaster informatics. Disasters can be biogenic and anthropogenic, inadvertant as well as deliberate.  Terrorism, particularly bioterrorism, is now an important focus of federal activity, but terrorism is only one of a number of threats to public safety classified as disasters.  

Disaster management is heavily dependent on efficient flow of information and as such the appropriate use of information technology can be of enormous help to those responsible for disaster management. Determining how best to utilize information technology in a disaster situation raises a number of issues for which relevant research is  necessary.    

Research and development will address issues of information management related to: Comment: need to adapt to address broader issue of sustainable information infrastructure

· Prevention 

· Advance warning 

· Early detection 

· Analysis of the problem and assessment of scope

· Notification of the public and appropriate authorities

· Mobilization of a response

· Containment of damage

· Relief and repair

3. Participants <2 pages> Comment: all need to contribute text on themselves/their org.
<this section should describe: 

· Unique roles and contributions of participating individuals and organizations

· Unique strengths , benefits, value added, and coordination of the collaboration>

Comment: the text below is from NSF-ITR proposal.   Need to rework in context of this proposal 

We propose a strong project team with expertise in computer science, computational Grid technologies, Open GIS,  and the Semantic Web.  

The Polis Center at Indiana University Purdue University Indianapolis (Polis) has a strong history of helping government agencies benefit from the integrative capabilities of GIS, resulting in enterprise-wide decision-support systems. The success of Polis stems not only from its GIS expertise, but also from its strong project and process management skills and its understanding of how to help organizations apply information technologies in ways that facilitate successful interaction.  

Polis is actively engaged in helping numerous, multi-partner initiatives benefit from integrative GIS projects.  Examples include the ongoing development of multiple large, web-based GIS applications such as the Wayne County Internet Development, the SAVI Community Connections project funded by the U.S. Department of Commerce, the National Outreach Mapping Center for the National Library of Medicine, and the North American Religion Atlas for the international Electronic Cultural Atlas Initiative at UC-Berkeley.  

Working with partner units at Indiana University including the Indiana Geological Survey, Polis is developing a state basemap for Indiana that uses existing GIS and Internet technology to integrate distributed spatial data resources being developed and hosted by multiple local and state agencies in all 92 counties.  While physically integrated, the semantic differences between the underlying data models and uses for which these data layers were developed prevent their seamless use for regional analysis.  This basemap will be used as a resource for the proposed research.

The Community Grids Lab (CGL) at Indiana University research activities include data grid technologies, distributed event systems, web services, ubiquitous service access (through PDAs), multimedia services, and component-based portal systems.  The CGL team has developed the Gateway, QuakeSim, and Online Knowledge Center portals that respectively support secure access to traditional high performance computing resources, web service-based access to distributed data and simulation codes for earthquake modeling and prediction, and distributed web site content and XML metadata management and delivery. Geoffrey Fox is co-chair of both the Semantic Grid and Grid Computing Environments Research groups of the Global Grid Forum.  His work in collaboration environments included its application to command and control and crisis management with his TangoInteractive system in 1997 being one of the earliest sophisticated web-based systems aimed at this problem. Fox was a member of National Research Council committee on crisis management whose report was published as Computing and Communications in the Extreme: Research for Crisis Management and Other Applications in 1996.

Fox’s NSF-related work includes a NCSA PACI Grants for 7/2/2001-9/30/2002, "Development of Collaboration Technology for Research and Education" $190,714 and 10/1/02-9/30/03 “Portal Expedition” $131K. These grants in the NCSA partners program developed collaborative portals for both computational science research and education. Working with Global Grid Forum Grid Computing Environments (GCE) research group, Fox used work in this project to develop an overall architecture for GCE’s described in [Pierce, Youn, Fox 2002] [Fox 2003] [Fox et al. 2002] [Fox et al. 2002B] [Pierce, Youn, Fox 2002B] [Fox et al. 2002C] [Mock et al. 2002] [Pierce et al. 2002] and [Berman et al., 2003]. The latter book also describes in chapter 18 our collaborative portal architecture with support for universal access [Fox et al. 2002D] [Lee et al. 2002]. The first of these grants started our work on collaboration as a web service [Fox 2003B] [Fox et al. 2002E].
Comment: need text re: Visualization lab participants 

Comment: need text re: IUPUI Informatics participants

Comment: need text re: Purdue participants

The Open GIS Consortium (OGC) is an international industry consortium of over 240 companies, government agencies, and universities participating in a consensus process to develop/establish common interfaces that "geo-enable" the Web and mainstream IT.  OGC has a vision of a world in which everyone benefits from geographic information and services made available across any network, application, or platform.  

OGC’s core mission is to deliver spatial interface specifications that are openly available for global use.  Products and services that conform to OGC open interface specifications enable users to freely exchange, integrate, and apply spatial information, applications, and services across networks, different platforms, and products.  Open interface specifications also enable content providers, application developers, and integrators to focus on delivering more capable products and services to consumers in less time, at less cost, and with more flexibility.  In the crisis response workshop report edited by Arens and Rosenbloom (2002), the OGC process is identified as a potential means for rapidly prototyping standards that can facilitate the development of data integration tools by university and industry researchers.

The proposed project management team has extensive experience in the management of large, complex projects that involve multiple community and academic partners.

4. Intellectual Property <1 page>  Comment:: will need to work out an intellectual property MOU between IU and Purdue – suggest that David B. and Gilbert R. take lead on this
<Discuss intellectual property agreements between participants and how they relate to success/goals of the project>

5. Budget 

<the forms listed below must be completed via web by R&SP and identical hardcopies attached to submitted proposal>
Comment: group hasn’t started discussing budget yet.  Once budget decided, Polis will work with R&SP to get the associated web pages completed 

21st Century Fund Costs

Leverage Matrix 

Summary of Current and Pending Funding 

Cash Flow

6. The Research Plan <15 pages, excluding bibliography>

6.1 Aims of Proposal


Problem we are trying to solve


High level description of technical approach (including infrastructure and R&D) Comment: Geoffrey to do
Research and Development in the Center for Sustainable Infrastructure Informatics

This can be set up with Grid technology as the underlying theme. This provides the underlying distributed systems model. This will build a service model for the capabilities needed by the center. These will be center specific services (such as build the map of Indiana as a Web service or provide a portal to earthquake simulation) plus customization of general Grid services to make them fit the Center’s requirements. All work will be compliant with web service and Grid best practice and standards.

The activity will leverage general Grid and other computer science and informatics research but only fund work directed specifically at Center’s needs. There will be several thrust areas:

Grid and Web Service Research

This will center on the structure and interfaces of the services critical to the center. It will work closely with the Web Service initiatives of the OpenGIS Consortium. We expect that information (meta-data) services and workflow will be very important. Both of these will need close ties to the Semantic Grid thrust described below. Recent standards such as OGSA-DAI for linking databases and sensors to the Grid will be important. Further projects involving substantial simulation will need the well developed Computing Grid Services. We will need to emphasize reliability, resilience, robustness and security for all services and their hardware/software hosting environment.

Semantic Grid for GIS and Infrastructure Informatics

This area will focus on both the needed ontologies for Geospatial and Infrastructure Informatics and the associated tools. We expect the Darpa, W3C and other Semantic web initiatives to provide the needed tools. Work primarily in the UK and the USA is integrating this with Grid information systems under the guidance of the Semantic Grid research Group of the Global Grid Forum (GGF). 

Visualization Portals and Human Computer Interfaces

This will include large screen interactive displays and the commodity Grid portals as developed through the Grid Computing environments research group of the GGF. The latter have both desktop and PDA Interfaces. The architecture should devise Web services that can drive this range of human computer interfaces.

There should a set of User Interface Services that include not only traditional user profiles but also area like Information Visualization. This will provide ways of visualizing non geospatial information and their overlay onto GIS displays. The workflow model should allow composite services to be designed that integrate the output of GIS services with overlays from multiple other Information sources.

Our infrastructure will involve wireless and wired interconnects and use of PDA’s and cellphones as the user interface must be considered.

Decision Support and Applied Statistics

It is essential to combine visual data and simulations with aids to make either real-time or long term strategic decisions. This will involve not only advanced statistical methods but also management and political science to govern the strategic and policy side of decision support. 

Real-time Sustainable Infrastructure Services

Many crises require quick decisions and this highlights need for research that has been called Interventional Informatics (http://www.i3.org) in a medical context. Here real-time GIS and sensor services compatible with OGC standards would be one focus.

Application Services

The generic and particular tasks in the CrisisGrid Infrastructure will involve construction of many Grid/web services. This will be supported by tools supporting development and deployment of the services and associated metadata and portals.

Simulation Services

The simulations needed for sustainable infrastructure and challenging as they often involve combining uncertain data with uncertain dynamics. Methods such as those used in TransSims and EpiSims or by Wolfram in the New Kind of Science are controversial and in need of further development. We do not expect this to be a major initial thrust but it could be an area for later work.


High level milestones


Roles of participants referring to longer section 3


Why this is a critical project



Value Added by Center's Presence



Need within National and Local Contexts



Commercialization

6.2 Sustainable Infrastructure Background

One aspect of Sustainable infrastructure is building the electronic resources needed to identify, protect, monitor and cope with damage to infrastructure. In the current Web Service/Grid architecture, these resources will be built as services with particular instances exploiting generic services (such as workflow, overlay onto map, visualization) with the importance of meta-data emphasizing the Semantic Grid agenda. These services must be sustainable so there is a clear life cycle model for maintaining and updating them. Given a growing number of such infrastructure related services, one can deploy them in a variety of different systems addressing long-term, short-term, government, business and education goals. 

Our team will focus on establishing a rich set of resource services (projects 1 to 5 in section below) using Indiana to illustrate technologies and approaches that can be generally applied. We will develop and demonstrate some exemplar systems (projects 6 to 9 in section below) but this will not be our major initial focus. We need to make the resources themselves sustainable so that they can be maintained and updated. This suggests that resources should not only valuable for infrastructure sustainability but intrinsically valuable – say in areas like education and government planning.
CrisisGrid Infrastructure of the Center for Sustainable Infrastructure Informatics

This will be a test platform for the work of the Center and other activities of the Global Grid Forum and the Open GIS Consortium. It will consist of both a distributed server infrastructure and a set of portals interfaces both at the Center sites and for other users of CrisisGrid. CrisisGrid will leverage the State’s networking infrastructure including the recent NSF IPGrid linking the Indiana and Purdue University systems. This activity will derive new needed interfaces and functionalities and work with the Grid/Web service research thrust in identifying mechanisms for implementing them.


This infrastructure will be supported by several specific projects exemplified by:

1. Indiana Map: Geospatial data about Indiana

2. Indiana View: Sensor Overlays for Indiana

3. Indiana Visualization: specific visualizations targeting Indiana locations

4. Purdue Terrestrial Observatory (PTO): Integration with CrisisGrid

5. Community Information Systems and Data Gathering such as the substantial demographic data needed in Episims discussed below. 

6. Crisis Management Prototype: Generic system to bring resources such as real-time Indiana View to decision makers, field commanders and first responders to crises such as that from a Tornado event. This together with an interesting application (such as in 7-9 below) would be two year deliverable of proposal

7. CrisisGrid for Earthquake Response: This could leverage the work of the Community Grids Laboratory with the iSERVO Grid (http://www.servogrid.org) and integrate these earthquake specific simulations and resources with the Crisis Management Prototype

8. CrisisGrid for Biological Simulations: this could involve Episims from Los Alamos or the Homeland Security work of Chaturvedi at Purdue. 

9. Agricultural CrisisGrid: This would involve simulations and sensor information linked to decision support system to help respond to crop infestations, drought and other agricultural disasters. It would be characterized by equally important issues but on longer time scales than say the Earthquake CrisisGrid

Even though the last projects (7-9) would not be the initial thrust of the project, experts from these and other fields (tornado, wild fire, and water, gas, electric grids) would be on initial advisory board.

6.3 Technology/Informatics Background  Comment: Geoffrey and Polly  

Workflow and Service Orchestration for Web Services

The information services problem is being approached from two directions: Web/Grid services and the Semantic Web.  Both OGSA service data and OIL/OWL provide a framework, but specific service ontologies must still be developed.  These metadata expression mechanisms must be evaluated in terms of the requirements of the proposed CrisisGrid.  Further, the service metadata problem may be inverted: in addition to services describing themselves with metadata, metadata is needed that describes classes of services.  Web Service Inspection Language (WSIL) (Ballinger et al. 2001) and Universal Description, Discovery and Integration (UDDI) (Bellwood et al. 2002) are current default systems for Web services, but are insufficiently descriptive. The future information systems comprised of interacting Web services must be researched to bring them beyond the generic description frameworks of UDDI or WSIL to incorporate the rich ontology support available in the Semantic Web. Two of the key features of information services for Grid Web Services are knowledge representation and intelligent search (e.g. search by meaning as derived from ontology). These two areas are active areas of research in the Semantic Web, and the CrisisGrid will serve as a testbed for this research.

Web service communication interfaces may be made generic, but in order to achieve interoperability, bridging systems are needed that can connect various implementations of the messaging infrastructure.  Also, we will investigate problems in which Virtual Organization participants span temporary and permanent network barriers and the federation of Grid communication systems.  Federated grids must focus not only on interoperable metadata information sharing, but also on abstractions of communication links, which may be dynamically adaptable to use the appropriate wire protocols best suited to connect two endpoints. 

Most of the approaches for expressing workflow are in their infancy and will need to be tested and compared.  We will research various approaches (language scripting, XML binding, and agent markup languages), using CrisisGrid services as test cases.  

The workflow engine implementation is one of the more complicated pieces.  Implementation issues that must be researched include fault and error handling (critical in distributed systems); concurrency control; “late binding” that selects services at runtime rather than binding up services statically; and steering, or the ability of an external observer (a human or agent) to alter the workflow during the execution.
Contexts and Information Services

There are several key challenges associated with the provision of context aware information services:  

Context representation.  The representation should support predictions (about relevance of information) that take into account all the levels of user’s context. Contexts are fully user-driven, their scope (or boundary) and content are determined by the user’s demands. As the user’s demands evolve and actions are performed, in order to support effective context awareness, it is crucial that the system detects contexts quickly and accurately. Much of the feedback the system will rely on to detect contexts are implicit (i.e., user-actions driven by their own demands). Hence, a challenge is to learn from such implicit feedback to generate and update context representations. Certain contexts may be novel or new, posing another level of challenge.

The representation must be robust.  It must easily accommodate growth or shrinkage in the boundary of the user’s context.   For example, for a particular task over time, the user may open up several different applications and manipulate different files simultaneously.  The representation should be able to accommodate the growing levels of contexts, so that information associated with them can effectively support the expanded boundary of the multi-level context.  Conversely, as the user exits applications, the representation should be adjusted to match the shrinking context boundary.  The representation must also support shifts in contexts.  Such shifts must be detected quickly, with minimal loss in prediction accuracy.  

Agent Society.  A multi-agent architecture offers various key advantages.  Therefore, it will be used to support context aware information services. Context awareness implies proactive and autonomous actions by the software environment. Agents with suitable “intelligent” components will provide a way to support such autonomous actions. Also, the diverse information environment is not suitable to be the basis of a monolithic and centralized application; the multi-agent architecture offers a way to develop a distributed application to permit accommodation of distributed resources and contexts and appropriate scaling.  

One broad-level challenge is to design a distributed application by using web services as a communication modality. This encompasses three levels of the agent society, namely information managers, service managers, and personal agents. The web services modality is especially suitable for loose coupling among “modules” of the distributed application.  Individual modules may be designed using different software platforms (for example Java or C++), yet communication among them can take place using emerging standards such as SOAP, XML, and RDF.   Support for diversity of software platforms may be needed as users may use different devices, depending on their needs and locations. Another major challenge is agent representation.  The specific nature of information that needs to be maintained within agents, both descriptive and prescriptive, must be defined carefully.  Parts of the agent representation must be dynamic as user’s demands may change over time and as agents learn about their acquaintances.   Another challenge is supporting communication among the three classes of agents. The emerging standards for web service communication only define the syntax and the means of communication (i.e., how entities communicate); it is left up to the application developers to determine the logic of communication (i.e., why and when entities communicate).   

The complexity of communication strategy is best understood in terms of responsibilities of agents. A Personal Agent (PA) is responsible for generating, updating, and managing the context representation for an individual user. The PA interacts with service manager agents to collect and prepare information for presentation to the user. The PA also customizes information, both at content and format level, to match the contexts of the user. When a PA determines that new information has to be retrieved, it passes on the request to services mangers that act as brokers between information source managers and personal agents. Coordination with service managers can follow different strategies, (e.g., the quickest response (efficiency-based) or the best information (quality-based).  Or the PA may use different service managers in combination to serve a particular request: image data may be retrieved via one service manager and text via another.  Another scenario is PA using one service manager for collecting documents from multiple sources and another service manger for generating terminologies and associations from the collected corpus.  We will experiment with different strategies for collaboration among agents to determine suitability of strategies in relation to information service demands.  Information manager agents are responsible for supplying content to service managers.  Resources vary in terms of size, format, frequency of update, cost of access, etc. A challenge is to design them as intelligent “wrappers” so that they hide the peculiarities of individual resources.  As resources change, the information source managers must be adapted to account for changes in sources in a graceful manner.

Searching and semantic interoperability.  A challenge here is to develop searching techniques to support multi-level access: at the resource level, at the document level, and finally at the document-parts level.  Different strategies can be pursued to develop searching techniques.  Source level knowledge may be available through information manager agents.  Alternatively, specialized service agents may be developed with resource ontologies to support matching with contexts.  As document-parts based searching is expected to be computationally demanding, this service may be triggered when the user explicitly requests it. We will pursue various strategies.  Different service agents may offer different matching options.  The simplest case is segmenting a document down to paragraph level and applying the same representation and matching technique that is applied at the document level.  Context plays an important roles in the identification of document parts. This challenge has a number of facets. One facet is identifying meaningful parts of a document and associating semantic information with the parts.  Our goal is to develop techniques that support accurate searching of the various segmented parts for the purpose of supporting more precise retrieval as well as customize the presentation according to bandwidth constraints of the user’s devices.   Depending on the user’s demands and type of information identified, it may be necessary to combine text, image objects, and portions of video for presentation to the user.  Another facet of the challenge, therefore, is semantic interoperability across formats.  Retrieval algorithms need to be developed using representations and matching strategies to function against a collection that includes text sections, objects extracted from images, and portions of video.   

Geospatial Information and Ontology 

Given the complexity of the application domain chosen and the immaturity of semantic technologies, extensive effort will be focused on this research area. Challenges include how to represent and build ontologies, how to link them to existing data and systems, and finally how to invoke the use of ontology and related semantic services and agents at runtime. 

With respect to Geospatial Ontology, current ontology encoding technology provides a starting point, but rigorous models and techniques are still under development. Significant new research on the expressiveness of OWL and RDF to encode geospatial Bona Fide objects is required and will be performed as part of this project. Also, one of the major problems with Web Ontology Language (OWL) and RDF (both developed by the W3C) is their lack of ability to encode contexts.  Accommodating context in ontological models is a non-trivial exercise (Bishr 2001). Introducing context means that the conclusions about a set of facts can change when context changes. This implies the need for non-monotonic reasoners. 
6.4 The Project


6.4.1 Narrative Description

Research and Development Teams Comment: Geoffrey
Teams will correspond to the broad areas of research and development, e.g.:

· Grid Computing

· Visualization:

· Large display system for a war-room like facility for decision making  (mainly Polly's domain)

· Geospatial data visualization. This mostly involves large scale visualization problem and interactions with large GIS systems.

· Information visualization. It would provide a visual interface for various non-spatial information (integrated and superimposed onto geospatial information), such as level of threat, damages, warning and notifications, etc., to support situation analysis and decision making.

· Recovery simulation. Visualization may help providing a visual simulation for crisis recovery.

· Modeling/Simulation

Infrastructure Teams Comment: Karen and David
· Administration

· Institutional Relationship Development

· Policy Development

· Business

· Management

· Marketing

· Business Process Re-engineering

· Technical Interoperability

· Service Protocols

· Hardware/Software Specifications

· Semantic Interoperability

· Disaster Ontologies

· Geospatial Ontologies


6.4.2 Detailed Milestones


6.4.3 Assesment and Metrics


6.4.4 Management Structure emphazing integration and collaboration



of participants  Comment: David and Karen. Text below August 22 text
Organizational Framework

1. The COE will be a joint entity of Indiana University and Purdue University, created under an MOU between IU and PU.  

2. Governance will be through a five to seven member board jointly appointed by the presidents of IU and PU.  Board membership will be drawn from individuals who have deep knowledge of disaster and emergency information and management and its cognate fields, including commercial entities that serve the field.  The board will be responsible for establishing mission, goals, and policies to govern the center.  It will approve all administrative and staff appointments, and authorizing contracts under the established procedures of IU and PU.  The board will report to the IUPUI chancellor, who will designate a chairperson.

3. During its initial two-year funding, the COE will be housed at The Polis Center at IUPUI, which will assume responsibility for its administration and appoint an interim director.  Within the first six months of launching the COE, Polis will initiate a national search for a permanent director, under terms and conditions established by the board.

4. The director will be responsible for the day-to-day administration of COE activities and will serve as staff liaison to the board.   S/he also will serve to support the work of the committees described below and will be responsible for the appointment of COE support staff, as approved by the board.  Other responsibilities include financial administration of all grants and contracts, coordination and monitoring of the work of the committees listed below, and working with a COE executive committee (herein identified as the chairs of the three committees described below) to develop an appropriate strategy and projects for the center for approval by the board.   

5. The director, with the approval of the board, will appoint three committees (and their chairs)—research, commercialization, and education and outreach—to develop the agenda and work plans for their areas of responsibility.  

· The research committee will be composed of five recognized subject area experts who will establish the mission, goals, policies, and procedures to govern the research conducted and sponsored by the COE, as approved by the board.  It also will establish the policies and procedures for identifying and enlisting qualified researchers to assist with the accomplishment of this agenda and must formally endorse their affiliation with the center.

· The commercialization advisory committee will be composed of five experts in the commercialization of research products, including a representative from the IU and PU units responsible for technology transfer.  This committee will establish the mission, goals, policies, and procedures to govern the commercialization of research sponsored by the center, as approved of the board.  

· The education and outreach committee will be composed of five experts in the dissemination and marketing of educational and technical information.  This committee will establish the mission, goals, policies, and procedures to inform and educate audiences related to emergency management and allied fields with an aim to expanding the market for services, subject to the approval of the board.  

Involvement of Indiana High-tech Commercial Sector  Comment: Kurt

6.4.5 Supporting Institutional Infrastructure  Comment: David and Karen
(refer to section 8 facilities) and include plan for Accretion of Faculty Expertise and Physical Infrastructure 

Technology

· Pervasive Technologies Laboratories

· Indiana Integrated State Basemap

· Indiana View

· IndianaMap Data Clearinghouse

· Purdue Terrestrial Observatory

· Indiana’s Optical Fiber Initiative (I-Light)

· IU Abilene Network

· IU Mass Storage

· IU Supercomputing

…

Operations

· Office space

· Lab space

· Administrative support

· Hardware/software


6.4.6 Outstanding Scientific/Technological Quality of Components

Relationship to  Broader Intellectual and Commercial Communities 

<including planned interaction>  Comment: Need each participant’s thoughts on this
Discuss related work  Comment: Geoffrey and Polly
Workflow and Service Orchestration for Web services

The very nature of complex crises and the cross-jurisdictional capabilities that are required for responding to them, demand a distributed, interoperable approach. Crisis support systems today lack a truly interoperable framework. This project will address this shortcoming by exploiting the extensive and growing set of specifications that underlie the Web. Most germane to this project are the framework elements that are emerging through the World Wide Web Consortium (W3C), the Global Grid Forum (GGF), and the Open GIS Consortium (OGC).

The Web service view of distributed systems impacts almost all areas where computing is relevant. It provides a definite methodology for defining the interfaces to any distributed object (program). The Grid defines principles for managing such distributed programs and building collaborative coordinated systems that support virtual organizations. The emerging picture integrates several fields of computer science (including distributed systems, artificial intelligence, agents, high performance computing) and activities of academic and business communities as exemplified by the W3C, OGC, Grid Forum and OASIS. Of particular interest, research and development efforts by the OGC have focused on developing Web services that exploit geospatial and semantic technologies and then applying these to information communities, sensor webs, electronic commerce, modeling and simulation, emergency planning/management/response, transportation applications, military applications, etc.  The proposed research will address the implications of a Web services framework for applications that rely on the virtual organizations implied by the need for effective response to emergencies. This requires study of generic issues in the orchestration of multiple services supporting and supported by many different government, commercial, academic and community organizations. It gains focus by the attention on services based on semantic, geospatial, and agent technologies. .

The Web Service Definition Language WSDL defines the way one specifies the interfaces to distributed programs with an XML syntax, using application-specific schemas to represent these interfaces. This Web service approach can be implemented with these other object models as one can implement the WSDL interface specification in any convenient way by using the ability to bind WSDL ports to different protocols. The Grid community is investigating what additional features Web services need with an emerging standard called OGSA (Open Grid Services Architecture). One key capability required by Grid services is a Grid Information port supporting queries that can access XML syntax Service Definition Elements. 

The idea of Grid Computing Environments (GCE) that captures the interaction between services and themselves and users can be thought of as supporting a two-level model for “programming the Web or Grid.” The first one uses traditional languages (C++, Java, Python) to build individual services that have interfaces (ports) defined in WSDL. The second level takes the programmed services and uses them in a different technique for orchestrating the interaction between a “web” of services. The focus here is on programming of “macroscopic programs” and not the individual lines of code of a traditional program. GCE’s are made up of both macroscopic programming and portals.

Portals provide a mechanism whereby so-called user-facing ports of Web services can be accessed to provide input and output between users and Web services. Portals aggregate the different services needed to support a certain virtual organization tackling one or more problems; in this view, they are web-based implementations of so-called Problem Solving Environments (PSE). For CrisisGrid, the PSE is the crisis support system required to support the complex command and control interactions needed to address emergencies.

Most services will have other ports besides the user-facing ones that communicate with other resources, which can be called service or resource facing ports. Coordinating services requires run-time support for the dynamic linkage of ports and the transfer of messages between them. The coordinated set of Web services can itself be thought of as a Web service and we should wrap the control run-time so that it can be viewed this way. There are very difficult scaling issues connected with such dynamic distributed coordination and research here is in its infancy. Looking inside this coordination Web service, at least three rather distinct ways for specifying coordination can be identified. The first is exemplified by traditional programming languages (such as Perland Java) where one uses scripts to specify linkage of services, exception handling, and other conditional implementations. The HPSearch activity at Indiana University aims to support this model by extending Java and other languages to allow Web resources as first class objects accessed either by URI or a more general search or look-up paradigm. The second approach to coordination is represented by WSCL (Web Service Conversational Language) or BPEL4WS, which are specialized languages designed to support particular models of service orchestration. The final and most ambitious approach comes from the Semantic Web community. Here one makes assertions about services in terms of both values of (and constraints on) properties and their relationships. This uses technology such as OWL (RDF, DAML, OIL), which supports both the setting of metadata and ontologies as well as extracting the logical consequences of them (i.e., Process Ontology, section 5.1). 

Much work has been devoted to the different aspects of workflow. And here we present a brief survey.  Metadata frameworks are a primary subject of the OGSA (Tuecke, et al., 2002) specification, which provides extensions to WSDL (Christensen, et al., 2001). The Semantic Web has developed general purpose metadata and ontology systems, including RDF (Lassila and Swick, 1999), RDF Schema (Brinkley and Guha, 2003), OIL (Fensel, et al., 2000), and OWL (Smith, et al., 2002).  Inter-service communication allows distributed services to exchange state changes and other events. Academic projects in this area include XEvents/XMessages (Slominski, et al., 2002) and NaradaBrokering (Fox, et al., 2002). Workflow expression languages capture the semantics of the service composition and include XML descriptions, such as BPEL4WS (Cubera, et al., 2002), the Grid Workflow Language (Krishnan, et al., 2003), the GALE (Bivens and Beiriger, 2001) system, and the DAML (Hendler and Horrocks, 2000) family of languages.  Finally, a workflow engine is required to execute workflow instructions.  This may be done through either a single engine or a web of agents, but similar underlying techniques, such as directed acyclic graphs (see for example DAGMan/Condor, http://www.cs.wisc.edu/condor/dagman) and Petri nets (Marinescu, 2002) are used.  

Both the Service Programming Model and runtime mechanisms needed to support it are another key focus of this proposal. We will explore the three approaches described above and perhaps the most likely solution—hybrid methods that combine two or more such programming paradigms. The project team believes it has identified both a central information technology problem and an interesting critical application on which to focus. 

Context, Agents and Web Services

The effectiveness of a crisis support system will be determined in large part by its ability to access and exploit all essential information sources needed to support operations, as well as its ability to produce and distribute timely, context-sensitive, actionable information to all actors involved in a response. This final area of research examines how to best introduce intelligent, autonomous behaviors into the framework so that agents and Web services can tap into these capabilities, and overall system effectiveness can be achieved to a satisfactory response level. 

A fundamental goal of any information service is that it should be seamlessly available by any application, from any location, on any device, and in a form that permits optimum use of the information.  One of the key objectives of the CrisisGrid project is to integrate intelligent, autonomous behaviors with basic information services so that a user engaged in any task involving any particular application can receive highly focused and accurate information delivered to them without significant effort on their part.  To support information services in an “always on” manner, we propose the development of semantic-based context-sensitive agents and Web services.  

Four context-layers have been identified as required to facilitate highly focused and timely information services in support of critical crisis response activities. The lowest level of context applies to the scope of the actual information retrieved and the device used for information presentation. At this level, for example, a personal agent (PA) serving a user must present the information in a manner that supports ease of navigation and comprehension. To accomplish this, the agent must be able to negotiate supporting ontologies to filter the desired information according to situational context. The information should be offered in multiple semantic layers, using appropriate context-sensitive visualization services, so that key parts of the information can be quickly accessed and acted upon. The information also must be customized to match device context, be it a desktop, a handheld tablet, or a PDA.  If the user is in a mobile context, the information transmission must be adjusted so that it matches the bandwidth and the presentation characteristics of the target device. The location of the device may also be taken into consideration to provide context-sensitive information to the user.  The team brings experience to this device adaptation process at the transport and service level.  The context level for CrisisGrid is an area of research.

The next level of context applies to the application. In crisis support operations, application context deals with the nature of the crisis (e.g., what happened, where, etc.). For example, building upon the case used above, assuming that the PA is monitoring interactions in an “over the shoulder” manner, it should take advantage of the type of application to identify relevant application-specific information. The application may further dictate the type of information that may be useful both in terms of format and semantics. 

A higher level than the application context is the task context. Users may be engaged in various types of information manipulation tasks. Associated with each of these applications are well-defined tasks and workflows that users regularly perform, for example, typing documents, forwarding files, or retrieving maps. The use of Process Ontology will be investigated and context-sensitive mechanisms for automated discovery and auxiliary actions, such as suggesting related text files, or image files, to match the context of the common task of document creation and editing. Additionally, through such mechanisms, an autonomous agent would be able to make predictions automatically concerning new information sources, say, by monitoring frequency and task type.  

At the highest level is the context pertaining to a user’s long-term interest. This context represents a user’s interest-level in classes of various types of information (e.g., places, people, objects, and topics extracted from content using the common applications mentioned above.) User interests can be manifested in Actor Ontology, specifically here as it applies to crisis support operations. Thus, semantic-based mechanisms may be employed to exploit this through a runtime agent or Web service. Furthermore, user interest information collected in a continuous way will be used to generate different interest profiles for different classes of information. Building upon the PA case described above, the PA may also collect both explicit (rating) and implicit (user-actions on content) indicators of interest to update the profiles. This level of context is useful for continuous identification of information independent of particular task, application, or device.  Hence, new information that may be relevant to the user will be continuously detected and pointers to the information will be maintained for later retrieval upon request.  Of course, information associated with all context levels will be used together to identify and retrieve the most appropriate information available.

Geospatial Information and Ontology

The use of ontology to capture the semantics of real world concepts has been the focus of researchers in recent years. Given the immature status of ontology development and exploitation for Web services and runtime applications, this aspect of the team’s approach represents the most demanding research task. The objective of the proposed research is to construct and exploit ontology for crisis management and response. 

Recent research efforts (Bishr 2001) suggest that the most tractable approach to building ontology for complex applications is to develop several component ontologies that can be linked together. For the proposed application, the premise is that there are at least four component ontologies: Geospatial Ontology, which captures facts about geospatial features; Process Ontology, which captures workflow and process; Event Ontology, which captures facts about crisis events; and finally Actor Ontology, which captures facts about management and response actors (e.g., agents, personnel and equipment). Included are axioms that map between these components.  Once component ontologies have been constructed, the challenge of exploiting them in a runtime environment will be addressed. For the distributed and heterogeneous applications, services, and agents to interoperate at the semantic level, a shared ontology(ies) will be developed. Next, semantic mappers will be developed that can traverse between ontology and application data models and schemas, as well as semantic reasoners that can negotiate ontology according to business logic. Finally,  a means will be developed for Web services and agents to exploit semantics through access to semantic mappers, reasoners, and other such operators. 

Achieving semantic interoperability in the geospatial domain requires formal description of Geospatial Ontology in a machine-readable form. Geospatial Ontology refers to the formal description of geospatial features, geospatial feature relationships, as well as the role and functions they play in the real world, including different possible contexts (Bishr 1997). Our research we will focus on: 1) complexities associated with the geospatial domain; 2) investigating the formal theories required to capture and represent the richness of Geospatial Ontology; 3) segmentation approach (are there one or more components and why?); 4) encoding Geospatial Ontology in an efficient machine readable format; 5) relating Geospatial Ontology to other component ontologies; and 6) architectures and interfaces necessary to exploit ontology at runtime.

Smith, Bittner and Mark have expanded on the complexities associated with geospatial ontology. They argued that real world objects exist under two broad categories: 1) Bona fide objects: those objects that have crisp boundaries; and 2) Fiat objects: those objects that cannot be clearly distinguished (e.g., lake vs. pond and mountain vs. hill).  Varzi, Mark and Smith have focused on exploring those complexities and attempted to formalize a theory for Geospatial Ontology. This area of research is still in its infant stages. Much more work is required to bring the following theories (Bishr 1997) into a coherent unified formal theory to capture geospatial semantics: 

· Theory of Topology: Objects are considered islands if they are surrounded by water.

· Theory of Mereology: Objects are considered watersheds if they have river basins and hills as their parts. If an object does not have a river as its part, then it is not a watershed.

· Theory of Identity: This theory builds up on the Theory of Mereology. For example, if a bridge looses its side walls, it is still called a bridge.

· Theory of Categories: Defining categories of objects. e.g., roads, rivers, buildings, etc.

· Theory of Dependence: Whether the existence of an object depends on the existence of another object. For example, the existence of object “apartment” depends on the existence of object “building,” but not vice versa.

· Theory of Context: The statement “DC and New York are in close proximity” may have different truth-values depending on context. In the context of “hiking”, this statement might be false, while it is true in the context of “travel by jet.”  Contexts need to be treated as formal objects, i.e., objects in the semantics which can be denoted by constants in the language and over which variables can range. Treating contexts as formal objects allows us to state relations between contexts in the same way we state relations between any other objects in the logic.

Having a rich ontology about how real world features relate to each other is by itself not sufficient for achieving semantic interoperability between geospatial applications.  A rich ontology is still required that captures the functional relationships between these features, as well as processes that can be performed on them. Narayanan and Ankolekar have identified some of the necessary characteristics of process ontology. In our research, the following issues concerning process ontology will the considered: 1) semantics of the process/workflow; 2) semantics of pre-conditions and post-conditions, as well as the implications of success or failure of processes; 3) semantics of execution of a process (e.g., service chaining), including synchronous and asynchronous operations; 4) semantics of the hierarchy and structure of processes (e.g., inheritance hierarchy); and 5) spatial and topological relationships between geospatial objects and processes (e.g., stating “Process X can not be performed on Object Y when it is located in Area Z, or when it is surrounded by Object K”). 


6.4.7 Outreach -- education and government  Comment: David and Karen

6.4.8 Outreach to Industry leading to 6.5.2 Comment: Kurt
6.5 Follow Through after 2 year proposal


6.5.1 What we could do technically and operationally building on infrastructure Comment: David and Karen     


6.5.2 Commercialization Comment: David and Karen

Identification and Development of Emerging Tech Transfer Opportunities Comment: Kurt with input from Geoffrey and Polly

   
6.5.3 Funding Strategy Comment: David 


Institutional Leverage of Fund Investment



Long Term Sustainability



<also why 21st century fund investment essential>


The COE will be funded by research grants and contracts initially, as well as training and consulting income, and ultimately by the commercialization of its products.  For the first two years, it also will receive support for equipment and other infrastructure elements from IU and PU and from industry, equal to the 25 percent cost share (in-kind and matching) required by the 21st Century Fund.  


The cost model anticipated for the center is:



Basic and applied research support*

50%



Technology transfer/commercialization**
20%




Education/dissemination


10%



Administration



20%


*personnel, supplies, and equipment


**test bed, marketing

Comment: text below from June concept proposal

Constituents/Markets
Local, state, national, and international:

· Emergency responders

· Emergency Management Offices

· Public Health Offices

· Environment Mitigation Services

· Biochemical Hazards Containment and Mitigation Services

· Air and Water Quality Agencies and Managers

· Forestry Services

Potential Research Funders

· National Science Foundation

· Department of Homeland Security

· U.S. Department of Justice

· Department of Defense

· European Union (esp. through NSF-EU collaboration)

· Vendor community

7. Biographical Sketches  Comment: Karen will collect from participants
<key participants – 1page each, incl. list of  your representative publications/activities and total number of publications>

8. Description of Facilities <1 page/participating entity> Comment: Karen will collect from participants.  Needs to be reorganized by participating entity
IUB

Community Indiana Pervasive Computing Research (IPCRES) Laboratories

Indiana University’s Community Grids Laboratory maintains a heterogeneous network computing environment consisting of Windows (2000 and XP), Linux, Sun Solaris workstations and servers, including 35 Pentium 4-based desktop class machines, 11 Linux/Solaris  (dual-CPU) server class, and two 8-CPU 16 GB Sun v880 server class machines to support the lab’s development and research efforts. All full-time researchers have Pentium-3-based laptops.

The laboratory’s network consists of server, workstation, and mobile connectivity provided by 100Mbit/second Ethernet, and 11Mbit/second 802.11b wireless connections respectively, connected in turn to Indiana University’s network backbone via a 1000Mbit/s fiber optic link, and from there to the Internet2 Abilene network and the commodity internet via multiple OC3 links.

Other computing resources available within the lab include networked high-speed duplex laser printers, CD-R recording, video conferencing tools including two Access Grid Systems along with 5 Polycom ViaVideo systems and secure central data storage. Other services (e-mail, massive near-line data storage, production backup services, dialup, and remote VPN services etc) are provided by the university and University Information Technology Services. Community Grids Laboratory works closely with IU’s information technology services (UITS) and IU Computer Science department developing and testing new technologies.

The Community Grids Laboratory is composed of six full-time researchers and developers and 30 part-time graduate students. Administrative support is provided by the Pervasive Technology Labs staff and UITS. The lab occupies one 2400 and one 1200 square feet suites in the Indiana University Research Park in downtown Bloomington.

Mass storage

Indiana University also hosts a scalable, network accessible, open, standards-based massive storage infrastructure to support teaching, research and administrative computing.  This infrastructure is based on a High Performance Storage System (HPSS) to store vast amounts of archival or near line data on a hierarchy of storage media.  It uses a Common File System (CFS) for data storage and a global file system for remote access and data sharing based on the Andrew File System (AFS).  (Distributed storage@iu http://storage.iu.edu)

Supercomputing

Indiana University has acquired an IBM Teraflop SP System to expand the computing capacity to support researchers in areas such as life science, history/archeology, geology, geography, astronomy and computational physics.  This system will have a total theoretical peak compute capacity of 1.005 TeraFLOPS, total memory capacity of 452 gigabytes, and a total disk capacity of 5.3 terabytes. The currently installed ten SP frames hold a total of 616 processors within 143 SP nodes. These nodes are interconnected via two low-latency high-speed (150 megabytes/second) networks using crossbar switch technology.

IUPUI

Comment: Need expanded text for IUPUI

Polis Training lab

The Polis Center has a fully equipped training lab which will be used for educational seminar.  
Network

Indiana University is the home for the Abilene network operations center. Abilene is an Internet2 backbone network for research and education developed by the University Corporation for Advanced Internet Development (UCAID – http://www.ucaid.edu/abilene).  Abilene is designed to support the Internet2 project by providing an interconnect backbone which connects Internet2 gigaPoPs and universities at high speed  OC-48 Sonet  with 10 Gbps Dense Wave Length Division Multiplexing (DWDM), with advanced Internet2 functionality including multicast with low latency and high reliability.  Abilene peers with other high-performance research and education networks around the world.  CIS and Polis will have access to the Abilene staff.

PURDUE Comment: Need text for Purdue
GENERAL

Conference rooms

The Polis Center has two conference rooms which seat 50 and 10 respectively.  These will be used for project management and research team meetings and for community meetings.  Research team meetings will also be held on the IU Bloomington campus at the IU Pervasive Laboratories Community Grid Lab .  Additional meeting space is available at the IUPUI University Library and on the IU Bloomington campus.


Major Equipment

Research team member will have access to high caliber workstations for project work, housed at Polis, OGC, IU Computer Science, and IU Informatics as appropriate.  A high resolution color printer will be used for developing presentation and publication materials.  This is housed at The Polis Center.

Other Resources

Polis, IU Computer Science, and IU Informatics all have administrative staff that will support the planning, scheduling, mailing, reproduction, and other clerical needs of this project.  

***********************************************************************

Comment: NSF-ITR reviewer comments re: weaknesses of our NSF-ITR CrisisGrid proposal:

· minimal innovation in certain key aspects
· Geospatial Information and Ontology" component of the proposal is very superficial.
· though a slew of theories that will be unified in their ontology is listed, the details of how this will be accomplished is lacking. 
· fails to separate the concepts, ideas and design from the myriad of implementation technologies 
· How the solutions to various challenges specified relate to complete the crisisGrid is not clear. 
· Role of OGC (grid consortium) not clear.
· details and concepts that are needed have been lost in the technology domain (web services and grid) specifics.
· framework described here does not present any rigorous information technology or Computer Science research. 
· proposal lacks a formulation of computational architecture for Geospatial information representation, context flow retrieval system etc. 
· what is CrisisGrid?  Is it an information management system, a conceptual model, or a framework for crisis response?   

The Polis Center – IUPUI/ IU / PURDUE / OGC
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